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Introduction

Meet Glenn.

Glenn is the newly appointed administrator for a new implementation of the Micro Focus Service Management 
Automation X (SMA-X) product at his company, ACME Products Inc. ACME provides widgets for many other 
companies, and handles shipping them worldwide from a number of locations. 

ACME has grown over the years, and the number of systems it needs to ensure the delivery of its widgets has grown 
as well. Additionally, the company has invested in internal products to help it run smoothly. This growth has resulted 
in the need for IT to run in an agile and streamlined manner, which was one of the biggest reasons for ACME to go 
with SMA-X.

Join us as we follow the implementation process that Glenn uses to get Service Management Automation X up and 
running. We will document how the system is designed to meet the continuing demands of the company to provide 
the best service to their customers.

We will be focusing on the decisions that Glenn makes that result in a quick and efficient implementation. This 
involves an iterative approach of problem solving and delivering value quickly, then circling back and adding 
additional value and deeper process definitions. We can watch as the system evolves over time from simple call 
center processes to a fully functional service desk that includes all facets of IT management (and possibly beyond).
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Included in this Guide

The specific areas that are currently included in this guide are:

Chapter 1 – Desired Outcomes

Chapter 2 – Core Data 

Chapter 3 – Getting Started with SACM

Chapter 4 – The Service Catalog

Chapters 5 & 6 – Request Management

Chapters 7 & 8 – Incident Management

Chapter 9 — Knowledge Management

Chapter 10 — Service Level Management

Chapter 11 — Survey Management

Chapter 12 — Problem Management

Chapter 13 — SACM in Detail

Chapter 14 & 15 — Change Management

Chapter 16 & 17 — Release Management

Appendix A — The Service Management Automation X Data Model

Appendix B — Configuring Service Management Automation X

The following areas will be added to the guide at a later date:

Assets

Financials

Ideas and Proposals

Application Portfolio Management

User Questions

Integrations
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Chapter 1 – Desired Outcomes

A few years ago, I came to work at ACME Products Incorporated in the IT operations department. As the company 
has grown, my responsibilities have grown. I learned many things during my time here, including the fact that no one 
outside of IT knows what we do. We get calls and emails asking us about anything from the payroll system to the 
microwaves in the break room. As the company keeps growing we get more and more of these requests every day.

So far we’ve been handling all these requests through a legacy issue tracking system that at best I could call “old 
school.” It's adequate for giving us a place to write the details of an employee’s issue, but that’s about it. If we want to 
make any changes to fit the flow of our own processes, we need to hire a specialized developer or hire consultants to 
make the modifications. And we need to recode the changes every time a new version of the software comes out.

With the company growing, my manager decided that now was the time to replace our legacy systems with 
something more up to date and agile. He tasked me with finding a new IT management system that was both 
powerful and cost-effective. 

What we need is a product which:

• Understands how the IT department works and fits the processes we work with every day

• Helps IT promote what we do to the rest of the company

• Defines and drives best practices in our processes and is built for this purpose, not just provides a toolkit 
where we have to create our own value

• Delivers new functionality in a manner which doesn’t affect our existing processes (low maintenance 
upgrades)

• Doesn’t require an army of programmers to add functionality or keep it running

• Has the ability to expand outside of IT to help in other areas such as HR or facilities

I researched the current solutions and discovered the Service Management Automation from Micro Focus. This suite 
has all the tools I need to build our team a true service desk to manage our own internal processes as a service 
provider, and a customer-facing portal to handle all the requests from our consumers. It also has built-in Big Data 
analytics to help us analyze what we are doing both right and wrong and allow us to continually improve the service 
we provide. Best of all, it gives us several options in our implementation strategy. We can install SMA-X in either a 
private or public cloud, or on our own physical infrastructure.

We have quite a few challenges in this project, the biggest being the small team and short timeline I have to get 
things completed. When I say a small team, it's just me to start with. And when I say short timeline, the word I got 
from management was “yesterday”. Once I am successful in getting this project up and running (and with the Service 
Management Automation X suite I know I’ll be successful) I’m sure we will bring in more resources to help me 
maintain and continue to improve the system. So I'll document the process I use to create the system to help those 
people down the road.

This means instead of simply writing up the ‘what’ I did, I'll also take time to explain ‘why’ I did it. My choices might not 
be the best for everyone, but I'll attempt to take an approach that would work for the majority of people going through 
the same process. I'll also try to make a note of any tips or tricks I learn along the way and anything that didn't quite 
go the way I expected. I hope that this will produce a guide that will help others get up and running with SMA-X 
quickly and efficiently and help everyone understand the impact of the choices I made. 
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Chapter 2 – Core Data 

In chapter 2 we tackle the concepts around the core data of the Service Management Automation X suite: 
people, locations, and groups (and we’ll throw in roles for good measure).

As we introduce new record types, we will be building up the Service Management Automation X Data Model. 
The complete data model can be found in Appendix A. Data Model

In our Data Model each box is color coded. These colors represent the badge color for records of that type 
within SMA-X. The color families also help to visualize the overall modules that certain collections of records 
create.

Putting the Core Data record types into our data model is a bit problematic, as they relate in some way to 
almost every other record type in the system. Instead of drawing all of those lines and making our model 
unreadable, here we present a simplified data model showing only the relationships between these objects.

Note the icons for Person, Location, Entitlement Rule and Group. On our data models from here on out we will 
add these icons to any boxes that have relationships to each type. For example, Incident records reference 
several types of Core Data, giving the following representation:

In this way the icons show that the Incident has relationships to Person, Group, and Location.

By the end of this section Glenn will:

◦ Understand which people he needs to include in the Service Management Automation X implementation
◦ Know the difference between a User and a Contact
◦ Discover how to determine what users can do by adding Roles to a Person or Group
◦ Learn about the two different types of Groups in Service Management Automation X; Functional and 

Organizational
◦ Define what makes up a Location
◦ See how certain information can be made available only to certain users
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People

The first thing I need to do is to figure out who needs to be part of the system, and what they will do inside of it.

First, all the people that provide one or more of our services (I know we haven’t talked about services yet, but for now 
think of them as anything someone might ask us for) need to be in the system so they can see all of the incoming 
user requests, get notifications about or possible issues, and work on any tasks we need to assign to them. In most 
cases, we refer to these users as agents.

Second, there are all the people that want to consume our services that need a way to interact with us to request the 
services, report issues with their ability to consume the service, or even just ask questions about the services. This 
type of user is most often referred to as an 'end user' or 'service requester'.

Finally, there are all the people that will not be using the system itself but may be referenced inside of it. One example 
is our external vendors. These users won’t log into the system, but our agents might want to call them or send them a 
copy of a request via email, so we need their contact information in the system.

In Service Management Automation X there are two types of people; users and contacts. Users are people that can 
log into the system, while contacts cannot. From our previous examples, our agents and end users will exist as users, 
while the rest (external vendors, etc.) will be contacts.

We already have all our Users in our company’s Active Directory (AD), which we can import directly into SMA-X. We'll 
have to do extra work to also get all our contacts into the system. One thing, we should make sure we check that our 
current AD data is correct before we move any of it into our new system.

You can find more information about People in the Service Management Automation X Help Guide here. 

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-people
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Groups

Once all our people are in the system, we need to organize them into the proper groups. Service Management 
Automation X uses groups for a variety of reasons, including sending notifications, specifying who can approve 
processes, or to assign work. Service Management Automation X has two distinct types of groups: organizational and 
functional.

Organizational groups contain all the boxes on the company’s org chart. We can represent all our business units, 
departments, and the company itself as separate but related organization groups. We’ll define the company itself as 
an organization, and then all the internal business units and their contained departments. The organizational group 
also contains information about the owner/manager of the Group and all of the members of the organization. Note 
that a person can only belong to one organizational group. Our best practice will be to add the person to the 
organizational group at the bottom of the org chart hierarchy – so in our case, we'll add people to their department.

Functional groups contain a list of people responsible for a specific job function or process within the system. These 
groups can encompass people who belong to several different organizational groups or could further break up 
organizational groups into different functions they support. For example, within a department that builds a specific 
product we can create separate functional groups for the database team, the UI team, and the Application team. It is 
also important to note that people can belong to multiple functional groups, so people that support multiple processes 
can belong to all of the necessary teams. 

The main thing we will use functional groups for is to assign 'work'. When we want a specific 'team' to work on a 
request, incident, change, or even a task, we do that by assigning a functional group to the record we want them to 
work on. From there, we can also assign a specific group member to the record, so it is not only important to define 
the groups but to make sure the correct people are part of the group.

Again, we have most of the organizational information we need in our Active Directory system to import into Service 
Management Automation X. However, we will most likely need to do additional work to create the functional groups 
and get the right people into each one.

If you would like more detailed information on groups, check the online help here.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-groups
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Roles

Once we have all of the people and groups, it’s time to determine who can do what in our system. Service 
Management Automation X handles this by allowing us to set specific permissions inside of roles. We can assign 
these roles to either a group or a specific person. Unless there is someone that requires a specific exception, we 
should concentrate on setting the roles for groups (rather than on the users) as this will require much less 
administrative work on our part. 

Service Management Automation X comes with a good number of roles already defined that reflect industry best 
practice recommendations. In our case, I think these will be enough and we won’t have to add any ourselves, but if 
that becomes necessary we can do so. 

One thing to remember is that all users will have the ‘Self-Service Portal User’ role defined for them by default. This 
has all of the permissions needed to log into and use the Service Management Automation Service Portal. Therefore 
we won’t need to assign any role for users that will only access the system through the portal.

Remember that a person can have multiple roles. Therefore we don’t have to create a specific role for someone who 
is both an Incident Manager and a Financial Manager.  Instead, we make sure they have both existing Roles. 

More information on roles may be found in the online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-roles
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Locations

Along with knowing who the people are in our system, it would be a good idea to know where those people are, right? 
For that, we need to add locations to Service Management Automation X. SMA-X defines locations in a hierarchy 
similar to the organizations we previously defined. Each location also has a specific type which ties it to where it fits 
on the hierarchy. The location types we can define include:

• Region

• Country

• City

• Site

• Building

• Floor

• Stockroom

• Data Center

• Room

• Meeting Room

• Cube

• Shelf

• Rack

• Rack Unit

Each location may have a 'parent' defined. Think about the parent/child relationship of two locations as 'the child is 
located inside of the parent location.' For example, a country can be the parent of a city, or a rack can be the parent 
of a rack unit. I noticed that the system will only let me add a parent that makes sense in the hierarchy, so it wouldn’t 
let me add a room as a parent of a region.

We won’t have time right now to define everything down to the detail that Service Management Automation X allows. 
So what we should do is determine what we will use locations for and make sure we define enough to support those 
processes. For that, we need to look at what processes make use of locations.

The first and most obvious use of locations is to determine where a person or piece of equipment is physically 
located. Our Active Directory already has most of this information in it, but we will have to define the locations in the 
system before we can put anything in them. Therefore, we want to export that information and then massage it with 
the location types, then import it into Service Management Automation X. That should get us a good start on defining 
our cubes and rooms, as well as defining the parents such as floors, buildings, sites, cities, countries, and regions.

Another use of Locations we will get to eventually is linking locations with the stockrooms that support them. This 
information is used in the service request and asset management processes to reserve 'in stock' devices/assets for 
delivery to a supported location. While this will be important later, we can put off these definitions for a little while.

But when we’re ready to dive in, lets be sure to reference the online help for locations for more information.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-locations
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Entitlement Rules

We'll eventually use locations, groups, and roles in what Service Management Automation X calls entitlement rules. 
These rules restrict what our end users see in the Service Management Automation Service Portal. For example, we 
might only allow requests for certain services from a certain location or group. We won’t be setting up any of these 
rules yet, but it's something to keep in the back of our minds while we are defining our locations, groups, and roles.

If you can’t wait to find out more about Entitlement Rules, head to the online help guide.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-entitlement%20rules
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Chapter 3 – Getting Started with the Service Portfolio and SACM
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In this section, Glenn will define the services that his IT department provides as part of the service portfolio, and 
the high level components that make up those services in the Service Asset and Configuration Management 
(SACM) module. SACM maintains information about the configuration items (and their relationships) required to 
deliver an IT service. Providing the service definitions he will support is also the first step in defining the service 
portfolio within Service Management Automation X.

These definitions will continue to fill in the overall Service Management Automation X data model.

By the end of this section Glenn will:

◦ Work with IT to create a list of all business services provided to the consumers/clients
◦ Create the service definitions within the service portfolio
◦ Define each instance as an actual service in Service Asset and Configuration Management (SACM) 

module
◦ Define the service components and system elements for the actual services in SACM
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Providing Services

One of the first differences I noticed about Service Management Automation X compared to other options out there 
was that Micro Focus designed it around services. Our IT department provides and maintains these services for the 
end users, so it makes sense for us to focus the solution on them.

So one of the first things I need to do is to define the services our IT department provides to our customers.  Why 
start here? Well, without specifically calling out the services we need support we could see a ton of problems. We 
might get calls or emails about things we have no control over. Or we might get requests relating to our products, but 
for things we simply can't do. Defining our services limits our responsibilities to the consumers and it refines the focus 
of our team as providers. By clearly specifying what we provide, we can accurately and succinctly define our 
processes around these services. This will result in a much higher (and faster) return on the investment we are 
putting into our new service desk applications.

The bottom line here is that regardless of what processes you are thinking of implementing at the start of your project, 
define your services first. Everything else revolves around these definitions.

Service Management Automation X is service driven. Therefore these definitions will have a big impact on how our 
end users and agents will interact. Micro Focus designed the service catalog around services (as the name would 
suggest). You can think about this as the menu where end users come to “consume” our services. For our agents, 
everything from assigning the right team for a task to knowing who to notify in emergencies resolves around services. 
So if the users are ordering from a menu, the agents will be in the kitchen working to provide these services to the 
end users. We’ll also be able to report by service, so we can see which services generate the most load on the 
service desk in terms of the number of questions asked, requests, and issues.

And remember, as our portfolio changes and we take on more responsibilities we can add to our service definitions. 
We want to be agile, so we need to expect and even embrace change.

Ok, let's get started then. The ITIL process documentation defines an IT Service as "a service provided to one or 
more customers by an IT service provider".  Ok… Well, that makes us the IT service provider, and in this case, our 
customers are the employees of the company.

Based on that we have many services we need to define in the system. Let’s start with one of the most used services 
we provide, Email. The service we are providing to the consumer is the ability to send and receive an email with their 
company address. So I'll add a service definition for that in the service portfolio. Once I do, I need to move the service 
into the “operate" step of the workflow since it's an existing service.

Now that I've defined the high-level service definition, I want to get started on defining what makes up each 
implementation of the Email service. Service Management Automation X allows me to define this in different stages:

• Actual service – The instance of a service in our environment. You might only have one instance of a service 
in the environment, or there might be multiple implementations. For our Email service, we have two separate 
systems we use to support multiple locations.

• Service component – One or more components required to support an actual service

• System element – One or more elements required to support a service component
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I know enough to put together the high-level components and elements by myself. There is an additional level of 
definition below the system element which comprises the actual devices that make up the components and elements. 
It will be important to go back and define those devices, but I can get started with what I know right now. In fact, I 
could just define my actual services to get started, but I'll put in everything I know about the system right now. 

We have two Email services in operation right now; one in North America and another that covers our EMEA region. 
Each of these is a unique instance of the Email service (making each of them an “actual service”), so I'll define each 
one separately. 

The components of each are identical, but we named them in a way that specifies which actual service they belong 
to. When I am entering these into Service Management Automation X, I'll relate each piece to the correct actual 
service. In other words, I'll first create the “North America Email“ actual service under the “Email Service” service 
definition. Then I'll create each of its service components from that actual service as related CIs (configuration items). 

Finally, I'll create the system elements for each service component, again as related CIs. In this way, I'll create two 
separate actual services, each with their own hierarchy of supporting components and elements underneath. This will 
give our IT department a clear definition of what makes up the service we are supporting. We can think of this as the 
internal representation of our service.

Here's a quick sketch of what makes up our two services:

North America Email Service
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EMEA Email Service

As you can see, the structures of the services are identical. The difference in the two services is that each component 
is now a unique item or collection of items. While the service definition is an abstraction, the actual services contain 
specific components and elements.

In reality, each of the components and elements is composed of multiple virtual machines running on multiple 
physical machines. In the future, we want every bit of this level of granularity to be part of our SACM database, but 
this will be enough to get us started.

Hey, that's not bad for a start, is it? I've defined the internal services that my team will provide for our customers. And 
created a high-level configuration of each of the actual services we currently have in production. That seems like 
enough work to deserve a coffee break. I'll be back in a short while to talk about the service catalog.

While you are waiting, you can always check out the online help for more information about the Service Portfolio or 
SACM.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-service%20portfolio
http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-SACM
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Chapter 4 – The Service Catalog

To consume the services IT provides, the end users need to have a way of discovering the services available and 
what actions or requests they can perform against them. The service catalog provides the means of creating those 
available choices for both the Service Management Automation Service Portal (accessed by the end users) and 
request management (accessed by the agents).

Creating a complete service catalog can be one of the more time-consuming parts of creating the complete 
Service Management Automation X implementation, but also can create the most value. A well-crafted service 
catalog will reduce the manual effort needed by the Service Desk Agents by allowing the End Users to create a 
well-formed request that we can automatically route to the correct groups—or even fulfill by an automated process 
that never needs an agent’s intervention.

By the end of this section Glenn will:

◦ Understand what makes up the service catalog and how they are displayed to the end user in the Service 
Management Automation Service Portal

◦ Learn where the system defines the specific offerings that the end users can ask for via a service request
◦ See how task plans guide a service request through the correct process
◦ Find out how reusable fulfillment plans can be created to reduce duplicate work in creating similar task 

plans
◦ Limit who can see specific parts of the service catalog using entitlement rules
◦ Tailor the Service Management Automation Service Portal look and feel, as well as available options, to 

better fit the company’s style
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The Catalog Structure

Now we have our services created, and the next step is to set up our service catalog. The service catalog will allow 
both agents and end users to find and request what they are looking for. 

The service catalog itself has three levels we need to consider:

• Service category

• Service definition

• Offering
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Service Category

The service category is a high-level definition that groups similar services. For example, since we have services for 
Lync, online conference rooms, and internal discussion forums, we might create a service category for 'Meeting and 
Collaboration' and put all of those services inside of it.

The primary use of service categories is to help the end user find what they are looking for, so we should create our 
definitions with that in mind. As you see here, the first thing the end user experiences in the Service Management 
Automation Service Portal is a list of categories they can choose from.

The other thing you will notice is that we can make some significant changes to the way SMA-X presents our catalog 
to the end user. We can change both the background and icon of each category and determine the order to display 
the categories.

Another thing we can do that you can’t see is to limit certain categories to specific groups and/or locations using the 
entitlement rules I mentioned earlier. We can create an entitlement rule for a specific group, role, and/or location, and 
then set that rule in a category’s 'Audience' section. Only end users that meet the criteria of the entitlement rule 
(having the right location for example) will see the category in the Service Management Automation Service Portal.
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Service Definition

The service definition level is made up of the service definitions that we created earlier. In order for a service to show 
up in our service catalog, we need to fill in the catalog description and category in the service definition.

Just like our service categories, we can specify the ‘Audience’ of the service definition based on entitlement rules. 
This can control who can request the service or any of its related offerings.
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Offering

The final level in the service catalog hierarchy contains service offerings. These offerings are where we define the 
details of specific products and processes we provide related to our services. The offering definition includes 
information on how it will appear to the end user in the service catalog and the processes that the system needs to 
complete to fulfill a request for this offering.

Some examples of offerings we need to define for our Email service might include:

• Standard email

• Premium email

• Upgrade email

• Increase mailbox size

• Create email aliases

• Enable mobile email

• Resolve an email issue

The system defines the processes (the actual work someone needs to do) as tasks within the offering. The completed 
task plan may contain both manual and automated tasks. Inside the plan, we can also define any order and/or 
dependencies for those tasks.

There may be several offerings that use the same plan, with some small changes to the values being passed or the 
default values. Service Management Automation X allows us to create reusable task plans called fulfillment plans. We 
can then attach these fulfillment plans to any offering, keeping us from having to create the same plan over and over.

Creating each offering is the most challenging item of work in setting up the service catalog. For each offering, we 
need to find the answers to several questions:

• What does the offering provide to the person requesting it? Is it a physical item, a change to something they 
already have, or the ability to use a service?
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• What steps (or tasks) are necessary to provide the item/service/etc? What order do we perform these tasks 
in?

• For each of the tasks, who makes sure they get completed?

• Who manages the overall process (to help us define it or change it when necessary)?

We also need to be mindful of where we create our offerings. Offerings are not packaged as part of the configuration 
changes in the development to production process (see Appendix B), so we only want to create examples and do 
testing in our development tenant. We should create our actual offerings in the production system. Don’t worry, we 
can mark them as “inactive” until we are ready for them to show up in the portal.

Now you can see why getting the service catalog can be quite a lot of work. But if we do it right, we'll have a system 
that can track, direct, and automate the work necessary for everything IT provides. By putting in this work up front we 
will save our end users and agents even more time down the road.

And look, I know that we aren’t ever going to be “done” with the service catalog. Our services will change over time. 
New offerings will be created for our existing services, and some offerings will become obsolete and need to be 
removed. Maintaining the service catalog is an ongoing process we will need to oversee as time goes on.

And of course, if you would like more detailed information about the service catalog head to the online help.

Localization

We have end users all over the world, and they don’t all speak the same language. Lucky for us, Service 
Management Automation X has a built-in process that lets us export all the text in our catalog so we can send it off for 
localization. Once the localization is complete, we simply import the translated text back into our system, and then 
each end user will see the service catalog in their own language.

Shopping Cart

One other thing we should keep in mind when creating our offerings is the shopping cart system that Service 
Management Automation X provides for end users. The cart collects and submits requests for multiple goods and 
services in a single transaction.

Public, Private and Confidential Requests

By default, requests are viewable by any agent that has the rights to the request application and the end user that the 
request was for (the 'requested for person'). However, there are certain requests where we want to control who may 
view and interact with them. For this purpose, Service Management Automation X allows us to create public, private, 
and confidential requests. 

Public Requests

Sometimes a certain request or issue will affect multiple users in the same location. Instead of opening multiple 
Requests for these events, we would be more efficient if we created one and allowed all affected users to use it 
instead of opening their own. For just this purpose, Service Management Automation X supports public requests.

Public requests can be shared with, and tracked by, users affected by the same issue. If an end user sees a public 
request in the portal that interests them, they can “follow” the request. This allows the user to track the request and 
be notified when someone resolves it.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-service%20catalog
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Inside of each offering is a setting that determines whether it may be opened as a public request. Additionally, there is 
a setting that specifies if the public request should be shared with users with the same location, organization, or both.

Private Requests

Private requests are the default type of request, an may only be viewed in the Service Management Automation 
Service Portal by the requested by and requested for person in the record. They will not appear for any other end 
user. Again, we may set this on each offering.

Confidential Requests

Certain requests need to be created where the requested for person may not see the request. For example, certain 
Human Resources requests are confidential. Once again, this may be set for a specific offering.

Subscriptions

For many of our service offerings, we want to connect the person making the request with the service or piece of 
equipment they are requesting. In Service Management Automation X this accomplish this by creating a subscription.  

Subscriptions link a person with a service, device, infrastructure component, or peripheral.This allows us to track the 
entire life-cycle in which the “subscriber” consumes the CI. The subscription also tracks cost information, including 
both one-time and recurring costs.

We can create these subscriptions manually (either through the SMA-X UI or via import), or by using business rules. 
SMA-X includes out of the box business rules that allow us to create subscriptions automatically from requests.

Subscriptions also add functionality to request management. It allows our agents to find the CI or service that 
someone is calling about, shortening the time they need to spend on every customer interaction. The Service 
Management Automation Service Portal users will now have a new “My Asset” page, which shows their own 
subscription information. The portal will also display information to the end user about the devices they subscribe to.
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Tailoring the Service Management Automation Service Portal

One final step we want to take is to tweak the way we present the Service Management Automation Service Portal to 
our End Users. While it looks nice right out of the gate, Service Management Automation X makes it easy to change 
colors, fonts, and even images to fit our unique corporate theme. This will make our end users more comfortable as 
they immediately recognize the portal as part of our corporate toolset.

I made changes to the portal's appearance in just a few minutes using the “Self Service Portal Settings” option. Take 
a quick gander at my creative masterpiece…

Okay, so I probably need to follow our corporate guidelines and enlist the help of someone with a little more artistic 
talent than I have, but you get the idea.

Since our service desk also supports some of our external customers, I should point out we can also have different 
“themes” based on the user’s group, location, or role by again using entitlements. So each of our customers can have 
a different look and feel for their portal, and different offerings in each.

At this point, we have our end user facing service catalog pretty much ready to go. Next, we’ll take a look at how our 
Agents can process these requests quickly and easily.

Of course, details for customizing the Service Management Automation Service Portal can be found in the on-line 
help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-self%20service%20portal%20display%20theme
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Chapter 5 – Request Management

Request management handles the end to end process of receiving a request from an end user and fulfilling it. A 
properly prepared request management process reduces the load on agents by allowing end users to fulfill their 
own requests without agent involvement either by automating common request offerings (such as password 
resets) or providing knowledge that will allow the end user to answer a question by themselves.

In order to direct the implementation towards this end, the service desk managers must take the time to investigate 
the requests that do not fit an existing offering or cannot be resolved using the existing knowledge base. With this 
information, new pre-defined offerings (with specified task plans) may be created and new knowledge articles may 
be added to the system to improve the experience for the next request of the same type.

The ability to assist end users with their requests may also be measured in targeted surveys. These surveys can 
gather feedback on areas ranging from the agents’ performance to the overall satisfaction with a particular service.

By the end of this section Glenn will:

◦ Learn how to setup record categories for the request management process
◦ Create views and reports for the dashboard in order to help agents find existing requests
◦ Show how the Live Support feature helps agents quickly enter new requests manually
◦ See how to import existing solutions into knowledge articles to assist end users and agents in finding 

solutions to their issues
◦ Find out how to create survey campaigns to track the quality of the service request management is 

providing to the end users
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Setting up Service Request

Once we have our service catalog set up we need to give our agents a way to fulfill the incoming requests and 
respond to the end users. This is the primary job function of our service desk, and they will handle those requests 
through the request management module.

The easiest way to think about the process is that any interaction with the end user will go through a request. We 
have other methods for our internal agents to start processes, but by directing all end user communication through 
requests we can keep our backend functions separate from (but connected to) our customer-facing functions. 
Whether the service desk is taking a phone call, responding to an email, or the end user makes a request directly 
through the Service Management Automation Service Portal, the result in our system will be a request.

In Service Management Automation X the Request process is ready to go out of the box, but there are a few places 
where we might want to configure it a little before we begin. The first thing we need to look at is the record categories 
we want to use. Notice that these record categories are completely separate from the service categories we created 
for the service catalog.



Ge#ng	Started	with	Service	Management	Automa6on	X

26

Setting up our Record Categories

The first thing we want our system to do is to help the service desk agents classify the request while providing initial 
support. Initial support in our case means the analysis, evaluation, and routing of the request by our first line agents. 
By classifying the request into a pre-defined category we can help the initial agent ask the proper questions and 
direct the request to the proper group. One thing to keep in mind though is the fact we can't be 100% sure we have 
the right category for a request until we're finished with it. So it's important to train our agents to review the 
categorization at the end of the request process and correct it when necessary.

Categorizing the requests will also assist us in investigating the requests over time and determining specific trouble 
areas where we may need to invest in improving our service offerings or even change the existing services 
themselves.

In Service Management Automation X the record categories are defined using a three-level hierarchy, so we can 
have two levels of sub-categorization under the main categories. We don't have to use all three levels for every 
category though. Once we add a record category, we won’t be able to delete it (that would 'break' the data integrity of 
existing records that used it), but we can make them inactive so agents cannot add them to new records. Either way, 
we should do our homework and try our best to build an accurate categorization structure for our services. The effort 
here will be well worth the time spent.

One thing we might want to consider here is whether we want to add a catch-all record category. This might be useful 
as we train our agents or bring someone new onboard, as it might not be clear to them which category to use. If we 
create an 'Unknown' category, it will give them a quick way of getting past the classification process. However, if we 
do this we need to think about adding a business rule (Service Management Automation X’s method of letting us 
change the out of box workflow of a process) that won’t allow a request to close while still in the “Unknown” category. 
Having the “Unknown” category exist after a request closes would make it much harder for the request managers to 
mine the data for trends and problem areas.

The exact steps used to create and edit categories can be found in the on-line help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-category
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Creating Views and Reports for the Dashboard

The next thing we want to do is give our agents some quick and easy ways to see what is going on in the system and 
get to the tickets they need to work on. The first thing they will see when they log in is the system dashboard, but then 
each user can customize the dashboard to fit their personal preference and work habits. I will need to review the list 
of out of the box reports and add any I think our agents might want or need.

The second thing we need to do is to make sure there are adequate views defined for our agents. The agents will use 
these views to manage their workload and determine which Requests they should work on. There are already pre-
defined views such as 'My Requests’, which should be enough for the majority of our agents. However, one manager 
requested that I make a public view of 'All Active Critical Requests'.

I can easily create this view by going to the requests list from the 'Service Request' menu. From there I need to edit 
the current filter to what I want, then click the 'Edit views' button on the top of the screen. Using the 'Save view as' 
option I can name the new view the way I want and mark it as public so everyone can view it.

Yes, you guessed it. More information about dashboards and reports may be found in the online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-dashboard


Ge#ng	Started	with	Service	Management	Automa6on	X

28

Live Support

Micro Focus created the Live Support module specifically for the agents that will create requests coming in through 
the company’s phone system. Live Support can connect directly to our Computer Telephony Integration (CTI) system 
so the agent can see the caller’s name, related information, and recent requests without having to take any action. If 
we are not using CTI, the agent simply begins to type the caller’s name and the system will provide a list of possible 
matches in the system. Live Support can also help the agent to determine the proper resolution of the request 
depending on the description they have entered. Live Support will suggest:

• Knowledge articles based on the request description

• Recent incidents on the service specified in the request

• Any known issues with the equipment (configuration items) that the caller has

• Offerings that might relate to the request description

• Knowledge articles that the agent has marked as their favorites

This functionality brings curated system knowledge from several areas and puts it in front of the agent automatically. 
This can save the agent time and produce a better experience for the caller. The agent can resolve the request 
directly from Live Support, or create a new request for processing by another agent or team.

Live Support brings a number of features directly to the agent. Details about the Live Support features can be found 
in the online guide.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-live%20support
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Importing Existing Knowledge

At this point, we have enough functionality for our end users to make requests through our Service Management 
Automation Service Portal, and our agents to enter Requests manually through Live Support. However, what we want 
is a system that helps both groups find the best way to resolve their requests. While the system will recommend 
offerings for repeatable types of requests, we also want it to suggest possible solutions for issues or questions. 
Service Management Automation X includes a powerful search engine that will do exactly that, but we need to make 
the system “smarter” regarding the services we provide by adding knowledge articles to the system. 

While we'll look into the method of authoring new knowledge articles later in this guide, we can take advantage of the 
knowledge we already have created using Service Management Automation X's Knowledge Packaging Tool. With this 
tool, we will take all of our current knowledge, convert it to HTML if necessary, and use the tool to package it into a 
format the Service Management Automation X can understand.

Once we import these packaged articles into our system, our end users and agents will have access to the 
knowledge that might assist them in processing their requests. We’ll take a look at how the knowledge ties into the 
other processes later.

Here is the documentation for the Knowledge Packaging Tool if you want to see the specifics of how we are going to 
be importing our knowledge articles.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-knowledge%20packaging%20tool
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Surveys

Once we have our service request system up and running, we need to ensure that it is fulfilling the users’ needs and 
continue to improve it. One of the best ways we can judge the opinions of the people using the system is simply to 
ask them, which is what we can use surveys to do.

With surveys, we can customize a set of questions to determine customer satisfaction with areas such as:

• How easy was it to navigate our service request catalog to find what they were looking for?

• Was their request fulfilled in an acceptable amount of time?

• If calling the Service desk directly, how well did our agent help them to fulfill the request?

• Was the service desk agent’s accent believable? (kidding!)

The survey module not only gives us a way to ask these questions but also gives us an excellent way to investigate 
the results of both the structured responses (those with a limited set of responses to choose from) and unstructured 
ones as well (such as free form text). Service Management Automation X includes Big Data analysis features that can 
group similar text and provide simple but powerful graphical method of unstructured analysis. Of course, now that I’ve 
gotten you interested in this functionality, I’ll tell you we’ll be looking at it in detail later…

Using standard business rules, we can send out surveys automatically when certain things happen — like when the 
request is closed or when the end user rejects a solution. 

We’ll look into the details soon, but if you can’t wait you can check out Surveys in the online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-survey
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Chapter 6 - Request Management Flow

At this point, we have created a functional request management process and have a good start on the complete 
data model we defined earlier. While we still have a good bit of definition to do, we now have a fairly robust system 
capable of serving our service request needs. 

To expand on what we have built, we will now inspect on the actual processes the system uses to fulfill a user 
request.
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Request Management Workflows

Now that we have set up our request management process components, I thought it would be a good idea to take a 
step back and see how the process flows from beginning to end. We know the basics of what a request is, right? 
Someone who consumes one of our services is either:

• requesting something we have pre-defined in our service catalog

• requesting something we don’t have defined, but still related to one of our services

• requesting help with an issue that is causing them to not be able to consume the service

• requesting a service we are not providing at this time 

• requesting something from HR

• requesting multiple items at the same time

Service Management Automation X has a few different workflows defined for requests that handle these possibilities. 
A workflow is the system’s definition of how a certain process will run. The three primary request workflows in the 
system are: “IT Service”, “IT Support”, “HR Support”, and “cart”. Don’t let the names confuse you, these are all 
workflows that deal with our service requests (or just ‘requests’ for short). 

The first workflow handles those pre-defined requests, while the second deals with a more unstructured request such 
as:

• Requests for Information that need to be researched or looked up in the knowledge base (if the end user 
could not find the information on their own).

• Complaints about a particular service or service component.

• Reports around degradation of service that may or may not be caused by something in our environment

The third workflow handles requests specific to HR. This allows us to have a specialized process (including 
approvals) for the HR department.

The final workflow handles the situation where we allow our end users to create a ‘shopping cart’ that contains 
multiple selections from our service catalog. When this happens the system creates each specific item as either an 
“IT Service”, “IT Support”, or “HR Support” request, and also creates an additional “Cart” request to handle the overall 
approvals and provide a single point of entry and communication with the end user.
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Service Workflow

As you can see in the above image, the 'IT Service' workflow for request consists of discrete phases ('Log', 'Approve', 
etc.) that take place within higher level steps (such as 'Classification' or 'Approval'). An important point to keep in 
mind is that the end user will have visibility into what step in the process their request is in, but only the agents can 
see the full workflow of a request (including the current phase and past phases). An end user will only see the current 
step and where that lies in the order of all steps for the current process as seen in the image below.

Classification 
The only phase of the 'Classification' step is the 'Log' phase. In this phase, either the end user or an agent 
determines what the end user is requesting and enters that into the request. If the end user selects a 'Service' type 
offering, then the request will use the 'IT Service' workflow. 

In the 'Log' phase the agent must enter a title and description for the request, specify who is making the request (and 
who it is for if that's a different person), and add the information on how many people the request will impact and how 
urgent it is (the system uses these last two fields to determine the overall priority of the request).

To move the request into the next phase, the agent must assign the request either an owner or a responsible group. 
This is where the finger-pointing really begins! Just kidding, but it is important to get the request to the right people as 
quickly as possible. Remind me to tell you about some cool functionality we can add using business rules to do this 
automatically, but we’ll have to get back to that later.

Once the request has its ownership, it will move into the next phase. This will be the 'Approve' phase if the related 
offering has approvals defined, or straight into the 'Fulfill' phase if it does not. The only other possible transition is to 
the 'Abandon' phase, which will only happen if an agent manually moves it there (which ends the request life-cycle).
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While this might seem like a lot of information for the agent to handle just to get the process started, remember that 
the system fills most if not all of this information automatically based on the selected offering. This is why pre-defining 
the offerings ahead of time is so important. It can reduce the manual effort of our service desk agents during this 
phase of the request process, and like me, they would like the required effort to be as little as possible. 

Defining a title and impact/urgency information for a password reset request, for example, is straightforward since it is 
always the same every time it is performed. Assigning a request like this to a specific group may not be as 
straightforward, however, we’ll go over a great feature Service Management Automation X has to help with this later, 
for now, we can just imagine that we could assign a specific group to an offering.

If we define the offering with all of this information correctly, when an end user requests it from the Service 
Management Automation Service Portal the system will correctly prioritize and assign the request automatically, and 
then move to the next phase ('Approve' or 'Fulfill') with no input needed from our agents.

Approval 
The 'Approval' step and the associated 'Approve' phase should be self-explanatory. At this point in the request, any 
needed approvals take place (and I have my over-sized “DENIED” stamp ready). If the proper people approve the 
request, it will move into the 'Fulfill' phase, and if not it will move to 'Done' (and the end user will receive a notification 
that this happened).

Our agents can see what approvals are necessary and even which ones have already been approved or denied 
directly from the Request. If they have the right role (remember those?) they can even change who needs to give 
their thumbs up for a particular approval.

Notice how we can control the logic regarding what approvals the request requires and the order of those approvals. 
In this example, the system will not process the 'Financial approval' will until someone approves the 'Manager 
approve' task. 

Another nice thing we can do is allow our Agents to manually add approvals to the process from the request itself. If 
they have the right role (that we defined earlier, remember) they can click to add new approval requirements to the 



Ge#ng	Started	with	Service	Management	Automa6on	X

35

request, then add the person or group to that new approval.

Fulfillment
'Fulfillment' is where the work to fulfill the request is done (shocking, I know). With the 'IT Service' workflow, agents 
accomplish this by working on tasks that defined in the associated offering and/or any manually created tasks. During 
the fulfillment step, groups may pass the request back and forth. However, it will always be the responsibility of the 
owning service desk group to ensure that the request gets completed.

The owner of the request can view the overall task plan directly from the request to see what tasks are in progress, 
which are upcoming, and any that might have been unnecessary.

When an agent (or the system) assigns a task to a person, they get an email notification and can also use the tasks 
list inside of Service Management Automation X to see all the tasks assigned to them.

The system can handle some of these tasks automatically  (such as the 'Reserve PC' task in the above example) and 
may never need a person to work on them at all. We can use business rules to fill in information, or even call an 
external tool to do the work in another system. Service Management Automation X even has a great built-in 
integration to Micro Focus’s Operation Orchestration product, which we can use to coordinate work between multiple 
external systems.

Once all the tasks have been completed, the Agent simply needs to fill in the solution (a summary of what was done 
to fulfill the request) and enter a completion code (which describes how the solution fulfilled the problem: 'Resolved 
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with workaround', 'Request denied', etc.) and the system will move the request into the 'Validation step'. For these 
type of requests, we could even use automated tasks in the task plan to set a solution and completion code if all other 
tasks complete successfully.

One other possibility I should point out is what happens if the end user no longer needs the Request to be fulfilled 
after it has been opened. In this case, the agent can abandon the request, which ends the request process without 
finishing the requested work.

Validation
Now that we’ve finished the work associated with the request, are we done? Well, not quite. The result of the request 
process is to ensure that the resolution satisfies the end user. It's up to the end user to decide if we got things right. 
That leads us to the 'Validation' step of the request.

Upon entering the 'Validation' phase, the system places the request into the 'Accept' phase. When this happens, the 
end user receives an email notifying them of the resolution and asking them for their feedback.

If the end user selects the 'Accept' button, the system closes the request and completes the process. 

If we didn't completely solve their issue, or they want to give feedback on the process, they use the 'Add comments' 
button. This brings up the original request and allows them to leave whatever comments they wish. After they leave 
their comments, the request automatically enters the 'Review' phase. Now it is up to the responsible agent to review 
the user’s comments and decide if they can close the request or need to move it back to the 'Fulfillment' step.
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Support Workflow

Not every end user request will fit into our pre-defined service catalog. Sometime people will enter requests because 
they are having an issue with a service we provide. To handle these types of requests, we use support requests.

Support requests are similar to service requests, but let’s take a look at each step of the process and look at the 
differences.

Classification
While both workflows start with the ‘Log’ phase, the ‘Support request’ workflow adds a second phase to the 
‘Classification’ step. In the ‘Classify’ phase, the service desk agent can enter additional information about the end 
user’s issue and set other information such as the service they are having an issue with and an initial category for the 
request. At this point, the agent must also assign the request to either a group or an agent.

Approval
Support requests have no pre-defined approvals, so the workflow skips this step. 

Fulfillment
Instead of a single fulfillment phase, the support request has the ‘First level support’ and ‘Escalate’ phases.

The ‘First level support’ phase is where the actual work starts, and our agents often complete many requests in this 
phase. Just like service requests, the work can perform the work directly in the request or in tasks assigned to 
multiple people in parallel.

The primary difference in the workflows is the ability to escalate a support request (into the ‘Escalate’ phase, of 
course). An agent works an escalated support case in the same way, however, the system sends out additional 
notifications during the process. For example, an escalated request might send notifications to the owner of the 
affected service. 

Validation
The ‘Validation’ step is identical between both workflows. The end user is emaiedl to determine whether or not the 
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request was completed successfully.

HR Support Workflow

Not everyone calls the Service Desk with an IT related question. Over time, we have seen more and more requests 
coming in for services provided by Human Resources. Luckily, Service Management Automation X’s request module 
has a process that caters exclusively to these types of requests. This allows our organization to integrate its HR 
operations as a part of request management, benefiting from a familiar data structure, workflow, reports, and so on. 

We can configure and manage our HR support requests separately from IT Service Catalog processes and 
streamline processes that do not require approval or validation.

Classification
HR support workflow provides both the 'Log' and 'Classify' phases, which operate similarly to the same phases in the 
support workflow. In these phases, the service desk agent ensures that the request is entered correctly, and assigns 
it to an agent or a group.

Fulfillment
In the 'Process' phase, the assigned agent performs the actions needed to complete the Request. This often involves 
specific tasks associated with the request, which may be handled by a different agent (or HR representative in this 
case). Once they complete the actions, the agent provides a solution and completion code and closes the Request.

Validation
The 'Validation' step is the same as the other request workflows. The end user is emailed to determine whether the 
Request was completed successfully.

If that wasn’t detailed enough for you, check out the full descriptions of the service request workflows online.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-service%20request%20workflow
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Cart Workflow

The Request module has a special workflow for shopping cart requests. For these requests, SMA-X creates a single 
request that handles the overall approval, and then a separate request for each item added to the cart. The first 
request uses the cart workflow.

Until the first request reaches the 'Close phase, all child requests will remain in their own 'Log' phase.

Classification
The system processes the 'Log' phase with no input from the agent. Its only function is to determine if there are any 
needed approvals or not. If there are, the request proceeds to the 'Approval' step. If not, it processes to the 'Done' 
step.

Approval 
In the 'Approve' phase, the system processes all necessary approvals. This works identically to the 'Approval' step in 
a service workflow.

Once the cart request is completed, the child requests may be processed.
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Service Level Targets

One thing regarding the request workflow I want to mention is the service level targets the system calculates for the 
request. These targets measure the time it takes between certain steps in the process (the most important being the 
time between the Request being created and resolved). 

Service level targets are defined by the service level management process, which we will cover later. For now, it is 
enough to know the target times for the request are determined by a combination of:

• The service specified in the request

• The priority of the request (which is calculated by the specified urgency and impact)

This results in the high priority requests having a shorter target time than those of low priority. Here’s a useful tip: 
sorting a list of requests by the next target time gives an agent a great idea of what order they should tackle them in.
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Chapter 7 - Incident Management

An Incident encompasses any disruption or degradation of a service, whether the service is internal or external. 
Issues with redundant hardware (or software) are also handled as an incident, even if the degradation is not 
apparent to an end user.

The goal of the incident management process is to resolve the disruption or degradation as quickly as possible. 
This may often involve enacting a workaround (such as rebooting a server or restarting a specific service) rather 
than a permanent fix. 

When a similar issue occurs multiple times, each instance should be tracked as a separate Incident. This allows 
other processes (such as problem management), as well as reporting, to discover trends that will help to find the 
root cause of the recurring incidents.
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Setting up Incident Management

Previously we set up our request management process to handle everything coming from the consumers of our 
services. Now we’ll set up the processes we use to support how we provide those services to our end users.

The first of the “back-office” processes we’ll set up is the incident process. Incident management is triggered when 
there is an outage or degradation detected in one of our services. We may detect the outage or degradation by 
monitoring software, it may be found by one of our technicians, or it could even be reported by an end user through a 
support request. When incidents happen, our IT managers get very grumpy, so we need to set up our process to 
handle them as quickly as possible.

In terms of setting up incident management, you’ll be happy to hear we’ve already done most of the setup already. 
Incident uses the same record categories we created for request, and the same knowledge database we pre-
populated with our existing articles. We can set up some new surveys for incidents just like we did for request as well. 

We should set up a few views and reports that are very similar to the ones we created for request. For the reports on 
the dashboard let’s add:

• My incidents by priority

• Incidents by group

• Incidents by service

• Incident Volume in the Past Month

Then we can add a few views for our specific service desks to help them out. I’ll set one up to show all the critical 
incidents, then we can work with the Incident managers to create exactly what they need. 
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Incident Models

Another tool we have for incident management is the concept of incident models. Similar to the offerings we have in 
request management, incident models contain the information to guide our agents through the process of solving 
common types of Incidents. This information could include:

• Default values for any field (“A production database incident always has an impact of ‘Enterprise’”)

• A list of tasks necessary to resolve the incident

• Unique information needed for this type of incident defined as user options (“for major incidents, the agent 
needs to enter a conference line number”)

• Any business rules specific to this type of incident (from sending extra notifications to bringing in information 
from an external system)

• As we run into common or similar incidents, our incident managers can create these Models to improve our 
responsiveness going forward. For now, we can just create a ‘major incident’ model that when selected will:

• Set the impact and urgency of the incident to the highest levels

• Create tasks for the owner of the affected service to start a conference line and send notifications to our 
critical response team

• Trigger an extra review by our problem management team after the incident is resolved

All of the details around incident models can be found online as well.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-incident%20models


Ge#ng	Started	with	Service	Management	Automa6on	X

44

Chapter 8 – Incident Management Flow

Now that we have set up a good portion of what we need for incident management, we can look at the incident 
workflow. Along the way we will investigate the similarities and differences between incident and request 
management and how they work together.
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Request and Incident… Better Together

You’ve probably noticed that there is quite a bit of similarity between the Request and Incident processes. The real 
difference between the two is that Request handles requests and issues coming from the consumers of our IT 
Services while Incident handles issues on the provider side. I’ve come up with two tenants for our Service Desk to 
help define what each of these processes is used for:

• Service Request management encompasses the consumer facing processes that make up the expected, 
day to day activities involved in providing a service to an individual or group.

• Incident Management encompasses the processes used by the service provider to track and resolve any 
issue that impacts the ability of a user to consume the service.

It may have crossed your mind that there will be some situations where we actually need both of these processes. 
Let’s take a look at an example of this in detail.

For our example, let’s say one of our End Users has called in because they can’t access the company’s HR web 
page. When they call in, one of our Agents creates a support request. The goal of that request is to allow the End 
User to access the web page – or to allow the End User to consume the Service.

After the Agent works with the End User for a bit over the phone, they determine that there is some type of failure in 
one of the DNS servers that is causing the issue. Now there is a known issue that is impacting our ability to provide a 
Service, so they need to also create an Incident. In some cases the Request and Incident might be assigned to the 
same Agent, but in others there might be one Agent working with the End User (in the Request) and another more 
technical one working on the server in question (in the Incident).

Luckily, Service Management Automation X makes it easy to link the original Request to the Incident, allowing 
information to be passed back and forth between the two records. In fact, the Agent working on the Request simply 
needs to check a box that states that the Service is impacted in some way and Service Management Automation X 
will automatically create a new Incident and link it with the Request. Additionally, new Requests may be related to the 
same Incident when they come in. When creating the new Request, the Incident will show up in the Agent’s interface 
as a possibly related Incident in order to make the relation easier to find – and then the Agent can relate the two 
together with a single click.

When an Incident is resolved (we’ll look more at the actual workflow in just a minute), the pertinent information is 
copied to all related Requests. The Requests will automatically move to the Accept phase, which if you remember will 
send the End User an email to let them know the issue has been resolved. In this way a single person resolving the 
Incident can also resolve multiple Requests at the same time – without having to do anything additional! 

For those time when the same Agent is responsible for both the consumer and provider side of the issue, Service 
Management Automation X also allows them to do all of the work on the Request if they desire. If the Request is 
closed successfully, the Incident will automatically be resolved as well. This works great for our Service Desk Agents 
that are more technical and work on the actual issues as well as helping the End Users.

If you are still a little confused by the difference between the two processes, go ahead and check out this blog post 
which explains it in a bit more detail.

If you are still a little confused by the difference between the two processes, check out this blog post which explains it 
in more detail.

http://h30499.www3.hp.com/t5/IT-Service-Management-Blog/Confused-by-request-management-vs-incident-management-Don-t-be/ba-p/6445630
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Incident Workflow

Overall, the Incident workflow is very similar to the request workflow. However, the end goals of the two processes 
are different. While request deals with ensuring that the end user’s issue has been resolved, the incident aims to 
eliminate any disruption or degradation in the service that the IT department is providing.

Classification
Unlike request, there are two phases of the ‘Classification’ step rather than one. The first is the ‘Log’ phase, where the 
initial information such as the title and description of the issue and what service is being affected. After this 
information is saved the Incident moves to the ‘Classify’ phase. 

The only additional information required in the ‘Classify’ phase is a category (remember those?). Once the agent 
enters the category, the Incident will move on to the ‘Resolution’ step. It is important to have the categorization 
information as the combination of category and service will most likely give us an idea of how this incident should be 
assigned.

Once we’ve entered the category (along with all the required fields) the incident moves on to the ‘Resolution’ step.

Resolution
The ‘Resolution’ step consists of two phases, the ‘Initial Support’ phase and the ‘Escalate’ phase. During the 
resolution step, the service desk agents work to resolve any disruption that the Incident has caused. They may pass 
the incident along to one or more expert groups if necessary. These groups are not part of the day to day operations 
of the service desk but are Subject Matter Experts (SMEs) that may be necessary to help with specific systems or 
applications that support our services. 
If it becomes necessary to raise the visibility of the Incident within the organization, the agent can move it into the 
‘Escalate’ phase. The primary goal is still to resolve any disruption, but the ‘Escalate’ phase marks the incident as 
needing more visibility and sends notifications to more personnel. 
Once the source of the service disruption is found and removed the agent can fill in a resolution for the incident, 
which moves it into the ‘Validation’ step. Remember that to resolve the incident we don’t necessarily have to fix the 
root cause of the problem, we only need to make sure that service has been restored to the consumers. This may 
involve providing a workaround to the issue rather than a complete solution.

Validation
The ‘Validation’ step includes a single phase, ‘Review’. This phase allows the service desk agent (or other designated 
person) to review the solution used to resolve the incident. If the solution is not correct (if further testing showed the 
issue was ongoing for example), the agent may return the Incident to the Initial support phase for further 
troubleshooting. 

If the solution is correct, the agent needs to add a completion code to the incident before closing it and completing the 
process. The completion code states how the issue was resolved. It might have been resolved successfully with a fix, 
or perhaps a workaround was given to the end users. The completion code is very important for many post-incident 
reports and processes such as problem management, and our agents need to make sure they take the time to fill it in 
correctly.

Feel free to take a minute and look at the incident workflow in the on-line help if you would like.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-incident%20workflow
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Incident Tasks

I mentioned before when talking about incident models we can assign tasks as part of the incident process. An agent 
can create tasks for any of the active phases (except for the 'Log' phase). All the tasks created for a specific phase 
must be completed before the incident can leave that phase.

These tasks become useful when we use them to assign work related to resolving the incident, such as assigning 
someone to do some detailed review of the logs during the 'Validation' step.

You can find more information on incident tasks (and tasks in general) in the online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-incident%20tasks
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Service Level Targets

Just like requests (again), incidents may have service level targets defined. While we will get into the whole service 
level management process in detail later, I did just want to mention one thing. While these targets measure the same 
things in request and incident, the actual targets can be different between the two processes.



Ge#ng	Started	with	Service	Management	Automa6on	X

49

Request/Incident Workflow

You’ve probably realized that there are going to be times where the same issue is going to result in both the Request 
and Incident processes being used. For example, if there is a hardware failure that results in the company Email 
being unreachable we will have:

• One Incident against the Email service that is related to the hardware that is having the failure

• Possibly multiple Requests against the Email service from any End User that is unable to get to their Email

Luckily, Service Management Automation X has built in interaction between Request and Incident that will reduce the 
work that our Agents need to do in order to properly execute both processes.

If for some reason our monitoring software did not capture the Incident automatically and we first received a call from 
an End User about the issue, of course the Agent who received that call will open a Request to restore the Service for 
the caller. Once they have determined that the actual Service is not operational and they do not see any active 
Incidents against the Service, they know they need to create an Incident as well. Using Service Management 
Automation X, all they will need to do is check the “Service Impacted” flag on the Request and Service Management 
Automation X will automatically create the related Incident (and create the link between the Request and the 
Incident).

Again in this example, we would probably end up with quite a few Requests that are linked to the Incident, as more 
and more people end up missing their email. Once our technicians fix the actual issue (or come up with a 
workaround… again, the point is to restore the ability to provide the Service) the Incident can be resolved. At this 
point Service Management Automation X will automatically resolve all of the related Requests, copying over the 
resolution. This gives the End Users the ability to accept the resolution and close their Request – with no need for our 
Service Desk Agents to get involved! 

If for some reason the resolution of the Incident did not restore the Service for any of the callers, then their Request 
will become active again (and the Service Desk Agent responsible for that Request will be notified). See how the 
Request and Incident process are still separate, even though they are linked? The Incident is responsible for 
restoring the ability to provide the Service, and the Request is responsible for ensuring that the customer can again 
consume the Service.

Oh, and I know that some of our Service Desk Agents pull double duty as technicians as well, helping to fix various 
software or hardware problems that occur – thus working on the Incident process as well. To make their job easier, if 
the Request was originally marked with a “Service Impact” flag the Agent can actually close the Incident from the 
Request process. If the linked Request is resolved and accepted with one of the following Completion codes:

• Resolved with workaround

• Unable to reproduce

• Abandoned by user

• Incident resolved

The linked Incident will be updated with the Solution and corresponding Completion code, resolving the Incident. 
Since the Incident can also turn around and resolve any additional (still active) Requests when it is resolved, our one 
Service Desk Agent can resolve all of the linked Requests as well as the Incident directly from their own Request!

Ok, I hope that gave you a good overview of the Incident process, as well as how it interacts with our other main 
support process – Request. Unfortunately, there seems to be a pretty serious Incident going on right now… I can see 
my boss kicking one of our database servers. I’ll give you a chance to review what we’ve documented so far while I 
go and take care of whatever he broke this time. I’ll be back in a bit to talk about some supporting process for both 
Request and Incident Management.
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Chapter 9 – Knowledge Management

In this chapter we will look at the knowledge management process. Knowledge management allows the IT 
department to gather, analyze, store and share information about its provided services. The primary purpose of the 
process is to improve efficiency by reducing the need to rediscover information that is already known in some part 
of the organization.

Knowledge articles may be related to many of the other primary IT processes. Articles can be created from these 
other processes, as well as used to assist in the resolution of these processes as well.
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Knowledge Articles and News

In a perfect world, a service desk agent would never have to figure out the solution to a specific issue or answer a 
question more than once. While we don’t live in a perfect world, we can do our best to capture all of our knowledge 
for use by both our agents and end users.

While everything in Service Management Automation X is knowledge of some form or another, knowledge 
management allows us to create and maintain a curated database of knowledge articles and news articles for our 
services. In this way, we can ensure the integrity and quality of our most used pieces of knowledge.

After we capture what we know, Service Management Automation X assists our agents and end users by displaying 
relevant knowledge at key points in the processes they are using. But before we see how the system does this, let’s 
make sure we understand what this curated database holds and how we add to it.

The knowledge management process allows us to create two separate types of knowledge: knowledge articles and 
news. Articles contain information about a service (or a component of the service) that could help someone either 
provide the service or consume the service. For a simple example, we might have a knowledge article that describes 
how to access the company email using a tablet or phone. 

News, on the other hand, contains alerts or notices about critical issues or temporary changes to a service that users 
are consuming or providing. For example, we might create a news article for an upcoming outage of the Email service 
while we are upgrading it. One of the few differences in the article and news records is that the news articles may 
have a distinct end time after which they are no longer displayed to the users.

One thing that is worth mentioning about both types of knowledge is that we can link them to the entitlement rules 
that we talked about earlier. Therefore you can create knowledge that can only people in a specific group, location, or 
role can view. This makes it easier to keep all the users from being overloaded with articles that aren’t applicable to 
their unique situation.

Creating New Knowledge

We have a few choices for creating new knowledge. As I mentioned earlier, one of the first things we might want to do 
is to import some of the knowledge we already have in our organization. But what about when we want to create new 
articles, or there is an upcoming event we want to create a news article for? 

One option we have is to start from scratch by creating a new article through the Service Management Automation X 
menu option. Then fill out the information and save the record to start the process workflow (more on that in a 
second). However, most times the Knowledge we want to add results from working on a customer issue or 
implementing a specific change to the system.

In that case, we can create the Article or News directly from the process we are working on — it can be an incident, a 
change, or most other process type records. We simply open the 'More' menu on the top of the screen and select 
'Create article from record' or 'Create news from record'. This will take us to the correct screen to create the new 
knowledge, with relevant information from the original record already filled in. I find this a much better starting point 
than a blank screen, but you can use whichever method suits you best.

Models

When we create new articles, we want to have consistency between similar types. By which I mean all of our FAQs 
should look the same, all of our service disruption news articles should look the same, etc.

To help with this, Service Management Automation X provides article models that we can use when creating a new 
article. We can set up as many models as we would like and create a common template for the look and feel of that 
article type.
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Localization

Since we support multiple languages within our company, we will have to ensure that these articles are available in all 
of these languages. Service Management Automation X provides functionality that lets us export our articles so we 
can send them off for localization. Once our localizers complete their task, they send us back the files they have 
created and we can load them right back into SMA-X.  

Now when our end users perform searches and view articles, they will see them in their own language.

If you would like more specific information regarding the creation of knowledge and news articles, you can find it in 
the online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-create%20knowledge
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Knowledge Workflow

Just like any other process in Service Management Automation X, the Knowledge process has a unique workflow that 
our knowledge contributors will follow. This workflow comprises four distinct steps.

Creation
We talked about how we can start the knowledge process, which begins in the 'Draft' phase of the 'Creation' step. As 
the knowledge contributor, this is where I will create the title and content of the article — which is what our agents and 
end users will see. For the content, I can use all the rich text components I might need, including links, images, and 
tables.

I also need to specify the service this knowledge applies to. Using the service, we can better present the users with 
relevant information.

Once we create the content, we can move the article into the 'Publication' step.

Publication
In the first phase of the 'Publication' step, we can set specific users or groups to be reviewers for our article. Fittingly 
enough, this is called the 'Review' phase. Service Management Automation X will automatically email the reviewers 
letting them know we want their feedback on our article. 

The reviewers can leave their comments on the article in the discussions section. We haven’t talked about 
discussions yet, but this is where multiple users can have, well, discussions about the record in question. 
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There’s quite a lot of useful functionality in the discussions tab, which we’ll get to later. If you are eager to discover 
more head over to the discussions page in the online help.

Once our knowledge contributor has finished incorporating the reviewers’ comments into the article, they can move it 
into the 'Publish' phase.

In the 'Publish' phase, the knowledge manager makes one last review of the content and adds any necessary 
information to the article such as the date it should first become available. At this point, the article is ready to be 
published and consumed by our users, but there is one last important decision the knowledge manager has to make 
— to publish the article as an internal or external one.

Consumption
Articles in the 'Consumption' phase are now available for user searches or automatic news displays. There are two 
ways that the article can be consumed, internally or externally, as determined by the action our knowledge manager 
took at the end of the 'Publish' step. Each of these are represented as separate phases in the 'Consumption' step 
('Internal' and 'External').

Internal articles are only available to our agents, which you’ll remember are the actual behind-the-lines IT personnel 
(for the most part anyway). Publishing articles internally is meant for those bits of information that either assist the 
agents in providing a specific service (or part of a service), or perhaps some information on how to consume a 
specific service (or part of) that might be too technical (or messy) for the end user to tackle on their own.

External articles are available to both our agents and the end users. End users will consume this knowledge through 
the Service Management Automation Service Portal.

So just remember that external articles are available to everyone (everyone who fits the entitlement requirements 
anyway), while internal articles are only available to our agents.

Retirement
When a knowledge or news article has outlived its usefulness it is archived (which is the only phase in the 
'Retirement' step). Archived knowledge does not show up for any user searches for articles or automatic displays of 
news. Instead of being deleted, however, the article remains archived — where an agent can "reopen" it by moving it 
back into the draft step, restarting the entire process.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-discussions
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Using Knowledge in Service Management Automation X

Putting all of our Knowledge into Service Management Automation X will not make a difference if our users don’t see 
it. Thankfully, the system provides multiple ways of accessing and presenting this Knowledge. Many of these methods 
are even baked directly in to the process flow, so our users can take advantage of our information without having to 
go out of their way to find it.

Let’s take a look at how the system presents users with knowledge in different situations.

News Articles in the Service Management Automation Service Portal

Putting all of our Knowledge into Service Management Automation X will not make a difference if our users don’t see 
it. Thankfully, the system provides multiple ways of accessing and presenting this Knowledge. Many of these methods 
are even baked directly in to the process flow, so our users can take advantage of our information without having to 
go out of their way to find it.

Let’s take a look at how the system presents users with knowledge in different situations.

This is a great way for us to reduce the number of requests our agents have to handle by eliminating reports for 
planned or known issues that are currently happening. If one of our users logged in to report the internal company 
web page is down, they might see a news article explaining that it is down for maintenance. While it might not seem 
like much, the fact that we won’t need to have an agent respond to that question is a great thing. Especially when you 
consider that this might happen to a great number of users, we are making our agents more efficient by keeping new 
requests from being opened unnecessarily.

Searching in the Service Management Automation Service Portal

When the end user makes a search from the Service Management Automation Service Portal, the system will present 
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them with relevant articles from our knowledge database. Remember how I said knowledge is more than just our 
knowledge articles though? Here the system might also present relevant service offerings that might solve an end 
user's issue. 

The system provides everything in a single list, making it easier for the end user to find what they are looking for. 
Here you can see that the system returned knowledge articles, but it also returned offerings and a user question (an 
extension of the knowledge application we’ll look at later) that the user might find helpful. If the end user selects an 
article, they will view it in its entirety (including any embedded images and video). If they instead select an offering, 
Service Management Automation X will walk them through the requesting process.

Using Live Support

When the agent types a caller’s question or request on the 'Live Support' screen, Service Management Automation X 
checks for related information — including knowledge articles and news. The agent can bring up the articles by 
selecting the 'Suggested Solutions' box, which shows the number of related articles that the system found.

If the agent finds an article that solves the caller’s issue, they can click the 'Propose as solution' button. This will fill 
out the solution and link the request and the knowledge article.

You’ll be quick to notice that Service Management Automation X is again searching additional types of knowledge. 
We’ll take a look at that when we check out the 'Live Support' page in more detail later.

Working a Request or Incident

If one of our agents is working on a request or incident through the standard interface, they can still take advantage of 
knowledge directly. At the bottom of the 'Resolution' section is a 'Suggested solutions' tab. Clicking on this tab brings 
up the most likely knowledge candidates. This knowledge might be more than just articles (i.e. incidents, changes, 
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etc.), but the knowledge articles are always available.

Again, the agent can copy a link to the article into the solution field with a single click.

Clicking on the 'Find more solutions' button will take the user to the global search, copying the description of the 
record they are working on. What? You don’t know what global search is? Well, that’s because I haven’t gone over 
that yet. I was looking for a good time to bring it up and now seems like the right time.

Global Search

Service Management Automation X’s global search function is accessed by clicking the magnifying glass icon on the 
top right of the screen. It allows the agent to perform a search on the entire system and then drill down into a specific 
record.

One of the nice features here is the ability to restrict the search to a certain record type. So I can perform a search 
and only return relevant knowledge articles or news. I can also perform the search while I have another record up, 
and return to it when I’m done.

While I can’t use the global search to fill in the solution information like I could when searching from the request/
incident, I can mark a specific article as a 'Favorite'. My favorites are always available when using the 'Live Support' 
page, so if there is an article I use all the time I can make it a favorite so it will be available during every call. I have 
saved more time by making the 'How to reboot a computer' article one of my favorites than you could imagine.

A few things we may need to remember when using the global search:

• Only the top 30 results will be displayed.

• Each item has a relevancy score based on how closely it matches the search criteria. Records that have a 
very low score will not be displayed.

There are also some powerful ways to enhance the use of the global search tool. While it is too much to go into here 
if you are interested you can look into:

• Service Management Automation X search engine FAQs

• Global Search tips in the online help

http://community.hpe.com/t5/Service-Anywhere-Q-A/Service-Anywhere-IDOL-Search-Engine-FAQs/td-p/6763496
http://docs.software.hpe.com/ITSMA/2017.11/NG/SMhttps://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-search
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Discovering Needed Knowledge

With the service desk, I think the saying “We don’t know what we don’t know” is very relevant. If we knew every 
question that our end users would ask, we could create all the right knowledge articles so they could find what they 
needed without even talking to an agent.

While we do our best to put out as much quality knowledge as we can, there are always new types of devices or 
software that the end users get their hands on that we don’t know about. And sometimes we don’t do the best job of 
putting together the right knowledge for our own services before we launch them (I know, I was shocked too). So 
while Service Management Automation X might not look into the future for us to determine what we need to create, it 
has great tools that can help us point out what knowledge we might miss based on our end users’ needs.

Hot Topic Analytics

One of the Big Data tools that makes Service Management Automation X so popular is called Hot Topic Analytics. 
This tool allows us to find patterns in unstructured data such as text descriptions. This powerful tool is used in several 
places in the product, including knowledge management.

We can use the Hot Topic Analytics engine to find common terms in support requests or even user searches. This is a 
great way to find out new things users are looking for that are not already supported by a service offering or 
knowledge article.

Here you can see a Hot Topic “map” that represents common terms used to create new support requests. While the 
colors are simply there to separate the terms (and look pretty), the size of each colored area represents the number 
of requests using these terms — which the system also displays numerically.

We can add filters to narrow down the request to only analyze those for a specific service, time range, or even just 
those in a particular phase. We can also type in search terms (in the search box on the top) to narrow down the 
analysis even more. For example, I could type in “iPhone” and see what kind of requests are coming in related to 
iPhones, even though we don’t officially support them in any of our services. If I see a huge box labeled “Email”, 
maybe I need to think about supporting company email on iPhones.

You can also click on a colored box to just see the related requests in the list on the right-hand side. Oh, and it’s hard 
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to see in just a screenshot, but in some of the boxes (like the top left in this example), you can see some very faded 
text behind the main text. If you click on this box, it will show a further breakdown of records in that group.

One note, sometimes when you break down a category the total number of records in the multiple categories might 
add up to more than the total shown on the original box you clicked on. That is because a record might belong to 
more than one box in the Hot Topics Analytics map. Here there might be a record that fit into both of the subdivisions 
inside of our original box. Just remember that the displayed numbers represent the records that fit in each box, not 
the total number of records.

So how do we use this information? Well, we can investigate specific boxes on the map (and we should focus on the 
largest boxes first) and see if there is a common question or theme in the included requests. Remember that when 
we select a box, we will see the requests that fit in that box on the list on the right-hand side of the screen. 

If I scan that list and see a common theme, I’ll check to see if we have any service offering or knowledge on that 
theme already (I can search the system using the global search tool without having to leave the Hot Topic Analytics 
screen to check for this). If we don’t, I can create one or the other from this screen. Check the boxes next to the 
appropriate requests and click the 'Create Article' or 'Create Support Offering' (you can change this to a service 
offering during the actual create process if you want). This will take us to the create screen where we can fill in all the 
information, but notice it automatically filled in what it could from the requests we checked.

One time that this would be useful would be after introducing new functionality after an upgrade. If we see a lot of 
questions about a new feature after we upgrade the HR system (for example), we might want to put out a quick 
knowledge article about that feature so that the end users can find the answers they need themselves — without our 
agents having to get involved.

What about those cases where an end user can’t find what they are looking for but doesn’t open a request? Well, we 
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can change the Hot Topic Analytics to look at user searches rather than requests.

This allows us another view of what might be missing from the offerings or knowledge within our system. Just like 
with requests, I can select one or more searches and quickly create a new knowledge article or offering so that next 
time the user can resolve their issue by themselves.

We will still need our own processes to ensure that our knowledge articles are relevant and up to date. Service 
Management Automation X can tell us how often certain articles are being used so we can improve or retire those 
that no one bothers using. We could also review any articles older than a certain date to ensure relevancy.

Cool, right? Now we can have a better way to let us know we might have missed something than that one vein on the 
boss's head that throbs when he's about to scream at us.

Configuring the “Stop list”

When we use the Hot Topic Analytics feature we don’t want the system to return words that are so common they do 
not add value to the results. Service Management Automation X provides a list of these words to ignore in a 'stop list' 
for every supported language in the system.

If there are any terms that our company wishes to ignore when using this feature, we simply enter them in this list. 
Conversely, if there is a common term we want to take into consideration we need to remove it from this list. For 
example, in our company, we have an internal application named 'ACROSS'. Since “across” is an out-of-the-box stop 
word, we would get no feedback on how much it is used in searches or requests. Once we remove it, those searches 
and requests will now be seen in the Hot Topic Analytics feature.
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Chapter 10 – Service Level Management

In this chapter, Glenn will look at the service level management area of Service Management Automation X. 
Service level management (SLM) allows you to measure the quality of service delivery by defining service level 
agreements with your customers to deliver their required services within pre-defined objectives. SMA-X allows the 
organization to measure both customer focused and internal focused objectives.

The service level targets created in these agreements are reflected in the requests and incidents created in the 
system, allowing agents to better prioritize their workload by tackling the issues that will breach a target first.

Service level data may be collected and reported upon to allow you to change existing service level targets with 
your customers or highlight trouble areas where you may need more resources or need to make changes in the 
current process.
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Service Levels

At this point, we have all the tools we need to take our end users’ requests and handle our incidents. What we don’t 
have yet is a way to let our agents know which ones they should work on first. Similarly, we have no way to quantify 
the quality of our service delivery to our End users. No one will believe us if we just say we’re doing a good job, we 
need a way of measuring the level of service we are providing, which we can then use to drive the correct prioritizing 
of the agent’s work.

We can measure the quality of our service delivery by defining service level agreements with our customers (our end 
users’ management in our case) to deliver their required services within pre-defined objectives. These agreements 
will allow us to set measurable objectives for providing our services and how long it should take to handle issues that 
the users run into with those services.

Service level management is the process we will use to define, monitor, and adjust these service level agreements 
with our customers. Specifically, this process will allow us to:

• Set measurable objectives for all IT services

• Create a relationship with the customer that fosters communication

• Ensure that the customer understands the level of service to be provided

• Monitor the quality of the delivered services

• Improve service quality when necessary.

Service Management Automation X allows us to define these objectives in our end user facing processes 
(encompassing service and support requests, and our internal processes incidents). 
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Agreements

There are two types of agreements tracked within Service Management Automation X, service level agreements 
(SLAs) and operational level agreements (OLAs).

The service level agreement is an agreement between ourselves (as the IT service provider) and a customer. The 
operational level agreement is an agreement between the IT service provider (again us) and another part of our own 
organization. The functional difference between the two is found in the targets they define. SLAs define the expected 
time to move between specific steps of a workflow, while OLAs define the maximum time any one group should take 
to work on a specific record.

The agreements can cover one of two areas:

• Service agreements — define response criteria for service requests

• Support agreements — define response criteria for support requests and incidents 

Service Agreements

Our service agreements specify the targets that our IT department should strive for when handling service requests. 
When we define these agreements, we need to specify the specific service offerings they cover. We can specify 
multiple offerings in a single service agreement, as long as they all have the same targets. In fact, to get started we 
can create a single service agreement to define the desired response times for all our services. Later, we can go back 
and create new service agreements to define specific targets for specific services.

For each type of agreement, there are multiple target types we can measure. For service level agreements we can 
define the following targets:

• Approval — The time it should take between creating the request and getting the required approvals 
completed

• Fulfillment — The time it should take between the approval of the request and the actual fulfillment

• In operational level agreements, there is a single target type to measure:

• Time in group — The time the service request remains assigned to a specific group

Each of these types can have a different target based on the priority field set in the service request. So the most 
critical requests need to be completed quicker than the low priority ones under the same agreement.

Because each service agreement can encompass many service offerings, as we are building our service catalog it 
would be a good idea to come up with some kind of grouping that represents some discrete “shirt sizes” of time we 
expect the fulfillment of each offering to take. In that way, we can create a service agreement for each “shirt size”.  
For example, something that fit in the “small” size. might have a much shorter target than those in the “extra large” 
size. This way we can have targets for all of our offerings with no need to create a separate agreement for each one.

Support Agreements

Support agreements are concerned with the targets our It department has with the customer regarding support 
requests and incidents. These agreements are defined for issues with specific services, and each agreement can 
specify targets for multiple services.

For Support agreements, there are again multiple target types that are measured. Each is slightly different based on 
which record type is being used. For support requests, we have the following target types:

• Initial review — The time it should take between logging the request and moving it to the 'Fulfillment' step.

• Chat request response — The time it should take for an agent to respond to an end user’s chat request
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• Resolution — The time it should take between the 'Fulfillment' step and the 'Validation' step

• In operational level agreements, there is again a single target type to measure:

• Time in group — The time the support request is assigned to a specific group

Our incidents have the same target types except for the 'chat request response', which is only available for support 
requests.
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Service Level Target Sets

To define the targets for the different agreement types, we will need to create what Service Management Automation 
X calls target sets. These sets allow us to create reusable definitions that can be referenced in multiple agreements, 
reducing the overall amount of work we need to do.

Each target set specifies the agreement type it may be used for and the record type (incident, support request, or 
service request) it may be associated with. In addition, we need to specify the work schedule (we’ll get to those in a 
minute) and the time zone that should be used for the target calculations.

We need to specify the actual targets for each of the target types (which include time to initial review, resolution, and 
chat request response). We can define a single target for a type (such as the Resolution type), or we can define a 
separate target for the type based on the associated record's priority. So we might set one day as the resolution 
target for a critical priority incident, but a 7-day target for a low priority incident. Oh, and it isn’t necessary to set a 
target for every priority. So if we don’t want to measure low priority incidents for a certain agreement, we can do that.
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Time Periods

To set a specific work schedule for a target set (so we only count the time we are “working” against the service 
targets), we first need to define it. We do this by creating a time period of a specific type (work schedule). 

The time period definition contains all of the scheduling information needed to determine when someone using this 
schedule is working. Time periods are very flexible regarding start and end times, one time events (extra working 
hours), and holidays.

Service agreements use work Schedules to only count time against a target during actual working hours. If the 
service target specifies that it is only valid during an eight to five shift, then any time spent outside of those hours will 
not count against the target. This is why it is important that we also specify the time zone in the target definition. 8 
a.m. in San Diego is not the same as 8 a.m. in Shanghai (as I found out the hard way in my last job).
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Service Agreements in Action

So we’ve spent a good deal of time going over how to define our service agreements, but if you're like me then you'd 
probably like to see examples of a service agreement in action. Let’s go through some hypothetical scenarios and 
see how the agreements work in the processes they support.

Example #1: Incident

In this scenario, an Incident was created by one of our monitoring systems at exactly 8 a.m. (how convenient). One 
server that supports our Email service went down (possibly because the boss kicked it again)!

We have a support agreement defined for the Email service, which has a specific service level target set for use with 
Incidents. This incident had a priority of critical assigned to it by our monitoring system, so we are assigning the 
following targets for each type:

• Initial review (for critical priority) has a target of 10 minutes

• Resolution (for critical priority) has a target of 60 minutes

There is no work schedule defined (which equates to 24x7 service), and the time zone is set to America/
Los_Angeles. Even though there is no work schedule, we want to define the correct time zone to handle date switch 
overs such as Daylight Saving Time. 

When we look at the incident itself, we can see how the service agreement is being used by looking at the 'Targets' 
tab. From here we can see everything we need regarding the agreements, including:

• A summary of each service level target type (initial review & resolution) comprising

⁃ The current status of each target (Active, Breached, or Achieved)

⁃ The Target date which needs to be met in order to achieve each target

⁃ The Elapsed duration of each specific type (how much time has already been used)

⁃ The target duration of each type (the total time allowed)

⁃ The date at which the target was achieved (if we met the target)

• The next target time that will occur for this Incident

• The overall status of the incident regarding the targets (active, breached, or achieved)

At the top of the Incident is an indicator of how long until the next target time, or how far in the past it was if we 
missed it. So now if we pulled the ticket up just after it was opened we would see the target date for Initial review is 
8:10 a.m. and the target for resolution is 9:00 a.m.

For each target type, the system will send alert messages to the assigned group (or groups) when 50%, 75%, and 
90% of the target time has passed. Here, everyone was too busy watching cat videos on the Internet an no one 
categorized and assigned the ticket in time. Even though the service desk received an email at 8:05, 8:07 (and 30 
seconds), and 8:09.

At 8:10, because the Incident had not yet been categorized, the Initial review target was breached. The system will 
email the assigned group (or groups) with this information, and mark the overall status of the incident as breached (if 
any targets are breached then the incident has breached the service agreement). 

However, the incident is still out there and we have another target to meet. The next target time of the incident will 
now reflect the resolution target of 9:00 a.m. Again, reminder emails will be sent out at 8:30 (50%), 8:45 (75%), and 
8:54 (90%). Our crack team finds the issue and resolves the incident at 8:50 a.m. (so the third email reminder was 
never sent). Now if we look at the targets we see that the resolution target has a status of 'Achieved' and the 
achievement date is today at 8:50. 
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We notice that the overall status is still 'Breached'”, as again if any target is breached the overall status of the Incident 
will also be 'Breached'.

Example #2: Service Request

In this scenario, an end user requested the 'New Sharepoint Site' offering from the Service Management Automation 
Service Portal. This offering is linked to a Service agreement which has an associated target set. The targets are set 
as follows:

• Approval (all priorities) has a target of 2 hours

• Fulfillment (all priorities) has a target of 4 hours

Let’s say the request is made at 9:00 a.m. The approval target is now set at 11:00 a.m. The fulfillment target, 
however, is not set to anything yet. Why? Well, the Fulfillment target is measured by the time the approval has been 
completed and the end of the 'Fulfillment' step. Since the request has not completed the 'Approval' step yet, the timer 
has not started.

While we are waiting for the approval to happen, one thing to note is that there are automatically generated reminders 
sent to the approvers already, so no extra notifications are sent by the SLA processing. 

The Approval is completed at 10:00 a.m., so we have achieved the approval target. Now the fulfillment target starts, 
and we have four hours (until 2:00 p.m.) to get it completed. For the fulfillment target, we have the reminders sent at 
12:00 noon (50%), 1:00 p.m. (75%) and 1:36 p.m. (90%) to the assigned group.

The fulfillment is completed at 1:30 p.m., so the fulfillment target is also achieved. This means the overall status of 
the incident will also be 'Achieved'.
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Prioritizing Work using Service Targets

One of the most useful things that our agreements give us is a method for our agents to prioritize their work. Instead 
of relying on the request or incident priority, instructing our agents to use the next SLT target time field results in 
better handling of their work queues. They simply need to work on the item with the next SLT target time that will 
expire the quickest.

Why is this better than using priority? Well, let’s say there we have a few incidents out there for each priority (critical, 
high, medium, and low). If we only work on the highest priority first, and new incidents are coming in, some of which 
are critical or high priority, then the medium and low priority incidents may never get worked on (or at least not for a 
long time). And don’t forget that not all high priority Incidents are equal! If our Payroll service is down, it's much more 
important than our Room Reservation service (at least to me it is) — leading to different targets between the two 
services.

If we teach our agents to look at the next SLT target time, a medium priority incident that has been open for a few 
days will work its way to the top of the list so that the agent will work on it before we breach the service agreement.



Ge#ng	Started	with	Service	Management	Automa6on	X

71

Reporting on Service Targets

It will be very important for us to report on how we are performing against our service agreements. Service 
Management Automation X stores all the data we need to determine what kind of job we are doing against each one.

One thing we need to think about as we design our reports is what we are measuring in each one. Are we looking at 
how we are doing in a specific area, such as incidents or requests? Or are we looking at a specific type of target (the 
approvals target type in a request for example)?

The reason this is important is that we will report against a different data set depending on the answer to that 
question. If we want to see all the incidents that have breached any service target, we will report against the incident 
table. If instead, we want to see how many approval target type breaches we have; I need to report against the actual 
service level target data.

So as long as we know what we are trying to measure we can select the correct record type to report against. This 
way we can get all the information we need into our reports and/or dashboards.
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Timing and Caching

It probably won't surprise you, but there is a ton of processing going on behind the scenes to calculate all the service 
level targets and related actions for all the incidents and requests being opened. Service Management Automation X 
has to perform complex calculations which included time periods (and time zones) every time someone creates or 
updates a request or incident.

To optimize performance, Service Management Automation X performs the calculations in small batches in the 
background so that the end users and agents are not negatively affected. The small side-effect of this is that the 
calculations might not be visible to the agents for up to a minute. So we need to let our agents know that if they do 
not see a target time in a record they recently created or updated, they need to give it a few seconds and it will 
appear.

One other area that the optimization work affects is in changing the actual service level targets. To keep performance 
at its peak, the internal caching mechanisms used may not take the new values into consideration for a few minutes. 
In fact, the system will warn us of this when we change the targets. It is possible to override this behavior if 
necessary, but we need to make sure we only do this when we have to. 
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Chapter 11 – Surveys

The survey management module enables Service Management Automation X to send surveys to end users and 
consume the data collected by these surveys. In this chapter, we will follow Glenn as he investigates how to create 
and schedule a survey and investigate the results.

Surveys may be connected to any other record type in the system, such as incidents, changes, or request, or can 
be stand-alone. These surveys allow the IT department to gather input from the consumers on how they are 
performing, how they can improve, what new services they could offer, or any other question they might have.

Once an end user completes a survey, Service Management Automation X gives Glenn the ability to analyze both 
the structured and unstructured data that was gathered. This allows him to see problem areas and create plans to 
improve them.
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Surveys

At this point, Service Management Automation X is allowing us to do some pretty important things. We are tracking 
the services we provide to our consumers, taking requests from our end users, and resolving any incidents that affect 
our services. But how are we doing, at least in the eyes of our end users? Well, why don’t we ask them?

We can do this by creating and sending out surveys to our end users. Service Management Automation X provides all 
of the tools we need to not only create these surveys but also to analyze the results we get back. This will allow us to 
gather the information we need to continually improve our services and our ability to support them.
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Creating a Survey

The process of creating a survey is as simple as figuring out what questions to ask and when to ask them. That might 
sound like an over-simplification, but with Service Management Automation X, it’s really that easy. Okay, there may 
be a few other things we need to do, but it is easy. Let’s take a look at exactly what we need to do. 

First, we need to create a new survey. From the list we get to by selecting 'Survey' from the main menu, we select the 
'New' option. Now we need to name our new survey with both an internal and external name — external being what 
the end user will see when they are filling out the survey. We can also add instructions to show the user when they 
are taking the survey. At this point, we may want to specify the dates that this survey will be active, or we can leave it 
open-ended.

Adding Questions

Now we can add the actual questions we want the end users to answer. There are several types of questions we can 
use, including:

• Primary survey rating — An overall rating that can have anywhere from 2-5 selections to choose from. Each 
selection can have a unique image associated with it (smiley faces anyone?).

• Rating — Additional ratings that may have from 2-6 selections to choose from.

• Rating Group — Multiple questions that all have the same 2-6 selections to choose from. 

• Text — A question that enables the end user to type in a response. They can type in multiple lines of text.

• Short Text — Again a question that allows the end user to type in a response, but only a single line of text.

• Radio — A question that allows the end user to select a response from a list of pre-defined selections

• Number — A question that allows the end user to select a numerical response. We can set a minimum and 
maximum value that the user may select.

Each question will have a title visible to the user, and a report label — a short, descriptive label that will appear in the 
reports.

If we want to see how the survey will look to our end users, we can use the 'Preview' option on the survey. This can 
be useful to get a feel for how much work we are asking the end user to do — if we make the survey too long or 
appear like a lot of work, our end users may not bother to fill it in.
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Setting up Reports

After our end users answer our questions, we need to investigate the results to see how we did and decide where we 
can improve. Setting up the reports is simple, but we need to plan out what reports we need ahead of time.

The first thing we need to do is determine what type of record (if any) we want related to this survey. It might be 
requests, incidents, or any other type of record in the system. Once we set this on our survey, we can specify what 
fields from that record we want to use in our reports. For example, if we are setting up a survey for incidents, we 
might want the service, category, and urgency fields to be available in our reports. The survey definition will give us a 
list of all the available fields and we need to select which ones we will need.

We can also use information from the end user that is taking the survey in our reports. Again we need to specify the 
attributes of the end user we want to use in our reports (location, company, etc.). Alternatively, we can specify that 
this is an anonymous survey and no information about the end user will be kept.

Next, we need to create the actual reports. Service Management Automation X gives us the option to create a simple 
report for each question we created that shows how many users selected each option, all at the push of a single 
button. After that, we can create more reports that slice and dice the result data any way we want to — as long as we 
specified a field in the survey definition we can use it in our reports.
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Survey Workflow

Once we create the survey, it moves through its own workflow just like the other record types we’ve looked at so far. 
The workflow is straightforward and comprises four distinct steps.

Creation
This step contains the 'Create phase' and is used to create the initial survey record. Here we can create the structure 
and questions for the survey and select the fields that will appear in the reports. 

Publication
During the 'Prepare' phase of this step, we can define the execution dates, create the business rules for sending out 
the survey, and prepare the reports. If we define the 'Active from' date, the survey will transition to the next step when 
that date is reached. Otherwise, we can manually move the survey forward when we are ready.

If we need to change the structure or questions of the survey, we can return it to the 'Create' phase.

Consumption
Now the survey is ready for the end users. We can send out the survey using either the manual or automatic methods 
we discussed, and the answers will be recorded for our reporting. After the survey is completed, it moves to the 
'Assess' phase (which will happen automatically if we have specified an 'Active until' date). Here we can review all the 
reports, but new Surveys will not be sent out and data will no longer be collected.

Retirement
Here the survey is archived. All saved data is cleared out and reports are inactivated so that it frees up our overall 
reporting quota.
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Sending out a Survey

After we create our survey, we need to send it out for people to answer. Service Management Automation X provides 
two primary ways of distributing surveys; manually or automatically.

Sending a Survey Manually

To send a Survey manually, we use the 'Send survey now' option from the survey we created. The system will then 
prompt us for a list of people and/or groups to send the survey to. If we defined the survey around a specific record 
type (like incident or request) we also need to define the record we want to link to this survey.

Finally, we need to specify a notification template for the survey, which defines how the survey invitation email will 
look to the end user. Service Management Automation X has a default template we can use, or we can create our 
own.

Sending a Survey Automatically

To send a survey manually, we use the 'Send survey now' option from the survey we created. The system will then 
prompt us for a list of people and/or groups to send the survey to. If we defined the survey around a specific record 
type (like incident or request) we also need to define the record we want to link to this survey.

Finally, we need to specify a notification template for the survey, which defines how the survey invitation email will 
look to the end user. Service Management Automation X has a default template we can use, or we can create our 
own.

If you are interested in more details on how to create the business rule, you can find them in the online help system 
here.

For both methods, the end users will receive an email with a link to the survey and they will see a visual indication 
when they log into the Service Management Automation Service Portal. They simply need to fill out the survey from 
the portal if they wish — they have the option to skip the survey. Once we get their responses we can investigate the 
results.

http://https://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-prepare%20a%20survey%20for%20execution
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Analyzing the Survey Results

After the survey has ended and we have all the results, we need to figure out what all of that data means. Service 
Management Automation X has two different ways to help us with this; reports and hot topics.

Reports

Remember the work we did earlier in setting up our reports? Well, it’s time for that to pay off. When we look at the 
reports tab in our survey, we can see the up-to-date results for all of our reports. 

You can see now why it was so important to figure out what reports we needed ahead of time. By putting in the work 
to define them up front, we now have an excellent set of curated information that will help us find actionable areas of 
improvement based on the results of our survey.

One important thing to note is that the system updates reports once every 24 hours, so we will not be seeing the data 
from the current day in the reports. 

Hot Topics

While the reports are excellent at giving us a clear look into almost all the question types we can ask in our Surveys, 
they don't help us gain insights from questions that allow the end user to type in text. This is where we can take 
advantage of Service Management Automation X’s ability to analyze the answers to text questions using the Hot 
Topic Analytics feature.
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Now we can look at trends and commonalities in the end users’ responses to the survey questions — just like we did 
when using the knowledge management functionality earlier. We can play with the filters to break out specific time 
periods, questions (with text responses), or even certain responses to the overall survey rating. For example, I can 
just focus responses to a "how can we do better” question for those who gave us overall ratings in the lower half of 
the possible responses.

From the resulting boxes, I can drill in to get more detail and look at all the responses that fit the selection. This gives 
us the power to mine our unstructured data to find areas where we can create a plan to improve on. Now we can 
change how we provide our services, create better knowledge to help our consumers, or perhaps even create some 
new training material. This time, however, we won't have to guess where our problems are as Service Management 
Automation X and the survey module have guided us to where our issues lie.
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Chapter 12 – Problem Management

A problem is simply the cause of one or more incidents. The aim of the problem process is to minimize the impact 
of known problems on consumers and prevent recurring incidents. 

Problem management encompasses the activities required to diagnose the root cause of incidents and determine 
short-term workarounds and long-term resolutions to those problems. It is also responsible for ensuring the correct 
resolutions are implemented through the correct control processes such as change management and release 
management.

Problem management also maintains information about existing problems and the appropriate workarounds and 
resolutions to reduce the number and impact of incidents over time. This results in a close relationship between 
problem management and knowledge management, with the addition of a known error database adding additional 
functionality to the knowledge process.

While incident management and problem management are separate processes, they are closely related and share 
attributes such as categorization, impact, and priority codes. This allows for easy consumption of problem 
management data by incidents.
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Using Problem Management

One way we can reduce the number of Incidents our agents have to deal with is to keep them from happening in the 
first place. While that sounds far-fetched, that's exactly what the problem management process aims to do.

A problem, in the definition of this process, is the underlying cause of one or more incidents. To keep the problem 
from causing additional Incidents to occur, we need to diagnose the root cause, identify short-term workarounds if 
possible, and resolve the problem so that no more incidents will occur.

Think of it this way, if our roof is leaking we might run around and put down buckets to catch all the water. This is 
dealing with the incidents (the floor is getting wet), but the root cause of each of these incidents is the leaky roof. After 
the rain ends, we won't have to deal with the water again for a while, but if we don’t fix the root cause of the issue (our 
problem) then we will have to deal with a rash of incidents again the next time it rains. 

While that simplistic example makes it clear that dealing with the problem will give us the best return on our 
investment over time, sometimes in the real world, we lose that focus while we are busy putting our buckets out and 
dealing with each incident as it occurs. Then when the rain lets up we forget about the problem because there are so 
many other things we need to focus on in our day-to-day operations. Then the cycle starts over again the next time 
our company sends out a mass email that causes a ton of users to hit the website at once causing overflow errors 
which start a chain reaction that ends up bringing down all of our servers… er, I mean the next time it rains.

We can use Service Management Automation X to not only keep these problems visible and prioritize them, but it 
also has tools to help us find problems we might not even realize we have.

Let’s take a look at how problem management works, and then we can see how some of the big data features of 
Service Management Automation X make it even more powerful.
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Setting up Problem Management

We’re done! No really, we’ve done just about everything we need to do already. Problem uses the same record 
categories and groups we use for incident management, so there isn’t much more to do.

Okay, I know how much you love to work, so if you want to be gung-ho we can set up a few pre-defined views and 
reports specific to problem management. Happy now? Fine, now let’s check out the life cycle of an actual problem 
record.
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Problem Workflow

The problem workflow uses the same high-level steps as incident management. Thinking about it, this shouldn’t be 
surprising. The difference between the two process is in the end goals rather than the execution. Incident stops once 
we resolve the immediate impact while problem goes farther to discover the root cause and remove the likelihood that 
the same issue will happen again.

Classification
Identical to the incident workflow, there are two phases of the 'Classification' step. The first is the 'Log' phase, where 
we enter the initial information such as the title and description of the issue and what service is being affected. After 
this information is saved the problem moves to the 'Classify' phase. 

The only additional information required in the 'Classify' phase is a category. Once we fill the category in the problem 
will move on to the resolution step. When the problem created directly from an incident, this happens immediately.

Resolution
The 'Resolution' step comprises two phases, 'Investigate' and 'Resolve'. Our primary focus in the Investigate phase is 
the discovery of the root cause of the problem. The owner of the problem may create tasks for other agents to help 
with the investigation. Once he discovers the root cause and documents it in the problem record, the owner moves 
the problem into the 'Resolve' phase.

During the 'Investigation' phase, any related incidents dependent on the problem resolution receive notifications when 
the owner adds updates to the problem with certain information, including:

• When a workaround is found
• When an expected resolution date is set

These notifications are sent to the person assigned to the related incident.

Once the problem enters the 'Resolve' phase, it is classified as a known error. The focus on this phase is in resolving 
the root cause issue that is causing the problem. Note that this may often cause the agent to create related changes 
or more tasks within the problem itself. Once the agent resolves the primary issue and enters a resolution, the owner 
will manually move the problem to the next step for review.

When this transition to the 'Validation' step is taken, the people assigned to any related incidents are again notified.

Validation
The 'Validation' step includes a single phase, 'Review'. This phase allows the owner (or other designated person) to 
review the solution used to resolve the problem. If the solution is not correct (if further testing showed the issue was 
ongoing for example), the owner may return the problem to the 'Resolve' phase for further troubleshooting. 

Once the problem has been reviewed the person reviewing it may manually close the problem. When this step is 
taken, the assignees of any related incidents will again receive a notification that the problem has been resolved.
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Problem Tasks

Similar to other areas in Service Management Automation X, tasks and task plans are available inside of the 
problems themselves. Again, these tasks become useful when we use them to assign work for someone to perform 
investigation around the root cause of the problem or help us to come up with the true resolution.
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When to Create Problems

So how do we know that we have a problem? There are two primary methods we can use to create new problems: 
manual and guided.

Manual Problem Analysis

This part of the problem analysis process simply means we are looking at specific incidents as they occur. In this way, 
we are capitalizing on the knowledge of our agents as they resolve everyday issues. If an agent recognizes that an 
incident is very similar to one they have already looked at (or thinks it might readily occur again) they can create a 
problem directly from the incident — if they have the rights to create a new problem. 

If they don’t have the rights to create a new problem, they simply mark the incident as a 'Problem candidate'. Our 
problem managers — agents responsible for the problem management process — will review all the flagged 
incidents. During the review, the problem manager will determine whether or not to create a problem from the 
incident.

Guided Problem Analysis

Guided Problem analysis takes advantage of Service Management Automation X’s powerful Big Data tools to analyze 
incident data to assist the problem managers in finding trends that may point out problems that aren’t apparent in 
manual analysis.

Using the Hot Topic Analytics engine on the incident records, the problem manager can find patterns and recurrences 
of related incidents. From these grouped incidents, they can then create a problem from multiple Incidents. These 
incidents will be linked to the created problem, so when the problem moves forward in its workflow Service 
Management Automation X updates the incident owners with relevant information.
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Chapter 13 – SACM in Detail

The primary focus of Service Asset and Configuration Management is to maintain information about all the 
configuration items required to deliver an IT service. This includes specific information about each configuration 
item and the relationships between multiple CIs.

There are multiple sub-processes within the overall SACM process, each with their own objectives:

• Configuration Identification - define and maintain the underlying structure of the CMS (configuration 
management system) via the configuration model so it may contain all the information regarding 
configuration items. This includes specifying the attributes that describe all CI types and their components 
and defining their relationships to other CIs and CI types.

• Configuration Control - ensure that no changes are made to configuration items (including adding new 
CIs) without the proper authorization and procedures and ensure that all changes made are properly 
recorded in the CMS.

• Configuration Verification and Audit - perform regular checks to ensure that the information in the CMS 
accurately represents the configuration items installed in the production environment.

Service Management Automation X provides the starting configuration model and may be used as the primary 
configuration management system. Alternatively, an external configuration management database may be used as 
the primary CMS and integrate with Service Management Automation X to proved a copy of the CI information for 
all SMA-X processes. This information is vital in many areas of Service Management Automation X, including (but 
not limited to):

• Identifying the impact of requested changes

• Providing diagnostic information to the service desk to help in resolve incidents or problems
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Using Service Asset and Configuration Management

Earlier, we saw how SACM and the service portfolio combined to give us a comprehensive picture of the services we 
provide and all the configuration items that make up those services. Defining our services and their components is 
the first step in our ongoing process. Ensuring that we keep those services running well and improving them over 
time will take more work.

Service Management Automation X’s service and configuration management module provides the repository for all 
the components (the configuration items) that make up our services. This repository supports the primary functions of 
the SACM process:

• Configuration Identification - it gives us the ability to enter all the information for our configuration items, 
including specific information on the type of CI, all relevant attributes, and relationships to other CIs.

• Configuration Control - we need to ensure that no configuration items are added or changed without the 
required authorization and make sure that all changes are accurately recorded. This process is aided by 
change management to control changes to our environment.

• Configuration Verification and Audit - we need to check to ensure that the information we have in Service 
Management Automation X matches the actual state of our production environment.

General information about SACM in Service Management Automation X can also be found in the online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-SACM
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Configuration Identification 

Service Management Automation X allows us to identify and record our configuration items using its built-in hierarchal 
structure and also allows us to create relationships between the CIs. We’ve already looked at the top levels of this 
structure, but now we're ready to review each level in detail — as well as add the final level. Our final hierarchy 
includes:

• Actual services

• Service components

• System elements

• Devices

This hierarchy is created by the relationships between the configuration items and follows a few rules:

• Each actual service comprises one or more service components

• Each service component contains zero or more system elements or devices

• Each system element contains zero or more devices

• Each system element can support zero or more service components

Actual Services

We learned earlier that an actual service is an actual instance of a service definition that benefits our consumers. It is 
important to note that an actual service does not have to equate to a technical service. It could be something physical 
such as a mailbox.

We can identify how we are using the actual service by specifying a specific subtype of either:

• Business service

• Infrastructure service

Where the first is a service that directly benefits our consumers, and the second is something that supports our 
business services but is not something that our consumers interact with. 

Each actual service will contain one or more service components.

Service Components

The service component level allows us to divide our actual services into sections of distinct functionality. They are 
describable parts of our service. They are not anything that can be discovered, but rather things that will be entered 
from our own knowledge of the services. For example, we might have a Payroll service that we want to split up into 
the actual application, the supporting database, and the web server. All of these things make up the Service, but they 
all have their own distinct function (and most likely have a different team in charge of them). 

Because we define them at whatever level we need, there are not any pre-defined subtypes for service components. 
Instead, it is best to name them in a way that makes their functionality clear. In our Payroll example we might name 
our service components:

• Payroll Application

• Payroll Database

• Payroll Web Server
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Service components should always relate to one or more actual services (we might have a single service component 
used by multiple services). 

In the opposite direction, service components are made up of either system elements or devices. It is our decision on 
which one to use, and the decision is based on the complexity of the service. If each of our components comprises 
only a few devices that would be the way to go. However, if we are talking about a great number of devices, and we 
can group those devices in a logical way, it is better to relate the service component to system elements (which are 
made up of a group of devices).

System Elements

A system element is a functionality supported by one or more devices. For example, a specific server is a device. 
When this server runs a specific set of applications, it becomes a web server. The web server is the system element. 
Unlike service components, these system elements are often discoverable using automated software tools.

Service Management Automation X has pre-defined subtypes for system elements that help us define their actual 
functionality:

• Running software

• Web server

• Database

• Virtualization

• Application server

• CI collection

And we can always specify 'Other' if we have something that doesn’t fit any of those categorizations.

Each system element can support multiple service components and is itself comprised of one or more devices.

Devices

We’ve taken a look at the higher level configuration items: services, service components, and system elements. Now 
we need to go an extra level so we can define the actual devices that work together to provide the functionality of 
those components and elements.

Service Management Automation X has built-in definitions for the physical (and virtual) devices we find in our IT 
infrastructure. While we can extend the list of device subtypes, I think the out-of-the-box list will be sufficient for now. 
We can always come back and add more if we discover the need.
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Using Discovery for Configuration Control, Verification, and Audit

Having the configuration item information in Service Management Automation X gives us the ability to follow our 
configuration control process (with change management as a primary driver) and the verification and audit processes. 
But how do we get the information into the system to begin with? I guess we could hire a bunch of interns to walk 
around asking questions and entering the information manually, but that doesn’t seem efficient.

Universal Discovery

An automated discovery product gives us a means to populate our configuration item information. There are multiple 
products in the market that use a variety of methods to capture the information about our service assets and 
configuration items and map the relationships between these elements. Some of the most advanced versions of 
these tools can even discover and model our business services and applications. Micro Focus Universal Discovery is 
one of these highly advanced discovery tools we will use to model and discover the IT infrastructure we use to deliver 
our services to our customers. 

Unlike network-oriented discovery products or asset inventory products, Micro Focus Universal Discovery explores 
assets and configuration items (CIs) from layer 2 through layer 7 of the Open Systems Interconnection model, as well 
as deep-device and application-specific information. It also explores and maps the relationships between these 
elements beyond the traditional uses and contains relationship types.

Now, I really don’t understand all of the words in the above paragraph. I just copied what was in the product brochure. 
But what I do know is how excited our IT guys were when they saw what the product could do and how quickly and 
easily it created a detailed map of our infrastructure. Now what we need is a place to put all of this data.

UCMDB

Micro Focus Universal CMDB is a configuration management database solution which — in concert with Universal 
Discovery — collects and manages accurate and updated business service definitions, associated infrastructure 
relationships and detailed information on the assets, and acts as a central component in many of the key process in 
an IT organization. The UCMDB is the central storage component for our configuration items and handles the 
reconciliation needed when using multiple data sources or discovery tools.

UCMDB is a default tool in the Service Management Automation X suite, so we can always have the latest up-to-date 
information at our fingertips. Whether we are looking at incidents, changes, or other processes inside of SMA-X, the 
UCMDB will provide all the supporting information our agents need to make the correct decisions.

If our agents need any specific information or details, they can launch the UCMDB browser with a single click. As an 
example, our agent might want to see what a certain configuration item looked like in the past. As the information 
inside of the standard agent interface reflects the latest status of a CI, launching out to the UCMDB browser would 
allow the agent to investigate the configuration over time, which might help them when investigating an ongoing 
incident.

More information regarding discovery and the UCMDB may be found in the online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-UCMDB
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Setting up SACM

There isn’t much that we need to do in order to “set up” the SACM module. Service Management Automation X 
defines all the configuration item types and attributes for us, and the UCMDB is ready to go out of the box.

There are only two options we need to concern ourselves with, which are both specified in the 'SACM configuration' 
option from the main SACM screen.

First, we need to specify whether we want our agents to have the authority to launch a remote desktop connection 
when viewing the information of a Windows computer (if they are also on a Windows computer). If we do, we need to 
set the 'Enable RDP' check-box to true. This will add a 'Remote Connection' button to the toolbar when viewing a 
Windows computer.

Second, if we are taking full advantage of the UCMDB, we need enable it and tell Service Management Automation X 
the URL of the UCMDB browser. This will add a button to the configuration items to show their information in the 
UCMDB browser.

The out-of-the-box integration inside of Service Management Automation X will synchronize the configuration items 
based on pre-defined mapping information. This should be enough to meet our process needs, but if it isn’t we can to 
create our own customized mapping and bring in the exact attributes we need.
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Chapter 14 – Change Management

Changes to IT infrastructure may be necessary to respond to problems or externally imposed requirements and to 
improve efficiency and effectiveness of existing services. The change management process ensures that 
standardized methods, processes, and procedures are used for all changes to facilitate efficient and safe handling 
of all changes to the infrastructure, and is used to determine that the need for change outweighs the potential 
detrimental impact of changes.

ITIL defines the Change Management process with the following:

“The goal of the change management process is to ensure that standardized methods and procedures are used 
for efficient and prompt handling of all changes, in order to minimize the impact of change-related incidents upon 
service quality, and consequently improve the day-to-day operations of the organization.”

In a well-run environment, any change to an IT service (whether a business or infrastructure service) that affects 
one of the following should be controlled by change management:

• Hardware

• Communications equipment and software

• System software

• All documentation and procedures associated with the running, support and maintenance of live systems

The change management process includes recording change requests, impact assessment, cost/benefit and risk 
analysis of proposed changes, business justification and approval of the change, managing and coordinating 
change implementation, monitoring implementation tasks, reviewing change results, and closing the completed 
change.



Ge#ng	Started	with	Service	Management	Automa6on	X

94

Using Change Management

Now that we have our services defined and have performed the hard work of mapping out all of their components and 
relationships, let’s just change everything, right? Unfortunately, that is how it feels sometimes. As the needs of our 
consumers change and grow, and new requirements bring the need for new systems and services, our IT 
infrastructure changes. What we need is a way to keep up with and control these changes.

In order to control our IT environment, we shouldn’t allow any change to our existing infrastructure without some kind 
of documentation and approval process. Otherwise, we could negatively (and perhaps drastically) affect the services 
we are providing to our end users and customers.

Luckily, we have change management and the change process. This process allows changes to the IT infrastructure 
to keep up with demand in a controlled way. Using it, we can evaluate the need for a specific change and weigh the 
possible benefits against the risk of unforeseen issues it might create. Additionally, we can define an approval 
process that won't let any change happen without the right stakeholders giving it the go-ahead.

It also allows us to create a more standardized method of making these changes, and when we get good enough at a 
certain type of change, we can bypass the upfront evaluation and approval process. Even better, we can automate 
some or all of a specific type of change to make it as efficient as possible.



Ge#ng	Started	with	Service	Management	Automa6on	X

95

Setting up Change Management

Setting up change management is nearly identical to setting up the other modules we have addressed so far. Change 
uses the same record categories we have seen before, so we need to review those and create any that we need 
specifically for changes. We can also review the existing views and reports and add any we might find necessary.

There are a few things, however, that are specific to change management we need to address to ensure the best 
experience for our agents. This includes setting up a few change models for common types of changes and defining 
the blackout and maintenance windows for the change calendar.
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Creating Change Models

There are many pieces of information that go into creating a change request. Along with the actual SACM 
components that are being changed, the requester needs to provide various pieces of data that include:

• A description of the change, including the reason for the change and the justification for it

• Change classification information, including the categorization, risk, urgency, and projected impact of the 
change

• When the change will be made and how long it will take

• Who needs to review the change and approve it

• An implementation plan (and a remediation plan in case of failure, including specific tasks necessary to 
complete the change

So you can see that creating a change is not a simple procedure. However, over time we will most likely perform the 
same type of change multiple times.

To make this process more efficient, Service Management Automation X provides the ability to create change models. 
Change models are much like service offerings as they define all the information needed to request a specific type of 
change. 

Not only does this make it easier to create changes, but Service Management Automation X also tracks the success 
rate and the risk criteria for all changes created with a specific change model. This will allow us to identify specific 
types of changes prone to failure or that have high risk. We can then work with our experts to modify the processes 
they use to make the change, with the goal of raising the success percentage and lowering the risk.

The success analysis and risk statistics I mentioned are also visible on each change record as well as a list of the last 
few similar changes. These are visible on the right-hand side of each change in a separate section titled 'Additional 
information'. If you can’t see the graphs, you’ll need to expand it by clicking on the arrow at the top of the section.

You can find more information about change models in the online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-Change%20Models
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Setting up Time Periods

One of the important aspects of a change is scheduling when it will occur. Because they may affect the services we 
are providing to our end users, it is important to minimize any impact the change may have on their operation. One 
way we try to minimize this impact is to schedule times for when changes may take place (maintenance windows) 
and times where they are not (blackout periods).

We create the maintenance windows and blackout periods in Service Management Automation X using time periods. 
With time periods, it is easy to define recurring events using a simple and easy to understand scheduling mechanism. 

We can define the maintenance and blackout time periods to correspond to every service we have or only a specific 
service.

When creating or reviewing a change, the requester will see the blackout and maintenance windows, which will assist 
them in the scheduling process. In fact, Service Management Automation X can even suggest a start time based on 
the duration of the change and the maintenance windows defined.
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Additional information about time periods may be found here.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-Time%20Periods
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Chapter 15 – Change Management Flow

Change management has three distinct workflows that may be used, depending on the change being performed. 

Service Management Automation X provides some additional features that assist in scheduling changes and 
improving the overall change management process over time.
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Change Workflow

Change management has three separate workflows we will examine. Each corresponds to a different type of change 
request:

• Normal change - a change that will proceed through all steps of the change management process, and 
should be reviewed by the Change Advisory Board (CAB).

• Standard - a pre-approved change, an often repeated type of change that is low risk and has a well-
understood plan.

• Emergency - an urgent change that needs to be evaluated and approved (or rejected) in a very short time 
frame. Sometimes an emergency change has to be opened in the system after the physical change has 
taken place.

While each type of change has a different workflow, they all go through the same steps. The differences come in 
which phases the change goes through in each step.

Normal Change Workflow

The normal change workflow is the most common of new change requests. These changes must have an approved 
implementation plan and an approved deployment plan. Let’s take a look at each step in the process.

Classification
When creating a change, the agent must supply the details for the request. This includes filling out the following fields 
during the 'Log' phase:

• Title - A short description of the change

• Reason for change - Why the change is being made (from a list of defined choices)

• Description - A detailed description of the change

• Service - What service is driving the change (the change might affect multiple services, but which one is the 
primary reason we need the change made)

• Justification - A detailed explanation of why we need to make the change 

The agent may also specify the time which they think the change should be performed although they may change the 
actual time later in the workflow.

During the next phase, 'Classification', the agent specifies the impact of the change on the existing service. They also 
need to categorize the change and set the group responsible for ensuring the change process is followed. The agent 
may also specify any configuration items (devices, system elements, etc.) that will be involved in the change.

Once the agent specifies this information, they can move the change forward into the 'Planning' step.
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Planning
The 'Planning' step involves gathering all the information needed to make the change and having this information 
validated and approved by the relevant stakeholders. This step starts in the 'Plan' phase, where the agent needs to 
specify the overall plan for the change, including:

• Implementation plan - How the change will be performed

• Remediation plan - What steps should be taken if the implementation plan fails

• Risk - The risk to our IT infrastructure due to the change being performed. This is a combination of how 
important the affected services are to the infrastructure, how difficult the change is to make, how often this 
change has failed in the past, and other considerations

• Owner - The person who will manage the change through the overall process (not necessarily the person 
who will make the physical changes happen)

• Scheduled start and end dates

The agent may also determine whether this change needs to go through the 'Build and test' phase later in the 
process. Changes that have been performed numerous times and have a well-understood process (yet still need to 
go through the full approval process) might skip this step.

After this information is complete, the agent can move the change to the 'Approve plan' phase. In this phase, the 
stakeholders will either approve or reject the change based on the specified plan. As we will see later, this is not the 
final go/no-go approval. Rather, this is the overall approval that this change should happen and the planning is 
sufficient. The actual approval to deploy the change and start execution comes later. The Change Advisory Board 
(CAB) and other relevant stakeholders (such as the owner of the service being affected and the change owner) need 
to approve the plan in order for the change to move forward.

Once the plan has been approved, the change enters either the 'Build and test' phase if necessary, or goes directly to 
the 'Approve deployment' phase.

For those changes that need the 'Build and test' phase, the owner of the change coordinates the process with the 
individuals needed to complete the entire change. This is often done using tasks, which we have seen before and will 
look at in more detail later in this chapter. During the 'Build and test phase', the owner validates (or modifies) the 
change implementation and remediation plans. After they validate the plans, the owner moves the change into the 
'Approve deployment' phase.

In the 'Approve deployment' phase, the CAB and relevant stakeholders give the final approval or rejection of the 
overall change. This includes the updated plan and the actual scheduling of the change. Once the change is 
approved, it moves to the 'Deployment' step.

Deployment
Once we’re done with planning and scheduling the change, the actual work takes place during the 'Deployment' step. 
Primarily, the work is done in the 'Execute' phase. For most changes, the actual work will be defined in a task plan, 
with tasks assigned out to one or more agents that will perform the work. It's the job of the change owner to ensure 
the tasks are performed in the order that they defined during the planning step. Service Management Automation X 
gives the change owner a view into the overall status of the tasks.

When all the tasks are completed, the Change moves into the next phase, depending on the outcome of the 'Execute' 
phase. If the change completes successfully, it moves into the next step of the process which is the 'Validation' step. 
Specifically, it moves into the 'CMDB Update' phase of the 'Validation' step.

If the change was unsuccessful, it moves into the 'Remediate' step, where the change owner (and any other agents 
he needs to pull into the process) follows the remediation plan to back out any changes that need to be reversed. 
Once complete, the change is moved into the 'Validation' step, but in this case, it moves directly to the 'Review' 
phase.
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Validation

When a successful change moves into the 'Validation' step, it begins in the 'CMDB Update' phase. Here, the change 
owner updates the details for any configuration items that were modified either directly in the SACM module, or in an 
external CMDB. Once complete they can then move the change into the final phase, 'Review'. The owner sets the 
final completion code that specifies the outcome of the change and enters the results of their review. Once this is 
complete they may close the change, ending the change management process.

Standard Change Workflow

Standard changes are types of changes that are well understood, considered relatively low risk, happen frequently, 
and follow an approved, documented process. These are the changes that our specialists think they can perform in 
their sleep (and sometimes I’m worried they do).

So it shouldn’t come as a surprise that the primary difference in the standard and normal change workflows is in the 
'Planning' step.

In the normal change workflow, the 'Approve plan', 'Build and test', and 'Approve deployment' phases are removed. 
Once the 'Plan' phase is complete, the change moves directly to the 'Execute' phase of the 'Deployment' step.

One goal of our change management process is to find those types of changes (represented in our change models) 
that we can move to use the standard change workflow. This will involve work on our part to create well-defined 
change models that dictate our approved process, but we also have tools in Service Management Automation X that 
will help us discover good candidates. We’ll take a look at that when we look at change analytics.

Emergency Change Workflow

Often when something breaks, or there is a major Incident that needs to be resolved quickly, we need to adjust the IT 
infrastructure as soon as possible. In these cases, it isn’t always possible to follow the normal change workflow, so 
we use the emergency change workflow instead.

As you can see, again the difference from the normal workflow is in the 'Planning' step. The 'Approve plan' has been 
removed, and the 'Approve deployment' phase has been replaced with the 'ECAB' phase (which is where the 
emergency CAB performs approvals). 

While the emergency change workflow allows us to make changes more quickly, it also makes the 'Review' phase 
more important. Not only do we need to review whether the Change completed successfully and had the desired 
effect on the infrastructure, we also need to look into why this needed to be an emergency change. We need to make 
sure that this type of change is the exception to the process rather than the rule.
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Change Tasks

Tasks and task plans are available inside of all the change workflows. Change often sees the heaviest use of tasks 
out of any module in the system. Taking the time to create the right task plan during the planning step of a change 
can have a huge positive impact on the overall success of the change process. 

As we find types of changes that have similar (or identical) task plans, we can create change models based on those 
plans to minimize the work the change owner needs to do for each individual change. Once we have our change 
models optimized, we can review them and “promote” those with low risk to use the standard change process.
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Change Approvals

Service Management Automation X gives us the ability to visually design complex approval plans that can reference 
specific people or groups (such as our CAB group). These plans can look up people or groups from information 
related to the change (such as the owner of the related service).

We can define our own Approval process for each of the three approval phases:

• Normal change - Approve Deployment

• Normal Change - Approve Plan

• Emergency Change - ECAB

In addition we can define approvals for each Change Model that has specific approval requirements above those in 
the overall process. When a Change is created for one of these Models, the specific approvals are added to the 
general process level approvals.

Information on approval plans can be found here.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-Approval%20Plans
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Change Calendar

Service Management Automation X’s change calendar feature helps us keep tabs on all of the changes happening in 
our IT infrastructure. This is useful not only for getting an overall picture of upcoming and current changes, but also in 
scheduling new changes to ensure we are complying with our maintenance and blackout windows.

I think the change calendar will quickly become our change managers’ best friend. Using it, they can see all of the 
upcoming changes (or just those filtered by whatever criteria fits their needs). From a single view, they can see the 
changes scheduled start and end times, any planned downtime they might cause, who the change owner is, whether 
the change has been approved, and any changes out of compliance due to being scheduled outside of a 
maintenance window. 

The manager may also reschedule changes by dragging them to the new time frame on the calendar. This is useful 
for grouping changes in a single maintenance window, but also ensuring they all can get the needed time with a 
particular configuration item or group of CIs.

A mini version of the change calendar is also available when viewing a single change. This view only shows the 
current change but allows the change owner to see upcoming maintenance windows and blackout periods. The 
system can also schedule a change for the next suitable maintenance window, provided the owner specifies the 
expected duration of the change.
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You can get more information about the change calendar in the online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-Change%20Calendar
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Change Analytics

Service Management Automation X’s Change Analytics feature allows us insight into our own Change Management 
process, as well as making suggestions on how we can improve it. Currently, Service Management Automation X 
analyzes our performance against three KPIs and gives us an idea of how we can best improve our results.

The three KPIs we are looking at are:

• Success rate

• Standard changes

• Change automation

Success rate

This system measures this KPI by calculating the percentage of successful changes out of the total changes in the 
filtered group. This starts by looking at all records, but we can filter to only look at changes against a specific service, 
in a certain time range, in a certain category, or those made for a specific reason. In fact, we can use a combination 
of any of these filter criteria to focus on exactly what we are looking for.

Along with an overall picture of how we are doing against our goal, Service Management Automation X’s change 
analytics also shows us the areas where we will get the most “bang for the buck” against this KPI if we were to 
improve them. In the example shown above, the system is telling us we should focus our improvement efforts against 
the Exchange service and the Catalog service. Improvements in these services will result in a larger increase than if 
we were to focus on another service instead.

Service Management Automation X gives us further insight into what types of changes completed successfully versus 
those that were not. In the example shown here we can see that having a build a test plan and having an execution 
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task plan were strong indicators of the overall success rate. This might lead us to either train our change owners on 
these features, or even require these attributes for changes above a certain risk threshold.

Finally, we can also take a look at the KPI measurement over time. This will give us a better idea whether any 
changes we make to our process affect the success rate of our changes. For example, if we were to perform the 
training we just mentioned in the middle of February, we might see a definite increase in the success rate after that 
point. We can also see that hiring my wife’s cousin Vinnie on February 27th might not have been such a great idea…
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Standard Changes

This KPI measures the percentage of standard changes (those that use the standard workflow) out of the selected 
changes. In our IT environment, we should strive to create an approved and documented process for any repeatable 
change. This will result in many change models in the system being marked as standard, and we know from 
experience that these types of changes are more successful in a shorter time frame than other types. In fact, if we 
didn’t already know that, Service Management Automation X will tell us how much more efficient and successful they 
are as part of this analytic.

Service Management Automation X will also nominate some change models that are following the normal workflow as 
candidates for the standard workflow. It looks at all of the change models to find the ones that have low impact, low 
risk, and a high rate of success.

Again, we have the ability to look at this KPI over time to see how we are doing in an ongoing manner.

Change automation

This KPI displays the percentage of changes that contain automated tasks in their execution plan. Another way we 
can make our change management process more efficient is to automate as many repeatable steps of a change 
model as we can. Automated processes are faster and less error prone than comparable manual ones.

Note only will Service Management Automation X tell us how many of our changes we automated, it will also 
calculate:

• The difference in success rate in automated changes versus non-automated ones
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• The percentage of fully automated changes (all tasks are automated) out of all automated changes

• The average duration of an automated change

Additionally, the change automation panel will suggest specific change models it thinks may be suitable for 
automation.

As you might expect, there is much more information about change analytics in Service Management Automation X’s 
online help.

http://docs.software.hpe.com/ITSMA/2017.11/NG/SM_X/Content/Search.htm#search-Change%20Analytics
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Chapter 16 – Release Management

Release management allows a release manager to plan, schedule, and control multiple changes and additions to 
existing services. The release provides a single pane of glass to organize and coordinate many related changes 
implemented by different people or teams.

The Service Management Automation X release management module:

• Helps you create, manage, and deploy releases, and the changes in a release.

• Helps you schedule and track the status of included changes.

• Provides standard methods and procedures.

• Provides release level reporting, with actionable tiles that drill into changes in different release statuses.

Release management allows you to create specific tasks and/or approvals for the release. These activities are tied 
to the release itself and not to the underlying tasks and are useful for specific actions that must be performed 
either before or after the changes are implemented.
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Using Release Management

Now we have our change management processes under control, and we can handle changing our IT environment. 
But what happens when we need to make a bunch of changes to the environment at the same time, and those 
changes are all interconnected? How are we going to coordinate who does what and in what order?

Service Management Automation X provides the release management process for just that purpose. Release 
management allows us to plan, design, build, configure and test releases in a controlled manner. These releases 
comprise distinct release components, which are simply changes. Now our release manager has an easy way of 
keeping their eye on all these changes at once and can manage the entire group of changes as a single entity.

The Release also allows us to do our planning at a higher level, including the definition of specific tasks or approvals 
that apply to the overall release rather than each unique change. This allows us to add work that needs to be done 
before and/or after all the specific changes have been implemented. 

Service Management Automation X also provides an option to view all the changes defined in the release using the 
calendar. From the calendar, the release manager can review and change the planned start and end time of each 
change — as long as they are contained within the start and end times of the release.
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Setting up Release Management

Again, setting up release management is very similar to setting up the other modules we have addressed so far. 
Release uses the same record categories we have seen before, so we need to review those and create any 
additional ones that we might need. We can also review the existing views and reports and add any we might find 
necessary.

As we should expect by now, there are a few things we need to do that are specific to release management. This 
includes setting up any necessary release models we might need to best support our current release process.
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Creating Release Models

Many of our releases are on a set schedule; every quarter, every month, etc. Release models allow us to create the 
framework for these releases so we don’t have to re-enter the same information every time. This also includes 
defining specific tasks that we need to complete during the release life-cycle. Remember, these tasks don't relate to 
the actual changes that make up the release, but on the overall process of the release itself.

In addition, we can also define business rules that apply to releases that use a specific model. We can filter the list of 
possible owners, default field values, ensure that there is sufficient time between the start and end dates, or apply 
any other type of rule that will only run for this type of release.
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Chapter 15 – Release Management Flow

Each release is governed by the release management workflow.

This workflow defines the activities that happen before and after the actual changes that make up the release are 
implemented and determines what happens if the changes are not successful.
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Release Workflow

The key activities in a release — planning, designing, building, configuring, and testing — are all represented in the 
release workflow.

Let’s take a look at each of the steps in the release life cycle.

Classification
When creating a release, the release coordinator must supply all of the relevant details. This includes filling out the 
following fields during the 'Log' phase:

• Title - A short description of the Release

• Release type - Whether this is a minor, major, or emergency release

• Description - A detailed description of the release

• Service - What service is driving the release (the release might affect multiple services, but this specifies 
which one is the primary reason the release was required)

• Release model - What pre-defined model will this release follow

• Reason for release - Why the release is necessary (selected from a list of reasons)

• Justification - A detailed explanation of why this release is necessary

The release coordinator may also specify the latest execution date necessary for the release, categorize it, and set 
the urgency.

In the next phase, 'Evaluate', the release coordinator can review the previous information and then must categorize 
the release and assign it to an owning group and owner. This is also where the release coordinator identifies the 
necessary changes and ensures they are part of the release by creating or linking them.

Once the release coordinator specifies this information, they can move the release forward into the 'Planning' step.

Planning
The 'Planning' step allows the release coordinator to plan the resources and tasks required for the release. During the 
'Plan and design' phase, the release coordinator analyzes the release based on the included changes, plans the 
resources and tasks required, and reviews, revises, and updates the schedule as necessary. If the decision is to 
move on with the release, the release coordinator manually transitions it to the 'Build and test' phase. If not, the 
release is canceled, and the release coordinator manually transitions it to the 'Abandon' phase.

In the 'Build and test' phase, the implementation and back out plans for the included changes are built and tested.  
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Release specific plans, such as training plans, are also created. From here, the release coordinator moves it to the 
'Approve deployment' phase if it is ready, or may move it back to the 'Plan and design' phase if further planning and 
elaboration are necessary.

For the final 'Approve deployment' phase, the relevant analyst checks the proposed timing and content of the release, 
the relative time for the contained changes, validates that all changes have been approved, and confirms that all 
resources are aligned to execute the contained changes. Once approved, the release automatically transitions on to 
the 'Deploy' phase, or back to the 'Build and test' phase, depending on the information provided by the release 
coordinator. Alternatively, the release coordinator can cancel the release by manually transitioning it to the 'Abandon' 
phase.

Deployment
The 'Deployment' step comprises the actions associated with the actual implementation of the release. Here, the 
release coordinator coordinates and monitors the implementation of the associated changes.

During the 'Deploy' phase, changes are implemented according to the implementation plan, and all release tasks are 
completed. Any necessary release specific activities — the actual changes and any work outside of the changes — 
are done. Then the release coordinator manually transitions the release to the 'Early life support' phase.

If the execution fails, the release coordinator manually transitions the change to the 'Remediate' phase. The release 
coordinator can cancel the release by transitioning it to the 'Abandon' phase.

If the release moves to the 'Remdiate' phase, the remediation plan is implemented.

Validation
Once a release moves to the 'Validation' step, the release coordinator determines whether the release 
implementation succeeded and reviews the procedure taken for the purposes of process improvement. 

In the 'Early life support' phase, the release coordinator and relevant IT stakeholders (such as the service owner, 
technical staff, etc.) monitor the release, resolve problems, and implement improvements to help stabilize the release.

Finally, during the 'Review' phase, the release coordinator and relevant IT stakeholders review the result of the 
release, compare the actual and proposed implementation, and decide whether to create a release model. Once 
completed, the release transitions to the 'Closed' phase.
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Appendix A – The Service Management 
Automation X Data Model

As we progress through the guide, we will investigate how the different record types in Service Management 
Automation X are related, building up to a complete data model. This will provide a useful way to see how all the 
different modules interact with each other. The final data model is represented in the following diagram:
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A few notes about this diagram:

• The colors of each box represent the badge color for records of that type within Service Management 
Automation X. The color families also help to visualize the overall modules that certain collections of records 
create (such as SACM or financials).

• The well-known ITIL processes (service request, incident, problem, change, and release) all relate to the 
other record types in the model in an almost identical manner – and are represented by a single box in this 
image. In the guide, we will look at how the data model expands for each process and the relationships 
between the ITIL processes (visualized below).
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Appendix B - Configuration 
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Configuring Service Management Automation X

Service Management Automation X provides an excellent experience out of the box. However, it is likely that each 
customer of the product will have different processes they would like to follow, and most have different services 
they wish to provide to their own customers.

Service Management Automation X provides a variety of ways to configure each process to better provide the 
correct experience for every customer. It is very important to understand the different customization options 
available. Just as important is understanding the correct methods to use them to provide a seamless transition 
between the development of these custom configurations and the activation of them in a production environment.

The configuration abilities in Service Management Automation X fit into one of two primary categories:

• System configuration

• Data configuration

System configuration changes affect the underlying structure, workflow, business rules, or other low-level definition 
of a particular process (such as incident or change management). Configuration changes at this level will affect 
every record created for the specific process. System configuration changes cannot be made directly in a 
production system, and instead must follow a specific development to production (dev2prod) process.

Data configuration changes are created by creating or modifying specific records that support the higher level 
processes. An example of a data configuration change is the creation of a new service offering that will be used in 
the request management process. Changes at this level only affect a process record that references it. Data 
configuration changes are almost always made directly in the production environment.
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Making Changes to our System Behavior

If there is anything certain in this world, it’s that some of the more important managers in the company will want us to 
change how our Service Management Automation X system works. In truth, Service Management Automation X has 
some great functionality built in, but there's no way that it can know the intricacies (and sometimes straight-up 
craziness) of how we handle the processes in our company. 

Luckily, Service Management Automation X comes with a wide array of configuration options that we can use to tune 
each process to our “real world” methodologies. While we aren't going into the nuts and bolts of all of the methods 
right now, I think it is important to go over the best practices for making certain types of configuration changes. 
Otherwise, we might lose some changes that we make, or even put our system in a bad state, by not following the 
proper procedures.

We can classify our configuration changes into two categories: system configuration and data configuration. This 
is an important distinction to make because the best practices for making changes in each category is very different.
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System Configuration

System configuration changes include modifications tied to a process at a low level. When we make changes at this 
level, it can change the behavior in every record of a specific type (like an incident or a change). For example, adding 
a field to the incident records is a system configuration type of change — that field is now available in every incident 
record.

Because these type of changes have such a large effect, system configuration changes cannot be made directly in 
our production system. Service Management Automation X simply won't allow us to do so. There is a specific process 
we need to follow to create these changes in a development system, test them, and then move them into production. 
We'll look at this process (called dev2prod for short) in detail, but first, let’s make sure we understand what types of 
changes are system configuration changes.

System configuration changes are primarily made in the 'Records' utility. This utility allows us to add fields, change 
forms, add custom actions, or modify the process workflow of a specific record type. It should be clear that changes 
to this low-level information are system configuration changes, but there are a few other places we need to consider.

Lists, roles, and localization resources are also considered system configuration information. These bits of 
information are so tied into the underlying structure of the record definitions they need to use the same process to 
ensure everything keeps working correctly.

So it looks like our system configuration information includes any changes made to the following areas:

• Records -> Fields

• Records -> Forms

• Records -> Rules

• Records -> Processes 

• Records -> Notifications

• Records -> Custom actions

• Lists

• Roles

• Localization (for field labels, notifications, etc.)

We know that we can’t change any of these areas in our production system, so how do we do it? We need to follow 
the dev2prod process and the accompanying tools that Service Management Automation X provides. This will ensure 
that all of our changes apply to production correctly, causing no problems or downtime.

One important point of clarification: fields that are created as user options (as part of an offering or model definition) 
and any lists specific to a user option are not considered system configuration items and are not included in the 
dev2prod process. User options are part of the data configuration process.
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Data Configuration

Data configuration does not change the behavior of a process directly. Instead, it is referenced by a record, which 
may have an effect on the overall process. An obvious example here is a service offering. While a specific service 
offering does not affect the workflow of every request, selecting an offering will influence the behavior of that specific 
record.

Changes in data configuration areas are not handled as part of the dev2prod process and must be either made 
directly in the production system or imported into production from an external file (although importing is not always an 
option for every type of configuration data).

There are numerous examples of data configuration areas in Service Management Automation X, and while the 
overall method of creating these types of data is similar, there are small differences we will investigate. For now, let’s 
list out the record types that are considered part of data configuration:

• Service Management Automation Service Portal settings

• Routing definitions

• Record categories

• Integration settings

• Service categories

• Service definitions

• Service offerings

• Fulfillment plans

• Time periods

• Service/support agreements

• Change/incident/release models

• Templates

• Approval definitions

• SLT settings

Changes in these areas must be performed in the production system, which may seem risky at first. However, there 
are a few best practices that will ensure that we will not cause any issues in the production system if we follow them.
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The dev2prod Process

Service Management Automation X provides a standard process for moving system configuration changes from a 
development system to production. This process, named dev2prod, provides a structured procedure designed to 
minimize risk to the production environment.

We can use an analogy where the system configuration represents the roads that the data configuration changes 
drive on. We cannot move or change the roads at any time, as that would cause chaos for the drivers. Instead, we 
have a well-defined process that allows us to create the changes in a separate system and then move them when 
there are no drivers on the road.

In order to properly move the system configuration data, the following steps should be followed:

• System configuration changes are made and tested on the dev system

• The changes are exported as a package using the package management utility

• On Production, the package management utility is used to import the configuration package 
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Making the System Configuration changes on the Development tenant

Once we have our development tenant created, we can make our system configuration changes. To remind you, this 
includes changes to the following areas:

• Records -> Fields

• Records -> Forms

• Records -> Rules

• Records -> Processes 

• Records -> Notifications

• Records -> Custom actions

• Lists

• Roles

• Localization (for field labels, notifications, etc.)

We also need to ensure that we perform adequate testing after we make our changes. Once certain system 
Configuration changes have been made, such as adding a field to the system, it may be impossible to remove. This is 
why we need to review all of our changes and test them thoroughly before moving them on to Production.

It is also important to plan out what will be worked on very carefully. It is not possible to pick and choose what will 
move to production. All system configuration changes will move at once. Therefore we need to spend the time to plan 
and define what changes will be performed during each dev2prod process.

This results in the most effective dev2prod changes being small and self-contained. Large-scale changes affected 
multiple areas of the system should be avoided unless absolutely necessary. Smaller, agile changes are more 
effective and carry much lower risk.
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Exporting the System Configuration Changes

After our system configuration changes have been performed and tested in the development tenant, it's time to export 
them. The export is performed by the 'Package Management' utility which may be found in the 'Administration' section 
of the Service Management Automation X menu. From there we can select the 'Export' option. 

While the export is taking place, Service Management Automation X displays the system configuration changes and 
the number of records in each type. Note that this is not a count of what has been changed, but rather all of the 
records in this area. Therefore even if we only make a single change there will be many records included in the 
export.

It is important to leave the browser we are using open until the export has completed. If the browser closes during the 
export process, we need to restart the export process from the beginning (after we log in again) to ensure we get a 
clean export.

The actual export will download to our computer as a .pkb file named “user-customization-<current date/time 
information>.pkb” (where <current date/time information> will be replaced by a representation of the current date and 
time).
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Importing into the Production System

The development of new system configuration changes can take time, over which some changes to the production 
system will take place. New data configuration changes may be created or old ones modified. It is important to ensure 
our new system configuration changes will not cause any conflicts before importing them into Production.

To ensure our changes will import smoothly, we first need to simulate the system configuration import. Why are we 
simulating it before we actually load the import? Well, there is a chance that there were other changes made on 
production while we were performing our development, and those changes might not be compatible with ours. Now, 
with proper planning and administration, the chances of this are very low. However, if someone else had created their 
own system configuration export as part of a separate dev2prod process, this could happen. Therefore it is very 
important to share the planning and implementation schedules of any system configuration changes in our Service 
Management Automation X system with all of the administrators and developers.

To perform the simulation, once again we access the 'Package Management' utility from the main menu. This time we 
will select the 'Simulate import' option. The system will then prompt for the location of our system configuration 
package. Once we supply that information, Service Management Automation X will analyze the package and report 
its findings (this might take a few minutes).

We need to look at the results for any:

• Failed records — this could be the result of changes being made to Production outside of our dev2prod 
process

• Removed records where we did not delete any configuration records - again, this could point out new 
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System Configuration changes outside of our process.

If there are any unexpected results, we will need to investigate each one (most likely involving finding the persons 
who made those changes) to determine what actions we need to take. This may involve more changes on our 
Development tenant — which would necessitate a new export be created.

Once we are happy with the results of the simulation, we are ready to perform the actual import of our System 
Configuration package. This is again accessed through the Package Management section, this time selecting the 
“Import” option.  The import should be scheduled ahead of time so that there are not any users logged into the 
system while the import is run. In fact, Service Management Automation X will block all logins during the import, 
except for users with the Tenant Administrator role.

Just like the simulation, we can see the status of the process as it imports each type of System configuration data. If 
we ran the simulation, we should not be surprised by any failures. After the import has been completed, the users can 
once again log in. At this point the System Configuration changes we have made are active and will affect the 
workflow of the system records.
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Notes on the dev2prod Process

While the actual dev2prod process is relatively straight-forward and easy to follow, there are a few areas and 
exceptions important to note:

• While most everything under the 'Records' configuration option is handled by the dev2prod process (such as 
adding fields or changing rules), some options specific to certain record types are not handled as system 
configuration changes (and thus not moved by the dev2prod activities). These are handled as data 
configuration changes and include:

○ SLT settings in incident and request

○ Approval definitions in request, change, and proposal
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Data Configuration Changes

Data configuration changes must be performed directly on the production system. While they can (and most times 
should) be performed in the development system for testing, there is no automatic mechanism for moving them 
into a separate production system.

The records used to make data configuration changes have a specific status or workflow phase which specifies 
that they are not ready for users. This specification will keep anyone from using these new records before you are 
ready to activate them.
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Making changes to Configuration Data

Data configuration changes are modifications to records that can affect specific actions or calculations in a process 
without changing the process itself. There are several examples of configuration data in Service Management 
Automation X, and each may have a different effect on the processes. Some examples include:

• Service offerings: change what can be selected from the service catalog, add user options to a request, add 
specific business rules to a request, define the tasks for a request

• Time periods: affect the calculations for service level targets and change calendars

• Approval definitions: determine what approvals are needed for specific process, and in what order those 
approvals need to be performed

As you can see, even though we are not changing the system configuration, we can have quite an effect on the 
overall process by creating or changing configuration data. Because data configuration changes need to be made 
manually in the production system, we should ensure that we follow the right procedures to minimize the chances of 
causing any problems for our end users and agents.

The following is a list of best practices we can use to ensure our data configuration changes go smoothly:

1. When changing a new area or making a new type of change to any area, make the change in the 
development system first. When creating a time period for the first time, or adding a new type of functionality 
like an external REST call in a service offering task plan, it is best to take the time to create and test it 
outside of the production environment. Even though the entire record may not be moved automatically 
between systems, by first testing the data configuration change we can ensure there is no issues or conflicts 
when we create it in the production system (and we can copy and paste the more difficult pieces such as 
any business rules or DSL).

2. To minimize the chance of affecting users, the configuration data changes should be created in an “inactive” 
state. Then the changes can be activated when a minimum amount of users are active on the system (such 
as immediately after a system configuration change is made using the dev2prod process). Data 
configuration records have a flag, a status, or a workflow phase that can mark them as inactive (and thus 
hidden to the end users). When it is time to activate the records, in most cases it is possible to activate all 
records of a certain type at once using the multiple record selection and update feature from a list.


