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Understanding and deploying 
Adaptive Threshold policies  
2013/10/25 

The Infrastructure SPI has a concept of Adaptive Threshold (AT) 
policies. Instead of applying fixed threshold values, AT policies 
alert when the current behavior of a metric differs significantly 
from its historical behavior. This paper attempts to describe 
the underlying statistical methods in simple words and 
provides hints on how to tune and test Adaptive Threshold 
policies. 

The logic behind Adaptive Threshold policies 

Baseline period, current sample and historical sample 

Adaptive Threshold policies compare a current sample of observed metric values against an 
historical sample of observed values. They will alert when the current sample departs significantly 
from the historical sample. 

The current sample of observed metric values consists of all values that have been recorded in OA 
during a very recent period of time. This period of time is defined as the “Baseline Period” and can 
be configured in the policy parameters. Typical values are 900 seconds or 3600 seconds. 

The historical sample of observed values consists of all values that have been recorded in OA 
during the same Baseline Period, the same time of the day and the same day of the week, for each 
of the prior 5 weeks. 

Let’s take the policy SI-RunQueueLengthMonitor-AT as an example to illustrate possible samples of observed metric values. This policy 
monitors the metric CODA/GLOBAL/GBL_RUN_QUEUE, collected by the OA process scope at 5 minutes interval by default. Let’s assume 
that today is Friday 2013/10/18 and the time is 12:30 PM. The table below illustrates the relevant metric values that are available in OA 
and will be processed by the policy.  

Date and time Baseline Period 
(900 seconds) 

Recorded metric values 
(GBL_RUN_QUEUE) 

Friday 2013/10/18 12:30 PM (Now) 12:15 PM – 12:30 PM 1.7; 1.6; 1.6 

Friday 2013/10/11 12:30 PM (1 week ago) 12:15 PM – 12:30 PM 1.7; 1.5; 1.6 

Friday 2013/10/04 12:30 PM (2 weeks ago) 12:15 PM – 12:30 PM 1.3; 1.7 (one value not collected by OA) 

Friday 2013/09/27 12:30 PM (3 weeks ago) 12:15 PM – 12:30 PM 1.4; 1.3; 1.5 

Friday 2013/09/20 12:30 PM (4 weeks ago) 12:15 PM – 12:30 PM None (OA was not running) 

Friday 2013/09/13 12:30 PM (5 weeks ago) 12:15 PM – 12:30 PM 1.6; 1.4 (one value not collected by OA) 

The table intentionally shows a few instances where OA did not collect one or more values. This would normally only occur very rarely 
(e.g. if OA is stopped) and will not significantly impact the policy. 

From this table, we can construct the current and historical samples: 

 Current sample = { 1.7; 1.6; 1.6 } 
 Historical sample = { 1.7; 1.5; 1.6; 1.3; 1.7; 1.4; 1.3; 1.5; 1.6; 1.4 } 
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Now the question is: how can one compare the current sample against the historical sample? For a start, we will 
calculate the average value of each sample: 

 Current sample average =  1.63 
 Historical sample average =  1.50 

We can see that the average value of the current sample differs from the average value of the historical sample. 
But did we really expect the two average values to be the same? Is the difference large enough to justify a 
warning message, or perhaps even a major severity message? Understanding when there is a “significant 
difference” is where the concept of standard deviation comes into picture. 

Standard deviation 

The standard deviation, noted as , is a measure of how much the values of a sample vary from the average value. In our case, the values 

are observed at regular times during a baseline period. If the value of a metric remains perfectly constant during this baseline period, the 
standard deviation will be 0. But if the observed values vary during this baseline period, the standard deviation will be >0. Higher 
variations will also result into higher standard deviations. 

One can understand the concepts of Adaptive Threshold policies without mastering the concept of standard deviation (but for the 
diehards, check http://en.wikipedia.org/wiki/Standard_deviation). Let us just illustrate a few examples of historical samples with their 
respective calculated average and standard deviation: 

Historical sample Average Standard deviation () 

{ 1.5; 1.5; 1.5; 1.5; 1.5; 1.5; 1.5; 1.5; 1.5; 1.5 } 1.5 0 

{ 1.5; 1.4; 1.5; 1.6; 1.5; 1.6; 1.5; 1.5; 1.4; 1.5 } 1.5 0.07 

{ 1.7; 1.5; 1.6; 1.3; 1.7; 1.4; 1.3; 1.5; 1.6; 1.4 } 1.5 0.15 

While the three samples in this table have the same average value, they have different standard deviations that reflect different 
behaviors. When a metric historically behaves like the first sample in this table, that is perfectly constant, one can instinctively understand 
that a current observed value of 1.7 represents an anomaly. But if the metric historically behaves like the third sample, a current 
observed value of 1.7 seems acceptable. One should not rely on the sole average value of the historical sample to detect an anomaly. 
The standard deviation should also be taken into account as it indicates how much the metric historically varies from the average value. 

Calculating thresholds in terms of permissible ranges of values 

Using the average value (va) and standard deviation () of an historical sample, one can define ranges of possible values for a metric like: 

[ va -  ; va +  ] 

[ va - 2 ; va + 2 ] 

[ va - 3 ; va + 3 ] 

While these ranges may seem arbitrary on first sight, some well-defined statistics laws define the probability that an observed value will 
lie within or outside such a range. These calculations depend on the distribution law of the metric, but let us not go into this detail and let 
us simply consider a “normal distribution”. This is an approximation that a statistics geek would consider an unforgiveable betrayal, but it 
will serve us well for the purpose of this demonstration. So let us show the probabilities of a normal distribution law into a table, using 
the historical sample for policy SI-RunQueueLengthMonitor-AT that we already illustrated earlier as an example. 

Sample = { 1.7; 1.5; 1.6; 1.3; 1.7; 1.4; 1.3; 1.5; 1.6; 1.4 }      Average (va) = 1.5   Standard deviation ()  = 0.15 

Range in terms of average 
and standard deviation 

Range as actual 
calculated values 

Probability that an observed 
value lies within the range 

Probability that an observed 
value lies outside this range 

[ va -  ; va +  ] [ 1.35; 1.65 ] 68.3% 31.7% 

[ va - 2 ; va + 2 ] [ 1.20; 1.80 ] 95.4% 4.6% 

[ va - 3 ; va + 3 ] [ 1.05; 1.95 ] 99.7% 0.3% 

http://en.wikipedia.org/wiki/Standard_deviation
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More about normal distributions and associated probabilities at http://en.wikipedia.org/wiki/Normal_distribution.  

The above table can be generalized as follows: 

Range in terms of average 
and standard deviation 

Probability that an observed 
value lies within the range 

Probability that an observed 
value lies outside this range 

[ va – N ; va + N ] P(N) 100% - P(N) 

Where the function P(N) takes following values for a normal distribution: 

N P(N)  N P(N) 

0 0%  2.5 98.8% 

1 68.3%  3 99.7% 

1.5 86.6%  3.5 99.95% 

2 95.4%  4 99.99% 

So, as we see from this table if N = 3.5, the probability that an observed value lies within the range [ va – N ; va + N ] is 99.95%. In other 

words, there is only 0.05% chances to observe a value outside of this range. One can consider such an event as an anomaly, and that is 
exactly what an Adaptative Threshold policy would do. 

To be more precise, the policy SI-RunQueueLengthMonitor-AT will, by default, generate: 

 a Major message if the observed value is outside the range defined by N = 3.5 
 a Minor message if the observed value is outside the range defined by N=3 
 a Warning message if the observed value is outside the range defined by N = 2.5. 

 

Policy parameters MajorDeviations, MinorDeviations and Warning Deviations 

The values of N that we have just discussed are actually configured as policy parameters. The table below summarizes what we have 
explained so far: 

Policy Parameter Default value 
(N) 

Probability that an observed value lies 
outside the corresponding range 
( 100% - P(N) ) 

MajorDeviations 3.5 0.05% 

MinorDeviations 3 0.3% 

WarningDeviations 2.5 1.2% 

 

Note on approximations 

I already mentioned that the above reasoning assumes observed values that obey a normal distribution law. In reality, the OA metrics do 
not obey a normal distribution law, but this approximation helps to make the concept better understandable. Actually, OA metrics obey 
various different distribution laws depending on their nature. 

The AT policies also depart from this statistics discussion in one other way. They do not compare the value of a single observation against 
the above calculated ranges. Instead they compare the “average value of a current sample of observations” (remember that we explained 
this earlier in this discussion). This helps to avoid alerting on transitory situations or short term peaks. 

SI-RunQueueLengthMonitor-AT in action 

Now let us use the current and historical samples that we listed at the beginning of this paper and follow step by step what our policy SI-
RunQueueLengthMonitor-AT will do: 

http://en.wikipedia.org/wiki/Normal_distribution
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Object Value How does the policy obtain it? 

Baseline period 900 seconds Policy parameter BaselinePeriod 

Current sample { 1.7; 1.6; 1.6 } From the OA performance component 

Average value of current sample 1.63 Calculated 

Historical sample { 1.7; 1.5; 1.6; 1.3; 1.7; 
1.4; 1.3; 1.5; 1.6; 1.4 } 

From the OA performance component 

Average value of historical sample (va) 1.50 Calculated 

Standard deviation of historical sample () 0.15 Calculated 

N value for Major messages 3.5 Policy parameter MajorDeviations 

Range for Major messages [ 0.975; 2.025 ] Calculated as [ 1.50 – 3.5 x 0.15 ; 1.50 + 3.5 x 0.15 ] 

N value for Minor messages 3 Policy parameter MinorDeviations 

Range for Minor messages [ 1.050; 1.950 ] Calculated as [ 1.50 – 3 x 0.15 ; 1.50 + 3 x 0.15 ] 

N value for Warning messages 2.5 Policy parameter MinorDeviations 

Range for Warning messages [ 1.125; 1.875 ] Calculated as [ 1.50 – 2.5 x 0.15 ; 1.50 + 2.5 x 0.15 ] 

 

As it appears from these calculation steps, the average value of the current sample (1.63) is within the ranges calculated for Major, Minor 
and Warning messages. So the policy will not generate a message. 

Assume for a moment that the current sample is { 2.0; 1.9; 1.9 }. This sample has an average value of 1.93 that lies inside the ranges for 
Major and Minor messages, but outside the range for Warning messages. In this case, the policy will fire a Warning message. 

Outside of the range, but on which side? 

So we just explained that the sample { 2.0; 1.9; 1.9 } will fire a warning message because its average value of 1.93 lies outside the range 
for Warning messages [ 1.125; 1.875 ]. This was on the high side of the range. But let us now take another possible current sample like 
{ 1.0; 1.2; 1.1 } with an average value of 1.1. This lies also outside the range for Warning messages [ 1.125; 1.875 ], but this time it is on 
the low side of the range. Considering the meaning of the metric GBL_RUN_QUEUE, a value of 1.1, even though significantly lower than 
historically, is not something that deserves the same level of attention as a value of 1.93. Therefore, in this case, the policy will not fire a 
message. 

This behavior is configured through another series of parameters that specify what action to take when the current average lies outside 
of a range on the low end or on the high end: 

Policy Parameter Meaning of the parameter Default value in policy 
SI-RunQueueLengthMonitor-AT  

MajorHighSeverity Action to take if the current average is outside the 
major range on the high end 

“major” 
( send a major message) 

MajorLowSeverity Action to take if the current average is outside the 
major range on the low end 

“minor” 
( send a minor message) 

MinorHighSeverity Action to take if the current average is outside the 
minor range on the high end 

“minor” 
( send a minor message) 

MinorLowSeverity Action to take if the current average is outside the 
minor range on the low end 

“warning” 
( send a warning message) 
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WarningHighSeverity Action to take if the current average is outside the 
warning range on the high end 

“warning” 
( send a warning message) 

WarningLowSeverity Action to take if the current average is outside the 
warning range on the low end 

“none” 
( take no action) 

 

Safeguard policy parameters MinimumValue and MaximumValue 

With this level of automation, one may not feel comfortable that the permissible ranges of values will always be within reasonable 
bounds. Indeed, when a metric tends to vary significantly over short periods of time, it will produce high values for standard deviations 
which in turn result into large permissible ranges, sometimes not adequate for an efficient monitoring. 

In order to keep permissible ranges within reasonable bounds, the policy parameters MinimumValue and MaximumValue define hard 
limits for these ranges. In the example that we provided a little earlier, the ranges were calculated as: 

Major range [ 0.975; 2.025 ] 

Minor range [ 1.050; 1.950 ] 

Warning range [ 1.125; 1.875 ] 

Let’s now assume the following parameter values: 

MinimumValue = 1 

MaximumValue = 1.9 

With these parameters, the ranges of permissible values would be corrected to: 

Major range [ 1.000; 1.900 ] 

Minor range [ 1.050; 1.900 ] 

Warning range [ 1.125; 1.875 ] 

Our previous current sample { 2.0; 1.9; 1.9 } will now fire a major message (instead of a warning message) because its average value of 
1.93 now lies outside the range for major messages [ 1.000; 1.900 ] at the high end. 

Cutoff policy parameter 

For underutilized systems, a metric value may remain very low and stable for extended periods of time. This will result in historical 
samples having both low average values and low standard deviations and therefore also very small permissible ranges. When such a 
system becomes more active at a later even short period of time, the activity will result in the metric value to jump well outside the 
calculated permissible ranges, while possibly remaining very acceptable. 

To avoid alerting in such situations, AT policies provide a cutoff parameter that defines the minimum value that the average value must 
reach to even be processed by the policy. For instance, if the current sample for our policy SI-RunQueueLengthMonitor-AT is { 0.1; 0.3; 
0.2 } and the cutoff parameter value is 0.5, the policy will not even proceed to collect the historical sample because the average value of 
the current sample is 0.2 which is below the cutoff value of 0.5. 

One can also prefix the cutoff parameter value with a “>” in order to reverse the logic. For instance a value of “>90” would instruct the 
policy not to process a current sample if its average value is greater or equal to 90. A value like “>90” would be pertinent for a metric 
representing the percentage of free resources. Above a certain amount of free resources, you would not even bother to process the 
metric through the policy rules. 

Note that the name of the cutoff parameter includes a reference to the policy name. For instance, the exact name of the cutoff parameter 
for policy SI-RunQueueLengthMonitor-AT is RunQueueLengthCutoff. This makes it possible to specify unique values for each AT policy 
through a threshold override policy. 

The Infrastructure SPI Concepts Guide 11.13 suggests values for cutoff parameters on page 23. 
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Message attribute policy parameters 

Finally there are 2 self-describing policy parameters MessageApplication and MessageGroup that enable to 
configure the Application and Message Group attributes of alert messages. 

Tuning Adaptive Threshold policies 

The whole point of Adaptive Threshold policies is to require less tuning as the policies compare current behaviors against historical 
behaviors. AT policies behave best with systems that are not underutilized and exhibit a utilization pattern that tends to repeat over an 
hourly, daily or weekly cycle. Long cycles, for instance systems that exhibit peaks of utilization at quarter ends, are not well suited for AT 
policies. 

Let us go through a series of possible tuning scenarios. 

The policy did not alert although the metric value was excessively high or low 

AT policies automatically calculate threshold values in terms of permissible ranges of values. Sometimes the bounds of these ranges may 
be overestimated, for instance if the metric historically exhibits an erratic behavior on the system. The policy parameters MinimumValue 
and MaximumValue enable to define safeguard minimum and maximum values for the metric. If you want the policy to always alert when 
the metric goes below (above) a certain limit value, set this limit value in the policy parameter MinimumValue (MaximumValue). AT 
policies have predefined default values for these parameters. 

I want the policy to alert only if the metric goes significantly “above” (or “below”) historical values 

If you are only interested to be alerted when the policy goes significantly above historical averages, configure the policy so as to take no 
action when the value goes below historical averages. To achieve this, set the value “none” for the parameters MajorLowSeverity, 
MinorLowSeverity, WarningLowSeverity. 

If you are only interested to be alerted when the policy goes significantly below historical averages, configure the policy so as to take no 
action when the value goes above historical averages. To achieve this, set the value “none” for the parameters MajorHighSeverity, 
MinorHighSeverity, WarningHighSeverity. 

The policy should not bother to alert for values below or above a certain limit 

If you do not want to be bothered when the value of the metric is below a certain limit, irrespective of how it behaved historically, set this 
limit value for the CutOff parameter. 

If you do not want to be bothered when the value of the metric is above a certain limit, irrespective of how it behaved historically, set this 
limit value for the CutOff parameter, prefixed with a ‘>’ (e.g: “>90”). 

It is important to configure this parameter for underutilized systems. The Infrastructure SPI Concepts Guide 11.13 suggests values for 
cutoff parameters on page 23. 

The policy is too sensitive, how can I make it alert less frequently? 

The parameters MajorDeviations, MinorDeviations and WarningDeviations determine the sensitivity to changes of the metric value 
compared to historical values. Higher values of these parameters mean lower sensitivity. The sensitivity does not depend only on these 
parameters, but also on the standard deviation of historical values (that is on how much this metric varied historically). Therefore, the 
same value for these parameters may produce different effects on different systems, as the history of the systems are also different. The 
suggestion is to increase these parameters by steps of 0.1 or 0.2 until you reach a satisfactory behavior. 

Testing Adaptive Threshold policies 

Before testing Adaptive Threshold policies, consider that the policy compares current metric values against historical values. The 
Operations Agent should have been collecting metric values from the system operating under normal conditions for at least one 
complete week before the policy can be tested. For best results, 2 or more weeks of data should be available, especially if using a short 
baseline period, as shorter baseline periods also imply less observed values in the historical sample. Note that the Operations Agent 
collects the metrics even when the AT policy is not deployed, so in most cases, and unless the agent was very recently installed, one 
should be able to immediately start testing an AT policy. 
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Testing can be achieved by temporarily reducing the values of the parameters MajorDeviations, MinorDeviations 
and WarningDeviations in order to increase the sensitivity to variations. Depending on the system current and 
historical utilization levels, it may be required to reduce the parameter values to as low as 0. Tests with these 
values should be conducted during normal system utilization (the activity should result into some metrics 
fluctuations) and over a period of time that exceeds the configured baseline period. 

If instead you are testing with the regular values of these parameters and simulating an abnormal utilization of the system, this abnormal 
utilization should be done over a period of time that exceeds the baseline period. Keep in mind that simulating an abnormal behavior 
“today” also modifies the baseline for next week. The policy may detect next week, on the same day and time, that the behavior was 
significantly different from today, and therefore generate a parasite alert. Best is to ignore this parasite alert as things will automatically 
settle over time. 

Consider setting the DebugLevel parameter to value 2, in order to produce debug information in the logfile DataDir/Infraspi.txt.  

The effect of the parameters MinimumValue, MaximumValue, CutOff, MajorLowSeverity, MinorLowSeverity, WarningLowSeverity. 
MajorHighSeverity, MinorHighSeverity and WarningHighSeverity can be tested directly by applying exaggerated values, since their effect 
does not depend on historical values. 
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