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There are dozens of resources, especially if you count different types of Data Monitors. How best to use 
them is often a question. Badly constructed resources can have a serious impact on ESM performance. 
This document should help guide content authors through many of the pitfalls. 
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Purpose 
ESM is a complex platform, capable of very useful and insightful correlation; but doing so comes at a 
cost. Addressing various scenarios can have a significant performance impact on the system. The goal of 
this document is to provide content authors with the knowledge needed to build efficient content. 

This document is based off of information collected in 
34TUhttps://wiki.arst.usa.hp.com:8443/display/DEV/Resource+Development+Best+PracticesU34T, created by the 
ArcSight System Content Team. 

NOTES: 

• The above link is not available to customers and some partners. There may also be other links or 
information that are not viewable or accessible by customers and partners. Apologies for any 
inconvenience or confusion this may cause. 

• This is a topic that will change as the ArcSight ESM product evolves. Changes in the application 
for various releases can affect how pieces of the system are executed. If you discover that 
something is no longer true, please note it in the Protect724 source of this document. 

Attributes and Practices 
From the name and description of a resource to how it is located within the resource tree, there are 
many things that can be done to make a set of content coherent and easy to understand, and therefore, 
modify and adapt to customer needs. 

1.1 Development Space 
Many installations have a test network, as well as multiple ESMs, whether in hierarchical mode or as a 
stand-by (HA, more or less) mode. Content is often written on one system and copied to another. This 
includes both the previously mentioned situations, but is also more important for a third option, content 
sharing among other, independent ESM installations. With the Content Management feature introduced 
in ESM v6.5c, this is becoming more important. 

It is pretty natural for content authors to start building content in their personal resource folders for 
development and testing, then move them to another area for production or sharing. It is really easy to 
forget to move a filter or a variable along with the rest of the content. This usually works, when the 
package is exported, the filter hiding in your personal filters group is exported, too, but it tends to create 
a replica for that filter, in your same user group, on the target system. If you are copying your content 
across to a stand-by manager, where you already have an account with the same user ID, etc., it’s not a 
big deal, although if the resource ID for your user account object is different, it will make things more 
complicated. But, if you have different account IDs on your test system from your account on the 
production system, or, you’re giving it to another team to use on a manager on which you do not have 
an account, you will end up cluttering the production system with user groups for users that are not on 
that system. It is not really harmful, but is not desirable. 

https://wiki.arst.usa.hp.com:8443/display/DEV/Resource+Development+Best+Practices
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If you are developing content that is to be transferred to another independent system, it is best to 
develop that content outside of your personal groups. Having a consistent space for development is also 
good. For example, ESP Professional Services teams could use something along the lines of: 

/All <Resource_type>s/ArcSight Solutions/development/use case/… 

Others may want to consider something along the lines of: 

/All <Resource_type>s/<My Company>/development/use case/… 

If you develop all your content this way, it can make it easier to collect and package related content, and 
it will be in a known or easily discoverable location on any system to which it is sent. 

1.2 Use Cases 
The term Use Case is overloaded. It means anything from a problem to be solved, to a collection of 
content that addresses a problem, to the Use Case resource, which collects a bunch of related content 
to address a use case. Whether you use the use case resource or not (you should!), you should try to 
collect your related resources in groups as much as possible. 

For example, let’s consider a simple use case for detecting brute force login attacks. We might have 
something along the following resources: 

• /All Rules/ArcSight Solutions/Attacks on Internal Systems/Brute Force Logins/Failed Logins 
• /All Rules/ArcSight Solutions/Attacks on Internal Systems/Brute Force Logins/Successful Login 

after Multiple Failed Logins 
• /All Reports/ArcSight Solutions/Attacks on Internal Systems/Brute Force Logins/Successful Brute 

Force Logins 
• /All Queries/ArcSight Solutions/Attacks on Internal Systems/Brute Force Logins/Successful Brute 

Force Logins 
• /All Active Lists/ArcSight Solutions/Attacks on Internal Systems/Brute Force Logins/Attackers 

Attempting Brute Force Logins 
• /All Active Lists/ArcSight Solutions/Attacks on Internal Systems/Compromised Accounts 
• /All Filters/ArcSight Solutions/Failed Login 
• /All Filters/ArcSight Solutions/Successful Login 

As you can see, it can be fairly easy to put the resources into similar groupings, but the Compromised 
Accounts active list could be used for multiple use cases (e.g., password leaked, not brute forced), and 
some of the filters used by rules and queries might be used in many other use cases. Don’t worry about 
it too much, but if you can see that a resource is only used for one specific area, then group it with 
others that also fit in that area, and let the shared resources be in a higher-level or common group. 

1.3 Naming 
Many people like to name resources like programmers like to name variables, very tersely. In some 
cases, this is acceptable. For dashboard, data monitors (DMs), query viewers (QVs), active channels and 
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reports, terse is not good. There is a balance between a good resource name and a paragraph describing 
what the resource covers. 

A bad report title example: VPN Logins Collected Daily for the Past Week, Successful and Unsuccessful 
Attempts 

A decent report title example: Successful and Unsuccessful Daily VPN Logins – Past Week 

A better report title example: Daily VPN Login Attempts for the Past Week 

The best title that has been suggested so far: Daily VPN Login Activity 

Resource titles should give the users an idea of what the resource covers, so that they will be able to 
determine what the resource is telling them without having to analyze the supporting resources, but not 
so much that they would think the title is a better description than the resource’s actual description. 

By default, a report’s resource name is the title listed in the report itself. Try to avoid using numbers in 
report names, like “Top 10 Attackers.” A better title would simply be “Top Attackers.” With the ability to 
set the row limits and override the report name, the actual report title can be set at run-time. See the 
report resource best practices for more details. 

1.4 Descriptions 
Descriptions are very tricky. In some cases, especially for simple filters, the title is the description. Try 
not to spend too much time writing descriptions, and remember, if you change a resource, you should 
also review, and possibly update, its description. If you follow the suggestions below, you should find 
that you don’t need to update descriptions as often as you might think: 

• Avoid listing specifics: 
o field names 
o related resource URIs 

• Don’t copy and paste from Word! The resource descriptions don’t deal well with non-ASCII 
characters. 

Resources 
There are dozens of resources. We will address them alphabetically, more or less. 

  



ESM Content Authoring 
 

Last Edited 1/8/2016 ArcSight Proprietary Page 7 
 INTERNAL/CUSTOMER USE ONLY 

 

1.5 Cases 
This section primarily deals with the rule actions for creating, and adding events to, cases. 

Prefer “Add To Existing Case” over “Create New Case.” 

It will create the case if it does not already exist. 

 

Adding to an existing case will create a new case if the case does not already exist. Use the “Calculate 
case name dynamically” option, and use a variable (Global Variables are good for this) as part of the case 
name definition. Don’t forget to aggregate the variable name in the rule’s aggregation tab! 
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There are a few common issues you can run into when you use variables to create case names. 
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Using a date-to-string variable, like /All Fields/ArcSight Foundation/Variables Library/Timestamp 
Formats/DateValue, which uses the slash (‘/’) character will cause the creation of groups for the year, 
month and day. If you don’t concatenate the DateValue variable to end with a final slash, the day will 
become part of the name, as in the figure above. If you create your own variable and use hyphen 
characters (‘-‘), instead of slashes, the date will become part of the name. 

You can also extend the naming to add the hour, or groups of hours, or partial hours (depending on how 
clever you want to be), to the case name. 

1.5.1 Notes about Adding Events to Cases 
• Adding hundreds of events to a case can make that case take a significant amount of time to 

open for viewing or editing, so carefully consider how many events, and at what rate, will be 
used for the On First Event, On Subsequent Events and On Every Event action triggers. 

• If a case is locked for editing, the rule may not be able to add more events to it. 

When editing a case that may still have events added to it, you can move that case to another location, 
so that the URI is different. For example, “/All Cases/ArcSight Solutions/2014-11-17 Events for Today” 
could be moved to “/All Cases/ArcSight Solutions/Investigation Area/2014-11-17 Events for Today”. If 
more events would be added to the case, a new case would then be created (“/All Cases/ArcSight 
Solutions/2014-11-17 Events for Today”). 

1.5.2 Exporting Cases 
There are a few ways to export cases. 

The first, and hopefully obvious, way is to use a package. There are some issues with this. Exporting a lot 
of cases, especially with a lot of added events and attachments, can cause the resultant package to be 
very large. If a package grows too large, the system itself, and even another system, may not be able to 
import it. Also, the event IDs for events in a case will most likely not match the event IDs for the same 
event, if it exists, on another system (this could cause problems when trying to use the event 
investigator on an event added to a case that has been imported on another system). Finally, if you are 
planning on using the Content Management feature to synchronize content across managers, it is 
explicitly not supported. 

The second way is to use the case’s context menu (right-click menu) option, Export | Export to External 
System. This is documented (search for “Exporting a Case to an External System” in the online help). This 
will create an XML file version of the case in the manager’s archives/export/ directory. The BMC Remedy 
connector documentation is available on Protect724, under the Enterprise System Connectors section 
(currently, 34THP ArcSight ArcRemedyClient v4.0.1.0, 5.0.3.034T). The biggest surprise to most, which is 
documented, is that cases with multiple events attached to them that are exported to BMC Remedy will 
create a new BMC Remedy ticket for each event! 

One could set up a cron job to monitor the export directory to look for cases and process it accordingly, 
if a different ticketing system is in use. 

https://protect724.hp.com/docs/DOC-2253
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This process can also be done for individual events, automatically, in rule actions, rather than in cases. 
At this time, there doesn’t seem to be a way to export a case through a rule action. However, if one 
wanted to archive and export a closed case automatically, one could try scripting the export commands 
based on the case’s URI (which could be extracted from the case audit event stating that the case is 
closed, or put on an active list with a reasonably long TTL to give time for the case to be reopened…), 
which could package the case, export the package, then remove the package (and therefore, the case). 
Do this with a lot of testing! 

1.6 Customer 
The customer resource is obviously applicable to Managed Security Services Providers (MSSPs), but they 
can also be leveraged for single customer installations. For example, divisions, departments or offices 
within an organization can be split out into various customers. Note that this has significant implications 
to the deployment of connectors and setting up assets, networks, locations, and zones, so this is best 
used when an organization already has their various internal organizations already virtually or physically 
segregated from the rest of the network. 

Even if there are no divisions or other customers, it is best practice to at least create the customer 
resource for the installation. 

All rules should aggregate on the customer resource, unless you are specifically looking for cross-
customer events. All active and session lists and trends should include customer resource columns. All 
queries should also select on the customer resource; reports and query viewers do not need to show 
customer information, even if the query they are using has it (i.e., you can edit the report or QV to not 
display the column). 

Ideally, each customer will also have their own user groups and notification destinations. Rules that 
send notifications and create or update cases should be set to operate on the appropriate customer; this 
means rules that send notifications should have a field set that another rule can detect and send the 
notification on its behalf to the proper customer notification destination. 

1.6.1 Customer and Network Modeling Resources 
• 34THow it Works: Assets, Zones, Networks and Customers34T 
• 34TSkills On-Demand Administrator-Advanced Network and Asset Modeling34T 
• 34TNetwork Modeling Best Practices34T 

1.7 Active Lists 
There are many features that have been added to active lists (ALs) relatively recently. The key thing to 
remember when creating an active list, other than to include the customer resource column, is to think 
about what it is going to be used for. Most likely, you will want to reference the data from various other 
resources. 

If you are going to do anything other than check an entry to see if it is in an AL, you will need to access 
the data through the GetActiveListValue function, which means you need to define key fields. Key fields 

https://protect724.hp.com/docs/DOC-1841
https://protect724.hp.com/docs/DOC-2748
https://protect724.hp.com/docs/DOC-1839
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are also required when you want multi-mapped entries, case insensitive columns, etc. Choose your key 
fields wisely. 

Key field selection should satisfy the following conditions: 

1. Use the minimum number of key fields possible, but don’t be afraid to have multiple key fields. 
2. The key field(s) selected should uniquely identify an entry. 
3. The event fields from which the data is taken should never be null. 
4. When using IP address fields as a key field, always add the zone field as a key field, as well. 
5. Don’t forget to use the customer field as a key field. 

Example 1: You want to track the version status of connectors. 

You can use an AL with the following columns: 

• Customer (key) 
• ConnectorID (key) 
• ConnectorZone 
• ConnectorAddress 
• ConnectorHostName 
• ConnectorURI 
• ConnectorType 
• ConnectorVersion 

The Customer field is a key field and can be used to select connectors belonging to a given customer for 
queries on the AL. The ConnectorID is a key field because it is an ArcSight resource ID, which is 
guaranteed to be unique in the system. The rest of the fields are data fields, and with respect to 
connectors, should be fairly stable, although things can change, especially the ConnectorURI and the 
ConnectorVersion. 

Example 2: You want to track the version status of systems. 

You can use an AL with the following column set (column set 1): 

• Customer (key) 
• SystemZone (key) 
• SystemAddress (key) 
• SystemHostName 
• SystemVersion 

If your systems use DHCP, you might instead use this column set (column set 2): 

• Customer (key) 
• SystemZone (key) 
• SystemHostName (key) 
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• SystemAddress 
• SystemVersion 

If you are not certain, you could use yet another column set (column set 3): 

• Customer (key) 
• SystemZone (key) 
• SystemAddress (key) 
• SystemHostName (key) 
• SystemVersion 

Column sets 2 and 3 rely on all event sources that the rules maintaining the ALs select either have the 
appropriate host name fields populated, or the rules use a variable to set the host name to a string 
representation of the IP address. 

If you’ve done your network modeling well, then you’ll want to use the asset information, instead 
(column set 4): 

• Customer (key) 
• AssetID (key) 
• AssetZone 
• AssetAddress 
• AssetHostName 
• AssetURI 
• AssetVersion 

In this case, the Asset ID is much like the Connector ID, and can be used in a similar fashion. 

If you find the need to check a list to see whether an entry is in it, but need to use an additional AL 
feature, such as case insensitive columns, use a dummy string field to be the non-key data field, since 
you cannot have only key fields defined in a list. Your rule to add entries to the list can put whatever 
string is convenient, a good example would be device custom string1. 

1.8 Data Monitors 

1.8.1 Maximum Alarm Frequency 
The Maximum Alarm Frequency should never be longer than the Sampling Interval. 

A lot of the 3.x content has the max alarm freq set to 2 x sampling interval. This causes the possibility 
that an alarm or condition could be set in one interval (rapid rise), then go back the other way in the 
next interval (rapid fall), but the second change will never be noted by the system. 

1.8.2 Resource Utilization 
Data monitors main resource concerns are process time and memory. Non-event data monitors, e.g., 
/All Data Monitors/ArcSight Administration/Connectors/System Health/Current Event Sources/Current 
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Connector Status (a System Monitor Attribute DM), generally just gather data from the system and 
present it. Event-based DMs can be heavy on memory, with the number of groups and number and size 
of time buckets being the major factors. 

1. Lightest: Last State – number of groups 
2. Event Graph – number of groups and number of nodes 
3. Reconciliation – number of groups, squared! 
4. Heaviest: Moving Average, Statistics and Top Value DMs – number of groups, number and size 

of buckets 

Obviously, the heaviest DMs tend to be the most useful for correlation, so you can’t really avoid them, 
just be very aware of the performance impact they are going to have on your system and track how 
many such DMs you have running. When your system starts bogging down and caching events, knowing 
how many such DMs and how efficient they are can make a difference in how you focus your tuning 
efforts. 

You can use the manage.jsp page (e.g., 34Thttps://<yourmanager:8443/arcsight/web/manage.jsp34T). 

Clicking on DataMonitorProbeRegistry will update the view to show you the number of DMs you have 
and the list of DM names (in some ESM-relevant order). 

Clicking on DataMonitorProbe will give you the details for all the DMs on the system, including statistics 
on CPU time used, number of events seen and processed, etc. Look for very high events seen or CPU 
usage in comparison to other similar DMs. 

1.8.3 Which is Better: Last N Events Data Monitor or Query Viewer? 
There are times when a view of the most recent events is desired. A natural inclination is to use the Last 
N Events DM, but there could be issues. 

The first issue is the event rate of events selected by the filter. ArcSight resources tend to update on 
minute boundaries, so a typical update would be noticed every 60 seconds (e.g., 06:08:23). Whatever 
you select for N, if you get more than N filtered events per minute, you won’t be seeing all the events 
for the last minute, but a snapshot of the last N events at the time they were collected. In other words, 
watching the Last N Events DM won’t show you all the events, just N at a time. QVs have a similar issue. 

The Last N Events DM works best when the filtered event rate is very low, like N events over several 
days. If the filtered event rate is greater than N events per minute, you may be better off using a QV, 
instead, and not updating as frequently (the default refresh for a QV is 15 minutes, but can be changed 
to every minute). QVs have an advantage over DMs in that they can collect all the data for the time 
range, whereas a DM starts processing events as soon as it is enabled (or edited and persisted) and has 
to build up its data. DMs often have checkpoints, so data collected by a Last N Events DM should stay 
visible across manager restarts without having to rebuild all the data, whereas a QV simply runs a new 
query. 
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When attempting to view the Last N Events, where N is significantly less than the number of filtered 
events per minute, using a QV with a longer time range and multiple of N is probably more reasonable. 
However, if the intent is to just show a sampling of the recent events, regardless of the filtered event  
rate or the value of N, the DM can be more efficient as it does not repeatedly run the query. 

1.9 Filters 
Filters can use variables, both local and global. Note that use of certain conditions or some variable 
functions will result in limiting the resources in which a filter can be used. Examples follow: 

Condition: InActiveList – filters that use this condition cannot be used in Active Channels. See 1.9.2 
Active List Use for more details. 

Function: Arithmetic | JavaMathematicalExpression (JME) can be used in rules, but not in queries. This 
means that the JME function cannot be used in filters for queries, and therefore, not in trends, reports 
or query viewers, but also not for active channels. 

1.9.1 General Principles 
Filters can be used in active channels, rules, queries, data monitors, etc. In general, when in doubt about 
how to write a filter that may be used in multiple resource types, optimize it for rules (see 1.14.5 Rule 
Conditions). This should work fairly well for DMs, as well, since they also work in memory. The 
optimizations for queries are very difficult (see 1.11.3 Query Conditions Ordering), and the system 
handles most of that, anyway. You’re better off making your query conditions simpler (e.g., no AL 
lookups, less complex variable function use, etc.), which may not always be possible. 

1.9.2 Active List Use 
Avoid using active lists (InActiveList) in your filters. Doing this makes them unusable in an active channel. 
If you are writing a filter specifically to be used in a rule, it is often tempting to add 'Not 
InActiveList("Trusted List"),' since that is a common rule idiom. If you keep it in the rule, and out of the 
filter, it becomes easier to create active channels for verification of your rule. 

If you really need to reference an active list and want to use the same filter in an active channel, you can 
use a function, GetActiveListValue, instead. It’s a little more complicated, but it will get you around the 
“Thou shalt not reference active lists in active channels” rule. 

1.10 Packages 

1.10.1 Package Format 
When archiving resources (except users, use the “exportuser” format), use the "export" format. Also, 
always check the "exclude reference IDs" checkbox. 

1.10.2 Pre-populated Active Lists 
In addition to the users exception, you might find yourself needing to use a pre-populated active list, 
where you put specific values in a list for lookup or checking in various conditions. The export format 
means that no active or session list data will be included in the package. How do we get around this? 
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This situation requires a second package. Set things up this way: 

1. The first package uses the export format (no list data included). 
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2. The second package uses the default format (list data included). 
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3. The first package requires the second package. 
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4. Exclude all active lists that are to have pre-populated (static) data entries from the first package. 
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5. Explicitly include individual active lists that are to have pre-populated data entries in the second 
package. 
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6. When you export the first package, be sure to include the second package in the .arb file. 

 

The pre-populated active lists should have their TTLs set to 0. 

1.10.3 Clean Packages (no extra resources included unnecessarily) 
By default, new packages will exclude most of the /All <resource_type>/ArcSight System/… level 
content. The current exception to this is /All Fields/ArcSight System/Event Fields. You can safely add this 
to the resource exclusions of the package. 

1.10.3.1 Steps to follow for removing the event fields from a package: 
1. In the package editor, select the Resources tab. 
2. Sort the Removed Resource Column. 
3. Add /All Fields/ArcSight System/Event Fields. 
4. Check the If Not Included checkbox. 
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This will avoid errors when the package is uninstalled due to the fields being in a locked group. 

1.10.4 Cross Package Contamination 
For long-term maintenance of packages, make sure that resources only show up in one package. If you 
have a resource in two packages, and modify that resource and export one of them, then the old version 
of that resource is in the second package. If you install them in the wrong order, your resources won’t 
be what you expect or need. 
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View the resources in the package navigator and make sure that you're not including additional 
resources you don't need to export or import. For example, if you are archiving a rule that uses the 
"Non-ArcSight Internal Events" filter, exclude the filter! 

 

This screenshot shows a modified version of the Intrusion Monitoring package. The modification was to 
remove the entry '/All Filters/ArcSight System" from the IM package's Resources | Removed Resources 
tab. At this level, the Intrusion Monitoring - Significant Events active channel shows two required 
resources, the Business Impact Analysis field set and the Non-ArcSight Internal Events filter. The field set 
is part of the Intrusion Monitoring package, so this is not a problem. The filter, however, is part of the 
ArcSight Core package, which is a problem. 

Keeping this filter in the package can be dangerous. If the IM package were exported and uninstalled, 
then the Non-ArcSight Internal Events filter modified, then the IM package re-installed, the changes to 
the filter would be overwritten with the old version and the changes lost (unless the filter were part of 
another package that was then reinstalled...). Unfortunately, other than manual checking of your 
packages, there is not a good way of detecting this. 

1.10.5 A Useful server.properties Entry 
This entry affects the sorting of the resources in the package export file (basically, this is an XML file). If 
you plan on sharing content with other ArcSight ESM users, such as Activate Framework content, we 
highly recommend adding this setting to your server.properties file: 

set export.archive.reference.sort.order=id 
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The reason behind this is for using diff tools on package files. The default sorting order is based on the 
URI. This changes that sort order to be based on the resource ID. This setting removes a lot of headaches 
when diffing packages (if you’re brave enough to do that sort of thing). Something as simple as moving a 
resource or changing the name of a group in some set of resource URIs is usually enough to make even 
some of the most advanced diff tools useless for comparing two versions of the same package. 

1.11 Queries 

1.11.1 Query Performance 
Query performance affects reports, trends and query viewers. There are many factors that affect query 
performance, but few that are controllable by content authors, especially since ESM v6.0c, which uses 
the CORR engine. The things that content authors can control that do affect query performance are 
variables, particularly ones using get list data functions. The actor variables fall under this category (they 
do massive lookups). It is not always possible to avoid expensive operations in a query, but if you can 
find a simpler, less processor-intensive way, your query performance may improve. 

1.11.1.1 Optimizing Query Conditions 
In computer science and software engineering, there is a tongue-in-cheek rule about optimization: “Do 
not optimize anything.” The biggest deterrent that we can offer to not attempt query optimizations is 
that the conditions in the query editor are not really the same as they are in the rule editor. They look 
very much the same, but the difference is that the rules work on the live event flow level, i.e., in 
memory, whereas the queries are translated into SQL, i.e., at the database level. This is done by ArcSight 
ESM’s query generator, and it is tuned to optimize queries for Oracle or CORRe. Reordering conditions in 
a query editor have little effect on the resultant query that the generator builds, e.g., there is no short-
circuit logic evaluation in SQL like there is in rules. Therefore, always write your filters, or your query 
conditions, as if you are writing them for rules. 

On a side note, if you want to see the results of a given query, run the QV or report using that query and 
look for it in the server.log file. You will see the raw SQL that the query generator produces. This usually 
results in one of two reactions: a desire to never look in the server.log again, or a desire to become an 
SQL guru. 

1.11.2 Sum(Aggregated_Event_Count) and Count(EventID) 
It is said we should use Sum(Aggregated_Event_Count) instead of Count(EventID) in queries, DMs, etc., 
because the answers are different. This seems not to be the case. When the events are aggregated, the 
query is automatically adjusted to take that information into account, so that 
Sum(Aggregated_Event_Count) and Count(EventID) are equivalent. 

We do, however, recommend that Sum(Aggregated_Event_Count) is used instead of Count(EventID) 
because it is more intuitive to the end user as to what is actually going on. The gist of this is, if it is 
convenient to fix any resource that is using Count(EventID), then feel free to do so, but don't try to go 
through all your content to fix it all. 
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1.11.3 Query Conditions Ordering 
For both Oracle and CORRe installations, the code that handles the SQL translation from the query 
objects is very complex. There isn’t really much you can do, without being an SQL query expert, to 
improve query performance over what the system is going to do during its translation. There are, 
however, a few things to keep in mind. 

• Remember that the costs of operations for queries is very similar to the costs of operations for 
rules. AL lookups are expensive. Some complex variable functions are also expensive. See 1.14.6 
Operators. 

• Short-circuit evaluation does not necessarily apply to query conditions. 

1.12 Reports and Queries 

1.12.1 Reports on Lists and Trends 
It is possible to write a report on an active list, session list or trend, without using a query. This is not 
necessarily a bad idea, but it limits what you can do, i.e., you cannot easily view the data in a query 
viewer, and you cannot easily create a related trend from that report. It is almost always better to write 
a query for a report, regardless of the data source (list or trend, as opposed to the event table), because 
it gives you more flexibility, like selecting the specific entries you want or parameterizing the query 
conditions. You can also use the query in another report, in a query viewer, or for a trend. 

1.12.2 Custom Parameters 
Custom parameters can be created and linked to many or all of the queries used by a report. The most 
common use would be to synchronize the start and end times of the queries so that all the data covers 
exactly the same range. 

• Do not use any spaces in the name of the custom parameter: StartTime, not Start Time 
• Make sure that the custom parameter covers all the queries it is intended to cover. You can 

select the parameter in the Report Parameters section and see the linked parameters 
highlighted in the Query Parameters section. 

1.12.3 Charts 
It is often tempting to use a query that selects a lot of fields to supply data for a chart. This, however, 
can cause some issues with seemingly duplicate data. If you are going to use a simple chart with a single 
series (just an x-axis and a y-axis), try to have your query use only two SELECT fields. If you are using 
multiple series, e.g., stacking bar chart, try to have your query use only three SELECT fields. Otherwise, 
you risk one of the other fields differentiating the fields you’re trying to show in your chart, and it will 
look like the query is not properly combining all the rows (looks like GROUP BY isn’t working right). 

1.12.4 Narrowing Down Data 
It is often convenient to have an overall report that can be, for the lack of a better term, focused on a 
specific identifier, such as a zone or customer. For the following examples, we will use customer, but it 
could apply to zones, or device types, or whatever is convenient where there is a somewhat limited set 
of values for a given field. 
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For query and report combinations, in order to separate out individual customer data, you can 
parameterize the query, which is not a bad idea. Instead of setting Customer Name = SomeDefault in the 
query, it is better to use Customer Name LIKE %. This way, running the report with default settings will 
return all the data for all the customers. This way makes it easier to test the results and still be able to 
confine reports to a single customer’s events. 

Even better is to build a set of filters with a default filter to use, and set up the subtitle to display the 
filter name. The idea in this example is that you can create an All Customers filter, copy it and have it 
point at your selected customer, rename the updated copy to that customer’s name, and select that 
when you run or schedule the report. If you have set up your system and queries to use the customer 
field, simply changing out the default “All Customers” filter for “Customer X” will just work. 

This brings up the fields in the report, especially for tables. It’s somewhat silly, or at least odd looking, to 
limit the data to a single customer, and have the customer name field as part of the table (it will never 
change for that report run, etc.).  There is a possible solution, create two reports, “My Important 
Events” and “My Important Events for All Customers.” The “All Customers” version of the report doesn’t 
have the capability to limit it to one customer. 

A report on a list or trend cannot use the filter solution, above, and you cannot write filters for that… So, 
knowing both tricks (<field> LIKE % and using the filter by parameter), is useful. 

1.12.5 Chart and Table Titles 
When you are looking at a report’s template attributes (chart title), you can set the chart title to 
something like “Failed URL Connections – Top 10 Requests,” but, “Failed URL Connections - Top 
$Custom.ChartRowLimit Requests,” where “ChartRowLimit” is the name of the parameter, is better. 
That allows the customer to change the row limit and have it immediately reflected in the chart’s title. 
You can also do this for the report’s title. 

1.13 Trend Best Practices 

1.13.1 Start Time 
The Start Time is the time that a trend will start data collection. This time can be in the past! There are 
two ways to set the start time for a trend: 

1. Schedule tab, Schedule Range Start 
2. Attributes tab, Imported Trend Start Time 

45TNOTE:45T The Imported Trend Start Time is only valid for packages where the package's Format attribute is 
set to ''export''. 

In both cases, it is recommended that the hour:minute:second boundary be set to 12:00:00 AM 
(unfortunately, this may not be the default). For Imported Trend Start Time, 32T$Today - x(t)32T is 
preferred over 32T$Now - x(t)32T. These settings will affect the events collected each day or hour. 
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1.13.1.1 Backfilling Data 
When you create or import a trend, you can set the Start time (or the Imported Trend Start Time) to be 
at any point in the past. As the trend runs, it will collect current data and data from the past. Remember, 
you cannot backfill data from time periods that have expired due to online retention policies. 

For example, 32T/All Trends/ArcSight Foundation/Intrusion Monitoring/Operational 
Summaries/Attack Monitoring/Attack Rates/Prioritized Attack Counts by Service 32T 
trend has its Imported Trend Start Time is set to 32T$Today - 1d32T. So, if you install the Intrusion 
Monitoring package on March 29th, it will start collecting data from March 28th. 

45TThe 32T45TPrioritized Attack Counts by Service 32T45T trend is disabled by default, so what happens if 
it is not enabled until, say, April 3rd at 2:47 PM? 

• The trend's first run will be scheduled to run at 12:00:00 AM on April 4th. 
• The trend will start backfilling at 12:00:00 AM on April 4th. 
• Refresh Trend Runs will not be available until the first run occurs. 
• When the trend data is checked on April 4th, there should be data from April 2nd and April 3rd. 

When the trend data is checked on April 5th, there should be data from April 1st to April 4th. 
• The trend will continue to backfill until it reaches the start date (not necessarily at this rate). 

45THow do I get data from before the start time into my trend? 

Change the trend start time. 

1.13.1.2 Selecting Time Parameters 
Most of the trends in system content (aka the Standard Content), are run once daily with a 24-hour 
interval. Performance testing to date, on Oracle, has suggested that this is the optimal set of parameters 
with the current content. This is definitely true with Oracle installations, but we are still collecting data 
on CORRe installation query performance. 

If a long term trend on specific events is scheduled to collect daily, avoid selecting End Time or Manager 
Receipt Time in the query that populates the trend. The trend automatically includes a TimeStamp field 
which can be used to resolve the day in the query that the report will use on the trend (use the Day 
function on the timestamp in the query). 

If the trend is designed for a shorter term, for hourly results over a day, it is possible to set the 
parameters to a 1-hour interval and run it 24 times (hourly throughout the day or batching once per 
day). Irrespective of any performance impact, doing so will allow the report query to use the Hour 
function when selecting the timestamp field. 
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1.13.2 Trend Queries 

1.13.2.1 Trend Query Types 
There are two types of queries related to trends. The first is the query that populates it, which is called 
the trend query. The other type is the report query that is querying the trend, which is called the query 
on the trend. It's a tad confusing at times... 

1.13.2.2 Trend Query Timestamps 
When writing trend queries, there are timestamp options. Trend queries on events can use the End Time 
or the Manager Receipt Time. Resources (i.e., assets, cases, notifications, etc.), usually have a Creation 
Time or a Modification Time. Queries on such resources are snapshot trends. If a trend is created with a 
query on cases, for example, the Creation Time can be selected and stored in the trend table. 

It may be tempting to use one of the query time functions on the field (i.e., Hour, Day, etc.), but unless 
you are aggregating and grouping by this time, try to avoid it. This way, you can use the Creation Time in 
various reports and use the full timestamp, the Hour or Day function, or whatever you may need. Also, 
using the Hour or Day function in a trend query will store the value as a string, making it almost 
impossible to select rows with a value in a time or date range. 

1.14 Rules 
Rules have lots of options and things you can do. Rules can use Variables. There are four critical areas of 
rules: Type, Conditions, Aggregation and Actions. 

1.14.1 Correlation Events and Correlated Events 
Many people confuse these two terms related to events because their names are very similar. 

Correlation events are events produced by correlation, i.e., they are produced by a rule or a data 
monitor. These are not to be confused with audit events for the same resources. An example of a 
correlation event is the event that is sent out when a rule or data monitor triggers. In a rule, it is usually 
(should always be) the event whose name field is the same as the name of the rule. A data monitor 
example comes from the moving average data monitor, when the threshold is met (rising or falling). 

Correlated events are events of any type (Action, Aggregated, Base, or Correlation) that have been 
consumed by a rule. 

1.14.2 Rule Types 
As of ESM v6.5, there are three types of rules: Standard, Lightweight and Pre-Persistence. 

Standard rules are what everyone is pretty much everyone has seen. You can do anything a rule can do 
with a standard rule. 

Lightweight rules are only for maintaining active and session lists. They do not send out a correlation 
event whenever they are triggered. If you have rules that do nothing but add or remove data from a list, 
convert it to a lightweight rule, unless you are also using the correlation event for consumption by 
another rule or a data monitor. 
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Pre-persistence rules are very similar to Lightweight rules, but can only set event fields. Be very careful 
setting event fields, you do not necessarily want to overwrite the data that is already in that field. Any 
pre-persistence rule that affects events from a given device should be re-evaluated every time the 
device or its connector or parser is updated. 

Notes: Pre-persistence rules are evaluated first. Neither pre-persistence nor lightweight rules send 
correlation events. This makes it difficult to test them, but there are often side-effects and workarounds. 

1.14.3 Rule Testing 
There are several ways of testing standard rules, most people have a favorite. Testing lightweight and 
pre-persistence rules is a bit different. 

The first workaround for testing lightweight and pre-persistence rules is to start out with them as 
standard rules. Just remember to set the On Every Event trigger, and that only list actions will work for 
lightweight rules, and only set event field actions will work for pre-persistence rules. Check the 
correlation events for the fields you are modifying in pre-persistence rules. If they are operating 
correctly, you can then switch them off of standard and on to pre-persistence. Lightweight rules can be 
tested the same way, but there are also audit events generated by the list actions and the targeted lists. 

One of the things many people seem to forget when writing rules is the simple use of the rule conditions 
in an active channel or query viewer. 

1.14.4 Rule Categorization 
Each rule's correlation event should be categorized (in Actions). There are two types of rule-firings when 
it comes to categorization: 

Case 1: You have a rule that looks for a certain condition and you just want to report on that. Other rules 
should not consume this rule event. 

• Category Object = /Host/Application 
• Category Behavior = /Execute/Response 
• Category Device Group = /Security Information Manager 
• Category Significance = /Information/Warning 
• Category Outcome = /Success 
• Category Technique isn't set 

  

Case 1 does not add any more information to the event stream. You just want to report on something. 

Case 2: A rule which aggregates information (or concludes something) and wants to be consumed by 
other rules. 

• Category Device Group = /Security Information Manager 

The rest you aggregate from the base events (or in some cases you explicitly set some of the categories). 
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Why all this? Because the second event from Case 2 will be consumed by some other rule. Example: You 
have failed login events. If you see N events in X minutes, you trigger the rule. Now you categorize the 
rule based on Case 2. You aggregate on Category Behavior, Category Object, etc. That means that the 
Category Behavior of the rule event will be /Authentication/Verify. You will then also set the Category 
Technique to /Brute Force/Login and Category Outcome to /Attempt, as you are not sure whether you 
saw a successful brute force quite yet. Then there is a second rule which consumes all the correlation 
events from the first rule, joins this event with a successful login and concludes a successful brute force 
login attack. 

Case 2 infers new information. The logic says that you now reached some other state (a brute force 
attack instead of a collection of failed logins). 

1.14.5 Rule Conditions 
We did some rule performance testing, and reached following conclusions: 

1. It proves our assumption - the rule engine examines the condition in the sequence order. The 
more lines the rule engine examines, the more impact the system performance will suffer. 

2. More rules the manager has, more impact it will have, which is common sense. 

Best practice for the rule development: 

• Put the more specific conditions at the top, such as "name StartsWith Spyware", because few 
events can meet it, as a result, the rule engine won't examine the rest of the conditions. 

• Same reason as above, put the more general conditions to the bottom, such as "Type != 
Correlation" 

• Put the more expensive condition at the bottom, such as checking if the address is in an active 
list. 
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Let’s use a current ArcSight Administration rule, "/All Rules/Real-time Rules/ArcSight 
Administration/ESM/System Health/Resources/Rules/Excessive Rule Recursion" as an example here. 
Current condition is: 

 

• Most events meet the condition "Type = Base", so it should be the last, not at the top (this is 
old…). 

• Don’t use “Type = Base,” use “Type != Correlation,” instead. 
• Only a few of audit events meet the condition "Device Event Category = /Rule/Warning/Loop", 

so it should be on the top. 
• The Device Event Category for the base event we’re seeking is generated by the system. The 

[ignore case] element is not necessary, and actually takes up more rule processing time; remove 
it. 

• You can drag-and-drop conditions in the conditions editor, but be careful, the UI sometimes 
loses your condition if you drop it in the wrong place. I have gotten into the habit of saving the 
rule after every condition I move, especially if it is a complex rule with lots of conditions. You 
could create a temporary filter and copy the rule conditions into it, rearrange the filter, then 
copy them back over the rule. Pick whatever method works best for you. 
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The conditions after modification should look like: 

 

1.14.6 Operators 
Case sensitive string conditions are faster than case insensitive conditions. 

The InActiveList condition is better than a join rule with a long time window (long > 2 minutes) 

HasVulnerability and use of asset group variable functions are very costly. 

The MatchesFilter condition can be expensive, depending on the filter, especially if that filter uses any of 
the heavier variable functions or is very complex. 

1.14.6.1 Performance Cost of operators: 
1. Most expensive: Asset Variables 
2. HasVulnerability 
3. InActiveList 
4. Least expensive: String Operators 

Note that MatchesFilter does have a performance cost (not sure why, given the rules are compiled), but 
the use of other more expensive conditions will definitely affect the cost of using that filter. If you have 
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an expensive filter, and you want to do a MatchesFilter on another expensive filter, your rule will have 
significant performance issues. 

1.14.6.2 What’s Missing from the Performance Cost List? 
There are two things missing from the previous list: 

1. Not all of the operators are covered, e.g., Matches (regex operator) 
2. Timing values for each operation, by type 

The Matches (regex) operator is tricky. It is possible to write very efficient regex expressions. It’s much 
easier to right incredibly inefficient regex expressions. A Google search for “efficient regex expressions” 
can be your best tool in this case. 

Timing values for each operation, by data type, is an ongoing project. Unfortunately, the rules engine 
doesn’t provide us with much information as to the evaluation times of individual rules, much less 
individual operators. This will be addressed in a later release of this document. 

1.14.7 AND & OR: Short-Circuit Evaluation 

The rules do what is called “34TShort-Circuit Evaluation34T.” This means that in a simple AND condition, if the 
first element is false, it doesn’t matter what the second element is, both must be true for the AND 
condition to be true. 

A similar circumstance applies to OR condition, if the first element is true, it doesn’t matter what the 
second element is, because only one element needs to be true for the OR condition to be true. This 
means you can put the simplest, or cheapest, condition to evaluate higher up. 

This means that you should balance your conditions between two concepts: the cost of evaluating a 
given operator, and the percentage of events that can be eliminated by a given operator. 

For example, the Type field is an enumerated field. This means that the data type is actually numeric, 
but the application displays it for you as a string (action, aggregated, base and correlation). This, of 
course, does not apply to events in CEF or in Logger, as the data is stored as a string. Evaluating the Type 
field is cheaper than evaluating the Device Product field, a string. However, if you are looking for Base 
events, or more correctly, non-Correlation events, 60-90 percent of events in most installations are base 
events, whereas for a given product, a much smaller percentage events are generated by that product. If 
your second condition can eliminate a larger percentage of potential events than your first condition, 
swap them. 

The theory goes like this: 

• Condition A may take 2 time units to evaluate 
• Condition B may take 3 time units to evaluate 
• Condition A may match 90% of the potential events 
• Condition B may match 50% of the potential events 

Given a thousand events, the timings for the ordering of Condition A AND Condition B are: 

http://en.wikipedia.org/wiki/Short-circuit_evaluation
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Evaluation of Condition A first results in a minimum of 2,000 time units per thousand events, regardless 
of how many events actually match. Evaluation of Condition B first results in a minimum of 3,000 time 
units per thousand events, regardless of how many events actually match. 

Evaluating Condition A first means that Condition B will be evaluated 900 times, adding an additional 
2,700 time units in processing the thousand events, for a total of 4,700 time units to process this rule 
per thousand events. 

Evaluating Condition B  first means that Condition A will be evaluated 500 times, adding an additional 
1,000 time units in processing the thousand events, for a total of 4,000 time units to process this rule 
per thousand events, a potential savings of 700 time units per thousand evaluated events. 

Therefore, put “Device Product = ArcSight” before you put “Type != Correlation” in the general case. 
“Target Address in the Hostile List” should go further down the AND or OR list, since active list lookups 
are more computationally expensive than simple field checks.P0F

1 

1.14.8 Device Event Category (DEC) 

It is a good idea to set the rule correlation event’s Device Event Category (DEC) to /Rule/Fire/something 
(if you don’t set it, the default is /Rule/Fire). For example, the Application View package rules for the 
Fortify runtime product has several use cases. All of the DECs were set to something like 
“/Rule/Fire/ApplicationView/Attack.” You can impose as much resolution as you feel you need, but look 
at the set of rules for your packages, collections of use cases, and installation, as a whole. There is no 
point in putting 10 layers in one rule, but none of the other rules use more than four layers, unless you 
are planning on radically expanding your DECs with new rules.P1F

2 

1.14.9 Rule Aggregation 
Any data you want to show up in the correlation event should be explicitly added to the rule’s 
aggregation. If you need to use the name field or parts of the name field for any reason, remember to 
overwrite the name field in the Set Events Field action of the rule, otherwise it will have the name of the 
base event, which is very much likely not what you want at all. 

There are, from the Rules Editor perspective, two types of aggregation conditions. Aggregate only if 
these fields are identical, which is the most commonly used aggregation, and Aggregate only if these 
fields are unique. There are some implications to using Aggregate only if these fields are unique. 

For example, if you are looking for events coming from more than one attacker and going to a single 
system, you might do something like the following: 

                                                           
1 The general time ranges of the operators is currently being evaluated, and will be published at a later date. This is 
just an example of the theory, not based on actual timings. 
2 The Lightning Framework takes advantage of this technique. 
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There is nothing logically wrong with this, but if you try to put the attacker information into an active 
list, you will not have it, since the rules engine will not know which one to give you, and it won’t give you 
a list of attackers. 

1.15 Rule Performance Characteristics 

1.15.1 Partial Matches 
Partial matches come in two flavors. The most obvious one is with join rules, where one of the rule 
aliases match one or more events. These events are kept in memory. 

The second partial match is the aggregation threshold (also applies for non-join rules), e.g., 5 events in 2 
minutes. In this case, if an event matching the rule comes in, it will be held for at least two minutes, 
whether any other matching event arrive or not. It is a little unclear as to what happens when more than 
the required number of events are received and how they affect partial matches (perhaps someone on 
the Correlation Team will update us). 

1.15.2 Selectivity of Aliases (Join Rules) 
Make sure that: 

• Individual aliases (event 1, event 2, etc.) do not match a lot of events 
• Minimize the number of aliases (joining two events is better than joining three…) 
• Whenever possible, use the Consume After Match option on each alias – 

o Uses the event only once to trigger the rule 



ESM Content Authoring 
 

Last Edited 1/8/2016 ArcSight Proprietary Page 35 
 INTERNAL/CUSTOMER USE ONLY 

o The event does not need to stay in the Rule Engine for the whole time window after it 
produces a match 

o This will reduce the number of correlation event, as a single match will not use a 
consumed event to match with another base event 

1.15.3 Time Windows 
Minimize the time windows; shorter is better. If you need more than two minutes, especially for a join 
rule, then consider using an active list. 

1.15.3.1 High-level join rule example: 
If you are looking for a login to a system, followed by a connection from that system to another sensitive 
system, you could write a join rule, but you would need a long time window to match the two events. 

If, instead, you used a session list to monitor logins, with a couple of lightweight rules to maintain its 
entries, you could then use a standard rule to look for connections to the sensitive system from open 
session entries in the SL. 

1.15.3.2 High-level aggregating multiple events in a time window example: 
If you are looking for something like file accesses on a sensitive system, and you’re looking for 10 or 
more such accesses over a long period of time, like say, an hour, you’re better off creating an active list 
to store the access information, added by a lightweight rule, with the AL’s TTL set to your time period 
(there can be issues with that, too…), and have your standard rule look for the AL’s entry updated audit 
event and check the count to see if it is greater than or equal to you threshold (in this case, 10). 

1.15.4 Aggregation (Grouping) 
Grouping is the selection of aggregation fields. When selecting fields to aggregate, remember that you 
should only select the fields that you need (you probably need the customer resource field, you just 
don’t know it, yet). Also, some fields have a much wider range of values than others. For example, 
grouping by event ID, which is a unique value for each event, means that your rule will never fire if you 
are looking for two events with the same event ID (threshold set to 2 events in 1 minute, etc.). Similarly, 
the Request URL field is almost always unique. You might get away with aggregating on the Request URL 
Host field, but the full URL is most likely going to be different. Use such fields only if you are looking for 
single events, using the On Every Event action. 

1.16 Variables 
Variables provide useful functionality to different types of resources, like active channels, filters, queries 
and rules. 

1.16.1 Variable Classes 
There are two classes of variables, global and local. Global variables are a user-definable field that can 
be used by other resources. Local variables are like fields, but not exactly, and are only useful in the 
resource in which they are defined. In many cases, it is possible to promote a local variable to a global 
variable. Usually, a variable has to be based on events, rather than a list, to be promoted. 
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1.16.2 Variable Naming 
It is possible to use spaces in variable names, especially global variables. Not using spaces makes using 
them less error-prone in velocity macros. Using spaces makes their use in other resources automatically 
“pretty” without needing to alias them in some way. 

1.16.3 Timestamps 
Avoid chaining variables to create date/timestamp fields in Queries. Use 16TEnd Time16T and one of the time 
functions in the select Fields tab to get a formatted date if the raw 16TEnd Time16T field won't work for you. 
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