
Creating Map Files 

 

Map files are used by several Agent components (AgentInfoAdder1, 

AgentNATProcessor, and the categorizers) as well as map type extra processors to set the 

values in one or more event fields based on the values in other event fields (referred to as 

the "setter" and "getter" fields, respectively). The mapping data is stored in a CSV 

(comma separated value) format as described in more detail below, although not always 

in files with a .csv extension. The location and naming of the actual files varies 

depending on which Agent component is using it. The code that implements what is 

described here is primarily in the 

com.arcsight.agent.categorizer.TableLookUpSetter class. 

As stated above, the format is CSV. The first line (ignoring comment lines, which start 

with a pound sign (#)) designates which event fields are "setters" and which are "getters." 

For example:  

event.destinationPort,set.event.applicationProtocol  

In this example, there is one "getter" field (destinationPort) and one "setter" field 

(applicationProtocol).  

Later lines in the file must have the same number of columns as the first line, and the 

values are associated with the fields indicated in the corresponding columns in the header 

line. Using the same example as above, the data could be:  

20,ftp 

21,ftp 

80,http 

110,pop3 

Note that there is a duplicate in the "setter" column, which is allowed, but not in the 

"getter" column, which would not be.  

Operation 

When an event comes in, the "getter" fields are extracted and looked up. If there is a 

match, then the values for the "setter" fields are set. That is, they are if they are null or the 

code is configured to allow overwriting. If the code is set to disallow overwriting, then a 

non-null value in a "setter" field will be left unchanged.  

In the example shown above, if the event had 80 in the destinationPort field and null in 

applicationProtocol, then the applicationProtocol field would be set to "http". If the event 

had 81 in the destinationPort field, then applicationProtocol would be unchanged since 

there is no match for 81.  



Besides overwriting, other configurable bits in the code include:  

• whether the "getters" are case sensitive or insensitive (normally case insensitive)  

• whether any leading or trailing whitespace characters are trimmed from the 

"getter" values (normally trimmed)  

• whether any leading or trailing whitespace characters are trimmed from the 

"setter" values (normally trimmed)  

• whether duplicate "getter" values are treated as warnings or as fatal errors 

(normally as warnings)  

The underlying code uses a HashMap, which means that the lookup is extremely fast even 

if the table is quite large, but also means that the entire table is kept in memory.  

Range "Getters" 

Besides simple "getter" fields, range "getters" are also allowed for integer, long, IP 

address, and MAC address fields. So rather than having something like this (which would 

be 513 lines if it was shown in its entirety):  

event.sourceAddress,set.event.flexNumber1 

1.1.0.0,0 

1.1.0.1,0 

1.1.0.2,0 

1.1.0.3,0 

... 

1.1.0.255,0 

1.1.1.0,1 

1.1.1.1,1 

1.1.1.2,1 

1.1.1.3,1 

... 

1.1.1.255,1 

You can instead have these three lines:  

range.event.sourceAddress,set.event.flexNumber1 

1.1.0.0-1.1.0.255,0 

1.1.1.0-1.1.1.255,1 

Note also that long numbers with the high-order bit set must be entered as negative 

numbers, leading to ranges such as -9223372036854775808--1 (which is all of the 

values with the high-order bit set).  

MAC address ranges are entered in the form hh:hh:hh:hh:hh:hh-hh:hh:hh:hh:hh:hh, 

where each hh is a one or two-digit hexedecimal number.  



Overlapping ranges 

It might not be good to depend on how overlapping ranges work, but this section 

documents how they work now.  

For each range, look at how many high-order bits match. For example, for 1.1.1.0-

1.1.1.255, the high-order 24 bits all match. Ranges with more matching bits are more 

specific, and so they are chosen over ranges with fewer matching bits. For example, 

1.1.1.0-8.0.0.0 only has 4 matching bits, so when looking for IP address 1.1.1.128, 

the 1.1.1.0-1.1.1.255 range is chosen over the 1.1.1.0-8.0.0.0 range even though 

both ranges contain the IP address.  

Consider ranges 1.1.1.0-8.0.0.255 and 1.1.1.0-10.255.255.255. Both have 4 

matching high-order bits and the same value for those bits (zero). So they collide and are 

stored together. In cases like this, the order that the colliding ranges are found in the map 

file matters, and if an IP address matches more than one of the colliding ranges, the first 

one that includes the IP address will be chosen.  

All of these examples use IP addresses, but the same principles apply to integers, longs, 

and MAC address.  

Regular Expression "Getters" 

[This feature will be in the Agent release that comes out at the end of May or early June.]  

Regular expression "getters" can be used on any string field. Here is an example:  

regex.event.sourceUserName,set.event.flexString1 

.*?@arcsight.com,ArcSight 

.*?@microsoft.com,Microsoft 

In this example, if the source user name field ends in "@arcsight.com" or 

"@microsoft.com", then the flex string 1 field will be set to "ArcSight" or "Microsoft", 

respectively. Any regular expressions supported by the java.util.regex package are 

supported.  

Regular expressions can easily "overlap," and in this event the first match will be chosen 

(unless there are range "getters" after the regular expression "getters" -- see the 

Combining Range and Regular Expression "Getters" section below). There can also be 

more than one regular expression column, which works as it should, namely that the first 

line where all of the columns match, if any, will be chosen.  

Note that the code is more efficient than you might expect, only having to evaluate one 

combined regular expression in the most common single column case.  

Combining Range and Regular Expression "Getters" 



If a map file contains both a range "getter" and a regular expression "getter," the order of 

the columns can matter. Generally it is better to have the first range "getter" precede the 

first regular expression "getter," for performance. The reason is that if the regular 

expression is first and there is more than one regular expression match, the range "getter" 

lookup must be repeated for each regular expression match until one works or there are 

no more, whereas if the range is first, the regular expression code will only need to look 

for one answer, picking the first one.  

However, if there are overlapping ranges for the range "getter," then putting the regular 

expression before the range may generate a match were the opposite order might not. For 

example, consider this map file:  

range.event.sourceAddress,regex.event.flexString1,set.event.message 

1.1.1.0-1.1.3.255,foo.*,Map file 1 was here 1.1.1.0-1.1.3.255 foo 

1.1.3.0-1.1.3.0,foo.*,Map file 1 was here 1.1.3.0-1.1.3.0 foo 

1.1.1.0-2.2.2.255,bar.*,Map file 1 was here 1.1.1.0-2.2.2.255 bar 

If the source address field is 1.1.3.0, that matches all three ranges, but the code will 

currently pick the 1.1.3.0-1.1.3.0 one. But if the flex string 1 field is "bar", the map 

file will not match since the 1.1.3.0-1.1.3.0 range has been chosen and there is no 

regular expression matching "bar" for that range. On the other hand, consider a map file 

that looks like this:  

regex.event.flexString1,range.event.sourceAddress,set.event.message 

foo.*,1.1.1.0-1.1.3.255,Map file 1 was here 1.1.1.0-1.1.3.255 foo 

foo.*,1.1.3.0-1.1.3.0,Map file 1 was here 1.1.3.0-1.1.3.0 foo 

bar.*,1.1.1.0-2.2.2.255,Map file 1 was here 1.1.1.0-2.2.2.255 bar 

In this case the regular expression makes the only valid match for "bar", leaving only a 

single range to match (which does in fact match). So there is a match where there was not 

with the other column order.  

But again, if the ranges do not overlap, putting the ranges first will give slightly better 

performance.  

The "No Getter" Trick 

Sometimes you just want to set a field to a value, regardless. It turns out that you can 

have a mapper with no "getter" fields at all, which means the "setter" fields will be set for 

all events (modulo that overwrite thing). In this case, the file is always two lines long, 

like in this example:  

set.event.message 

Map file was here 

 


