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Preface

Web technologies change so quickly that many books written about them 
become outdated soon after publication. As a result, the only books available 
on the market are mostly screenshot cookbooks or outdated Internet protocol 
collections. For this reason, we at Segue decided to write a book to fill the 
gap and be broadly enough based to have a longer shelf-life.

Load Testing for eConfidence introduces Web application load testing. It has 
been our experience, as pioneers in the e-commerce reliability field, that Web 
applications do not scale as they were expected to when they were conceived. 
Though designed for thousands of users, none of these applications could 
overcome the hurdle of 50 concurrent users in a stress test without needing a 
lot of tuning, better hardware, and re-architecture. Without an accurate load-
testing tool it is almost impossible to scale up mission-critical applications to 
a level capable of supporting tens of thousands of users.

Computer scientist and consultant Stefan Asböck has compiled an easy-to-
read, technically invaluable book that is enriched by his wide experience. 
This book will be especially useful to those in the arena of e-business who 
want to ensure that their business-critical applications will run at optimum 
performance. Rest assured that the book will give you a very solid grounding 
in the background of load testing in the world of Web applications today. We 
hope you enjoy it!

Bernd Greifeneder
Segue Chief Technology Officer
Load Testing for eConfidence ix



PREFACE

Target audience
Target audience

This book addresses a readership with a widely varying level of technical 
skill, from those whose expertise is in business or entrepreneurship to 
computer professionals and system managers.

The book is an introduction to load testing, a process of testing Web 
application performance that is becoming increasingly necessary in today’s 
high-volume e-business environment. Its contents are relevant to everyone 
who has a professional interest in the world of e-business – business 
executives in charge of online enterprises, technical staff who manage the 
server systems on which e-business relies, and personnel who provide 
technical support or training to those in e-business.

How to use this book

Because this book introduces load testing from first principles, no specialized 
technical knowledge of computers is required to benefit from it. A basic 
familiarity with the use of personal computers is all that is needed.

Readers who do not already have a thorough understanding of e-business 
principles should pay particular attention to Chapter 1, “How e-Business 
Works,” which details everything they need to know in order to benefit from 
the rest of the book.

Readers who already have a grounding in e-business might prefer to skip (or 
quickly review) Chapter 1 before going on to Chapter 2, “The Basics of Load 
Testing,” where load testing per se is introduced. The rest of the book builds 
on the knowledge base introduced in those chapters, and should be read in 
order.

The glossary, intended for the general reader, provides definitions of the most 
important terms used in load testing. Many definitions and descriptions are 
also included at the relevant points in the text. 
x Load Testing for eConfidence



PREFACE

Typographical conventions
Typographical conventions

Table 0.1
typographical 
conventions

Convention Description Example

Italic First use of a new term A load test is...

Courier Code example transaction TMain
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Introduction

Only a short time ago, forecasts of the coming age of electronic business on 
the World Wide Web had an air of fantasy about them. Like gene therapies 
and electric cars, e-business was regarded as science fiction that might never 
happen. Not any more. Today, the reality of e-business is upon us. No more 
is it merely “with it” or glamorous for a business to have a Web site: a 
significant online presence is now an important – even critical – part of any 
company’s commercial strategy. This is the new reality of e-business.

e-Business

The conduct of business on the World Wide Web, called electronic business 
or electronic commerce, is becoming an increasingly important part of 
everyday life as more and more people use their home computers to access a 
hitherto undreamt of range of goods and services through the Internet. 

E-business firms selling directly to the public are engaged in business-to-
consumer (B2C) trading. Less publicized, but becoming far more significant 
in commercial terms, is the way in which businesses are using the World 
Wide Web to conduct trade with each other. This is known as business-to-
business (B2B) trading. Companies that have discovered how to exploit the 
convenience, availability, and global reach of the World Wide Web have 
achieved spectacular success.

Web sites A Web site does much more than just add an air of technical sophistication to 
a company’s image. For many companies the Web site has become the major, 
and often the only platform for projecting what they wish to communicate to 
the world. For cutting-edge companies, Web sites have evolved from being 
dispensers of information to being the actual center of all commercial activity 
— Web sites produce revenue, reduce costs, and provide a new medium 
within which to expand commercial and customer bases. 
Load Testing for eConfidence 1



INTRODUCTION

Web site performance
e-Businesses like Amazon, which sells books and other consumer goods, and 
Dell, which sells computer equipment, have become overnight legends. With 
the stringent safeguards built into today’s Web browsers and with digital 
certificates now available for individuals and companies, much of the early 
concern about the security of business transactions on the World Wide Web 
has abated, and electronic business is now accelerating at a dizzy rate.

Web site performance

This unprecedented fusion of technology and commerce has crucial 
implications for the success – and even the viability – of businesses. The 
construction of effective e-business sites is no longer an option — it is 
essential to corporate survival. Existing and potential customers must 
experience top-class, high-performance service from a Web site or they will 
take their business elsewhere. The performance of a Web site is gauged by 
how stable it is and how quickly customers can access it. A Web site should 
remain available and responsive even if many users access it simultaneously. 

When performance falters and Web sites crash, the losses to big companies 
are so considerable that they can make front-page headlines. Marketing 
campaigns for online brokerage firms often feature the fact that their sites 
have never gone down: this underscores the critical importance of site 
performance, the single most important factor in winning market share from 
less reliable competitors.

Competitive 
advantage

It has become clear that companies that know how to deploy better-
performing, more reliable business sites than their competitors gain a major 
advantage in the market place. When a company's Web site goes down, it is 
the equivalent of its offices being closed or its phone lines being cut. Its 
customers and business partners may assume that the company has gone out 
of business and move on. There is an immediate and measurable loss of 
revenue over the hours, or more often days, that the site is down. Potentially 
irreparable damage is done to a company's image whenever the label of poor 
site performance becomes associated with its name.

Attaining good 
performance

To make its e-business activities effective, a firm needs to take stringent steps 
to test the technical apparatus that supports its commercial activities on the 
Web. This means analyzing the performance of its Web site by running load 
tests against it, drawing useful conclusions from the test results, and taking 
action to improve the site’s performance.
2 Load Testing for eConfidence
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Overview
Overview

This book examines the issues relevant to ensuring good Web site 
performance today. It introduces load testing as a way to analyze Web site 
performance, describes load testing techniques, and outlines the pros and 
cons of load testing methodology. Finally, as an example based in the real-
life world of e-business today, the book examines an actual case study where 
Segue’s SilkPerformer is used to perform a load test against a ColdFusion 
application.

Chapter 1 Chapter 1, “How e-Business Works,” creates a model of the World Wide 
Web from the point of view of e-business, concentrating on issues important 
to the analysis of Web site performance. The model focuses on Web 
applications, Web browsers, and the communication between them.

Chapter 2 Chapter 2, “The Basics of Load Testing,” introduces fundamental concepts to 
do with load testing, describes different types of load tests and workload 
models, and defines testing goals. Based on the model created in Chapter 1, 
this chapter explains how to create load tests and introduces scripting 
languages as a way to control these tests.

Chapter 3 Chapter 3, “Reproducing Web Behavior,” defines the requirements for 
running realistic load tests and obtaining accurate test results. These 
requirements include physical resources like suitable network environments 
and properly equipped driver machines, and software resources that will 
accurately emulate a Web browser.

Chapter 4 Chapter 4, “Emulating Web Browsers,” describes the conditions necessary 
for accurate Web browser emulation. Important factors are the 
communication protocol, browser threads, the emulation of a document 
cache, and redirections to other Web addresses.

Chapter 5 Chapter 5, “Administering Load Tests,” describes how load tests are planned, 
shows which components of a Web application need to be monitored, and 
illustrates the kind of information that load tests can provide. In addition, this 
chapter offers suggestions as to how the performance of a Web application 
can be improved once weaknesses and bottlenecks have been detected and 
isolated.

Chapter 6 Chapter 6, “Load Testing Benefits and Drawbacks,” outlines the advantages 
and disadvantages of load testing. It weighs the benefits of using load-testing 
tools for the proactive testing of existing applications and for finding 
performance problems in applications at the development stage.
Load Testing for eConfidence 3



INTRODUCTION

Overview
Chapter 7 Chapter 7, “Case Study – Load Testing a ColdFusion Application,” presents 
a comprehensive report detailing a SilkPerformer load test on a ColdFusion 
e-business application. It explains how a high-end load testing tool 
determines when an application fulfills performance requirements and how 
the tool helps identify bottlenecks in an application.
4 Load Testing for eConfidence
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Chapter 1 How e-Business Works

“The World Wide Web is the universe of network-accessible
information, an embodiment of human knowledge.”

– Tim Berners-Lee

The Internet is a public, worldwide system that uses a portion of the total 
resources of the public telecommunication networks to make millions of 
pages of information accessible to hundreds of millions of people. The most 
widely used part of the Internet is the World Wide Web, colloquially called 
“the Web.” This is where e-business happens.

This chapter outlines a simple model of the World Wide Web, focusing on 
issues relevant to the analysis of Web application performance.

Overview

World Wide Web The World Wide Web (WWW) is the sum total of information held on a huge 
number of computers connected to each other in a vast, global network. Two 
classes of computers accessing the WWW are especially important to the 
analysis of Web application performance – those providing services to users 
and customers, such as Web and application servers, and those that customers 
themselves use, running Web browsers.

e-Business 
application

A typical section from the World Wide Web is shown in Figure 1.1, 
illustrating some of these computers and how they connect to each other. 
Users connect to the Internet using Web browsers, either from their homes 
via modems and Internet Service Providers, or from within local area 
networks. Also, a rapidly increasing number of users is accessing the Internet 
through mobile phones, by means of wireless data transmission enabled by 
their mobile service providers.
Load Testing for eConfidence 5
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Overview
In Figure 1.1, users are connecting over the Internet to an e-business 
application running on a local area network. The application runs on a 
number of servers, with a Web server at the front end and an application 
server and a database server taking care of background activities.

Figure 1.1
e-business network 
model

Data transfer Routers control data transfer from one computer on the Internet to another. A 
router is a device or software program that connects networks together and 
determines the next network point to which data is forwarded en route to its 
6 Load Testing for eConfidence



1  HOW E-BUSINESS WORKS

Web browser
final destination. A router can be located at any network junction, including 
each Internet point-of-presence; a point-of-presence is simply the location of 
an access point to the Internet. Typically, data will travel through a number 
of routers before arriving at its final destination.

How people connect 
to the Internet

Currently, users have three ways to access the Internet, and through it the 
World Wide Web:

• Home or small-office users connect to the Internet using a Web browser 
running on a personal computer that connects through a modem to a local 
Internet Service Provider. The modem modifies outgoing digital signals 
from the computer so that the data can travel along a fiber optical cable 
or a conventional telephone line. On the other end of line, an Internet 
Service Provider (ISP) supplies the customer with access to the Internet. 
This type of connection is of the highest importance from the standpoint 
of Web application performance analysis, since most customers look for 
products and place orders from their homes.

• Large businesses, corporations, and institutions use Web browsers 
running on a computer in a local area network to connect to the Internet 
through a router. This type of connection is also highly significant in 
Web application performance analysis, since computers in many 
companies and public institutions, such as schools, universities and 
libraries, are connected to the Internet through a local area network.

• Increasing numbers of users are using a Web browser on a mobile phone 
to communicate with a gateway to the Internet via wireless data 
transmission. The gateway converts and forwards the traffic, so 
customers can access the Internet with mobile phones just as they would 
with computers. This type of connection is growing exponentially and 
represents a significant expansion of e-business potential.

Multi-tier system Typically, e-business applications are multi-tier systems organized into a 
number of components, each of which is located on a different server. The 
first tier, the Web browser, is known as the front end, because it is directly 
accessed by the user. The other tiers, called the back end, include a Web 
server, an application server, and a database server.

Web browser

What is a
Web browser?

A customer surfs the World Wide Web using a Web browser, a program that 
provides a way for the user to look at and interact with the information 
available on the Web. Technically, a Web browser is an application that 
requests information from the Web on behalf of the customer, and then 
Load Testing for eConfidence 7
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Web application
receives and displays that information. It can request multiple objects from a 
Web server simultaneously, and store them temporarily so that they do not 
have to be requested every time a user accesses the Web server. This feature 
known as caching – and all the other functional aspects of browsers – is 
illustrated in detail in Chapter 4, “Emulating Web Browsers.”

Hypertext Markup 
Language

Web pages that a Web browser receives and displays are written in Hypertext 
Markup Language. The Hypertext Markup Language (HTML) is a set of 
symbols inserted in a document to determine its layout when it is displayed. 
The markup symbols tell the Web browser how to display the text in a Web 
page, and also how to display any other objects contained in a page, such as 
graphic images. The appearance of a particular Web page on different users’ 
computers may vary slightly, depending on their browsers.

Web application

Web server When users access e-business applications, the pages that comprise the 
applications are returned from service-providing computers called Web 
servers. Every Web server runs Web server software which should 
continuously wait for user requests. When the Web server receives a request, 
it must decipher the request and then respond to it. The Web server locates 
the desired Web page and copies it to the network connection, thereby 
sending it to the user.

A Web application, however, consists of more than just a number of simple 
Web pages. Application and database servers perform tasks in the 
background, like furnishing product details and handling customers’ orders.

Application server An application server is a service that provides the business logic for a Web 
application. For example, it might process the customers’ orders, check 
whether the desired goods are available, and return appropriate responses to 
the customers. An application server works in conjunction with a Web server 
and is thus often called a Web application server.

Database server A database server is a service that provides access to a collection of data 
stored in a database. A database is a repository of information that is 
organized so that it can be easily accessed, managed, and updated. A 
database server typically holds business information about products, orders, 
and so on, and provides this information to application servers when 
requested.
8 Load Testing for eConfidence
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Communication
Communication

Protocols Data transfer, the moving of information from one computer to another, is at 
the heart of the Internet. Since there are many different kinds of computers 
and networks, and many ways in which they may connect, any two 
computers must establish a way to communicate whenever they wish to 
exchange data across the Internet. This cooperation requires a common 
protocol. A protocol is a convention or special set of rules for communication 
that the computers at the end-points of a connection must recognize and 
observe when they send data back and forth.

IP and Web addresses

What is an
IP address?

Each computer with a connection to the Internet has a unique Internet 
Protocol address (IP address). An IP address consists of four numbers, 
separated by periods; for example “192.168.40.12.” Each number represents 
eight bits, in binary terms; thus an IP address can hold values up to 
“255.255.255.255.”

An IP address is made up of two parts: the identifier of a particular network 
on the Internet and the identifier of a particular computer within that network. 
For example, in the IP address “192.168.40.12,” the first section, 
“192.168.40,” identifies the network to which that computer is connected, 
and the last section, “12,” identifies the individual computer.

When a user accesses a Web application, the Web browser includes the 
user’s IP address in the request and sends it to the destination’s IP address. At 
the destination end, the Web application recognizes the IP address included 
in the request, handles the request, and sends the response to the IP address 
from which the request originated.

What is a
Web address?

Since most people find it difficult to remember numbers, a more user-
friendly way to identify computers was developed. Each computer is also 
identified by a Web address, for example, “www.shopit.com.” A Web 
address is just an easy-to-remember handle for an IP address. The 
associations between Web addresses and IP addresses are maintained by 
means of the Domain Name Service.

Domain Name Service The Domain Name Service (DNS) is an essential facility on the Internet that 
finds the IP addresses for the Web addresses. It consists of a networked series 
of computers called Domain Name Servers that maintain a list of Web 
addresses and the IP addresses with which they are associated. The individual 
Load Testing for eConfidence 9
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Communication
Domain Name Servers can communicate with each other, so that if a 
particular server cannot resolve a Web address, the query will be sent on to 
further servers until the IP address is identified.

Transmission Control Protocol/Internet Protocol

What is TCP/IP? Basic communication between computers on the Internet is enabled by the 
Transmission Control Protocol/Internet Protocol (TCP/IP), a two-layered 
protocol. The lower layer, the Internet Protocol, sets the basic rules by which 
data is sent from one computer to another. To facilitate sending and 
receiving, messages are divided into chunks called packets. The higher layer, 
the Transmission Control Protocol (TCP), is a set of rules used along with 
the Internet Protocol. While the Internet Protocol takes care of handling the 
actual delivery of the data, the Transmission Control Protocol keeps track of 
the individual packets for efficient routing through the Internet, and ensures 
that any lost packets are resent.

Message header and 
message body

Each message exchanged between computers on a network consists of a 
message header and, optionally, a message body. A message header is 
basically procedural information that goes in front of the message and is 
usually repeated as a standard part of the message. A header can consist of 
multiple fields, each containing its own value, helping to identify the 
message, where it comes from, and where it is going. The message body is 
the part of the message that contains the actual data. Each message sent 
through the Internet consists of an IP header, a TCP header, and the actual 
data.

Hypertext Transfer Protocol

What is HTTP? Another protocol runs on top of TCP/IP to enable information exchange on 
the World Wide Web. This is the Hypertext Transfer Protocol (HTTP). Web 
applications and Web browsers must follow the rules of HTTP, which define 
a simple request/response communication. The Web browser establishes a 
connection to the Web server and sends a request. The Web server responds 
by locating and sending the information requested back to the Web browser.

HTTP requests A request sent from a Web browser to a Web server, called an HTTP request, 
comprises an HTTP request header and, optionally, an HTTP request body. 
Each HTTP request header contains a command that invokes a method on the 
Web server. In this context, a method is a set of instructions that perform a 
10 Load Testing for eConfidence
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Summary
specific operation on the Web server. The most important methods, from the 
perspective of the analysis of Web application performance, are the GET and 
the POST methods.

• The GET method obtains something from the server – for example, a 
Web page or an object embedded in a Web page, such as a graphic 
image. This is how the browser asks the Web server to locate and 
transmit an object from the World Wide Web.

• The POST method is used to send a block of data, such as a Web form, to 
a Web application.

HTTP responses The Web server executes the method and sends a response back to the Web 
browser, called an HTTP response. This response comprises an HTTP 
response header and, optionally, an HTTP response body. The response 
header contains status information about the request, and the response body 
contains data, usually the Web page or object that the Web browser has 
requested.

Web forms For transferring data from a Web browser to a Web application, HTTP 
provides Web forms, an electronic version of common forms. A Web form 
allows users to enter information – for example, their names, addresses, and 
phone numbers – and then sends this data to the Web application. Form 
handling comprises two parts: a place to enter information (including a 
number of input fields) in the Web page at the front end; and a Web 
application that handles the data on the server at the back end.

Summary

This chapter introduced a model of the World Wide Web that enables a focus 
on the analysis of Web application performance. Computers running servers 
and browsers are connected to each other through a worldwide network. 
People use Web browsers to send requests to Web applications, and the 
applications process the requests and send responses back to the Web 
browsers. A detailed account was given of the ways in which Web browsers 
and Web applications communicate with each other.
Load Testing for eConfidence 11
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Summary
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2

Chapter 2 The Basics of Load Testing

“Stability is more essential to success than brilliance.”

– Richard Lloyd Jones

At the fundamental level, e-business is just business — sellers are seeking 
buyers, buyers are looking for product. These are the constants of the 
business world. Nevertheless, much has changed in the way customers relate 
to businesses since the advent of the World Wide Web and the exponential 
growth of e-business in the marketplace. Of paramount importance is this: 
with what amounts to a global shopping mall at their fingertips, customers 
have a short attention span. In any Web-based transaction options abound, 
and all are just a few mouse-clicks away. A Web site that is not attractive, 
smoothly-functioning, and reliable cannot survive in today’s e-business 
arena. And since the pool of potential customers is worldwide, that means 
that there is no closing time. The virtual shop must be always open for 
business – ever friendly, ever responsive, ever reliable.

Testing performance Providing optimum service to users is a daunting challenge for Web 
application designers and administrators. Ideally, we would study an 
application under actual working conditions to analyze its performance. 
Unfortunately, this is impossible for an application still in the development 
stage, and it is far too risky to wait until an e-commerce application has been 
deployed to begin testing it. Thus, the development of load testing, a widely 
accepted method for analyzing Web application performance that reproduces 
very closely the conditions under which an application must perform.

This chapter introduces the fundamental concepts of Web application load 
testing, describes the different types of load tests and workload models, and 
defines testing goals.
Load Testing for eConfidence 13
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Overview
Overview

As the number of users simultaneously accessing a Web application 
increases, the site faces a rapidly-growing risk of long response times for 
Web pages, a Web page retrieval error, or – in the worst case – a Web 
application crash. Figure 2.1 shows a typical real-world environment where 
any number of users, each using a Web browser, can access a Web 
application at the same time.

Figure 2.1
real-world 
environment

In order to test a Web application prior to deployment, a number of 
simulated, or virtual, users must be created and then deployed to burden the 
Web application as realistically as possible. While the virtual users are 
interacting with the Web application, many kinds of important measurements 
can be made, including response times and application throughput.
14 Load Testing for eConfidence
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Load testing
Load testing

What is a load test? A load test is a simulation of the real-life use of a Web application, 
performed to assess how the application will work under actual conditions of 
use. The test is performed under expected conditions, both prior to 
application deployment and during the life of the application. It measures the 
stability, responsiveness, and throughput of the application. To guarantee a 
realistic simulation of the workload created by actual users, the test 
environment must be as close to the real-life environment as possible. A good 
load test should generate the different types of traffic expected, in the 
volumes expected, using actual computer hardware and software.

Virtual users and user 
groups

Load tests run a number of virtual users. A virtual user is a program that acts 
just like a real user would when making requests to a Web application. 
During a load test, a considerable number of virtual users can be run on one 
computer, in this context called a driver machine. A testing environment 
usually consists of multiple driver machines, allowing a very large number of 
virtual users come into play. A load test is diagrammed in Figure 2.2.

Figure 2.2
load-testing 
environment

When load tests are 
needed

Load tests are required at every stage in the life cycle of a Web application – 
when it is being designed and developed, while it is being used, and to help 
determine whether, or when, it needs to be upgraded. During Web 
application development, performance analysis is needed when choosing 
Load Testing for eConfidence 15
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Load testing
among alternative designs. Later on, performance analysis of laboratory 
models of the working site helps determine how well a Web application is 
functioning and whether any improvements need to be made.

End-to-end testing, 
module testing

To make an accurate diagnosis of a performance problem in an e-business 
application, it is usually necessary to run a sequence of tests that 
progressively focus in on the particular problem. First, a global examination 
of the entire Web application is conducted using end-to-end testing. Such 
load tests are designed to bring the entire functionality of the Web application 
under scrutiny in order to identify the general areas where bottlenecks are 
cropping up. End-to-end tests are often followed by module testing, where 
suspect modules within an application are tested separately to accurately 
pinpoint any problems.

Types of load tests Load tests are designed in different ways, depending on what they will be 
required to measure. The most frequently used load tests are stress tests, 
stability tests, and isolation tests. In end-to-end testing a variety of load test 
types and workload types can be used, depending on the context – most 
often, stress tests or stability tests, deploying constant or increasing numbers 
of virtual users. In module testing, isolation tests are designed to bombard the 
suspect module with loads sufficient to force repeated occurrences of a 
particular problem. These tests generate very specific and detailed 
information, allowing the tester to accurately diagnose the problem.

Stress test

What is a stress test? A stress test is designed to determine how heavy a load the Web application 
can handle. A huge load is generated as quickly as possible in order to stress 
the application to its limit. The time between transactions is minimized in 
order to intensify the load on the application, and the time the users would 
need for interacting with their Web browsers is ignored. A stress test helps 
determine, for example, the maximum number of requests a Web application 
can handle in a specific period of time, and at what point the application will 
overload and break down.

Stability test

What is a
stability test?

A stability test is designed to determine whether a Web application will 
remain serviceable over an extended time span. In stability testing, a 
considerable load is placed on an application for a long period of time. 
Depending on the particular application and the specific testing goals, a 
stability test may last between 24 hours and a week, or even longer. The load 
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applied is designed to mimic the real traffic an application will encounter. 
Stability tests help determine, for example, whether the response times of the 
application will remain low over an extended period of time; whether the 
resource consumption of the application will remain stable throughout that 
time frame; and whether there are other technical faults that may compromise 
the stability of the application.

Isolation test

What is an
isolation test?

Once a sequence of load tests has established that a problem exists in a Web 
application, an isolation test helps testers identify what the particular 
problem is. In an isolation test, specific sets of transactions are often executed 
over and over again in exactly the same way. The workload for this type of 
test is designed to contain only the subset of the test cases that caused the 
problem in previous testing. An isolation test helps pinpoint, for example, 
which set of requests caused a Web server to send back an error message or 
caused a deadlock on the database server.

Workload models

What is a workload? A load test is designed to simulate a particular workload. The workload is the 
sum total of the burden of activity placed on the Web application to be tested. 
This burden consists of a certain number of virtual users who process a 
defined set of transactions in a specified time period. Assigning the proper 
workload is one of the most crucial parts of any performance analysis. If the 
workload is not properly designed, it is possible to reach misleading 
conclusions.

Steady-state workload

What is a steady-state 
workload?

A steady-state workload is the simplest workload model used in load testing. 
Here, a constant number of virtual users are run against the Web application 
for the entire duration of the test. The use of a steady-state workload provides 
exact response time and throughput measurements for a given number of 
users. This type of workload is often employed for stress and stability tests. 
Its attributes are illustrated in Figure 2.3.
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Figure 2.3
steady-state workload

A steady-state workload, however, does not replicate real-world conditions, 
where the number of simultaneous users changes, sometimes dramatically, 
over time.

Increasing workload

What is an
increasing workload?

An increasing workload helps testers to find the limit of a Web application’s 
work capacity, and is thus crucial for establishing fail-safe conditions. At the 
beginning of a load test, only a small number of virtual users are run. Virtual 
users are then added to the workload step by step, as shown in Figure 2.4. 
Load tests using this workload model run until the Web application response 
times exceed the permitted limit or, in a worst case, the application crashes. 
Increasing workload tests identify the maximum number of simultaneous 
users the Web application can support.

Figure 2.4
increasing workload

Scenario-based workload

What is a scenario-
based workload?

A scenario-based workload is the most complex workload model. The object 
is to achieve real-world conditions by varying the number of virtual users run 
during a test, depending on the time of the day. This workload type is used for 
stability tests that last a long time – 24 hours, a few days, or even a week. 
Figure 2.5 shows the attributes of a typical scenario-based workload.
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Figure 2.5
scenario-based 
workload

Typically, patterns of Web application use show peaks and troughs, with 
extreme highs and lows at certain times. There will be a surge of traffic at 
certain times of the day, for example, or when an e-business advertises a 
special offer, as well as during the holiday season or some other high-volume 
shopping period. As another example, there may be a lulls or a surge of 
interest in some areas as phone tariffs change.

Artificial workload

What is an
artificial workload?

Once it becomes clear that a bottleneck exists in a Web application, an 
artificial workload helps pinpoint the problem. In such tests, virtual users are 
run in a way that forces the problem to occur repeatedly. The problem is thus 
isolated and can be diagnosed accurately. Artificial workloads are used in 
isolation tests that are often very short, sometimes lasting only a few minutes.

Figure 2.6 shows a possible load test using an artificial workload. At the 
beginning only a small number of virtual users are run, but then the number is 
suddenly increased. A test like this is useful for locating a problem that 
occurs only when the number of users simultaneously accessing the 
application rises abruptly.

Figure 2.6
artificial workload
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Critical performance 
goals

The overall goal when analyzing the performance of a Web application is to 
ensure that the application is operating with optimum responsiveness, 
scalability, throughput, and stability:

• The Web application must be stable and robust; that is, it must continue 
to provide service over a long period of time even when heavily used.

• The response time for each Web page within an application should be as 
short as possible.

• The percentage of scalable Web pages should be as high as possible, 
optimally 100%.

• Web application throughput should be as high as possible.

• The number of errors that occur in the Web application should be as low 
as possible.

Stability

What is stability? The stability, or reliability, of a Web application is the foundation on which 
great performance can be based. A Web application must be robust and 
dependable, and must continue to provide service even if many users access 
it simultaneously or it experiences heavy usage over an extended period of 
time.

Response time

What is
response time?

Response time is the time from when the browser has finished sending a 
request to when it starts receiving the response. The perceived response time 
is the time from the beginning of the user action that generates a request to 
the end of the receipt of the response.

Figure 2.7 depicts the communication between a user and a Web application.
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Figure 2.7
response time factors

Referring to figure 2.7, the components of response time are as follows:

• Interaction time. is the time a user spends initiating a Web page request. 
The Web browser then sends the request over the Internet to the Web 
application. 

• The time it takes the Internet to transfer the request data from the Web 
browser to the Web server is called the network transmission time. 

• The Web server processes the request, accessing (if necessary) the 
respective back-end servers, and generates a response; this phase is 
called the request-processing time. 

• The Web server then sends the response over the Internet back to the 
Web browser, using another segment of network transmission time. 

• Finally, the user receives the response and reacts to it in another block of 
interaction time.

To sum it up, response time comprises the network transmission time and the 
request-processing time, while perceived response time consists of the 
interaction time, the network transmission time, and the request-processing 
time.
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Optimum response 
times

When analyzing and tuning Web application performance, the goal is to 
achieve response times shorter than a specified limit for a high percentage of 
the pages within the application. This time limit is often defined by the 
company’s marketing department based on research into customer 
expectations.

Scalability

What is scalability? As a Web site grows in popularity, the number of users seeking to access it 
will grow rapidly. How a Web application responds to this expanding 
workload is of critical importance. The application might be able to handle 
the pressure easily and stay responsive to the users, or performance might 
plummet. Scalability refers to the ability of a Web application to process an 
increasing load of requests for Web pages without experiencing 
disproportionate increases in response times. An application is considered 
scalable if it can process increasing numbers of requests without a significant 
drop in performance.

How scalability is 
measured

To put this in numerical terms, a Web application is considered scalable if the 
graph of Web page response times to the number of users accessing the 
application increases in a near-linear fashion. That is, as the load on a 
scalable application increases, the response time experienced by any user 
does not increase to a level badly out of proportion to the increased load.

In Figure 2.8 scalability is illustrated with the help of three Web pages, A, B, 
and C. The graph shows their response times as the number of users 
accessing the page simultaneously increases. Web page A represents 
theoretical scalability for an ideal Web application, with response times 
increasing in perfectly linear proportion to the number of users; unfortunately 
this is not possible in the real world. Web site B represents an acceptable 
level of practical scalability, where response times deviate significantly from 
the ideal level. Web page C, however, is not scalable, since the response time 
for this page rises so disproportionately to the number of users that the Web 
application crashes.
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Figure 2.8
scalability of
Web pages

Throughput

What is application 
throughput?

Application throughput is defined as the amount of work – the number of 
requests – processed by a Web application in a specified amount of time.

Throughput goal Throughput analysis is used particularly for Web application tuning. The 
objective is to increase the amount of work that the application can do, and in 
particular to maximize the number of requests it can handle.

Errors

Error types Since the World Wide Web is a complex network architecture connecting 
millions of computers, errors can occur anytime, anywhere. The goal is to 
minimize the number of errors that occur when users access a Web 
application. Web application crashes, Web server timeouts, and errors related 
specifically to Web technology are the most common Web application errors.

What is a Web 
application crash?

• A Web application crash is the sudden failure of a Web application. 
Reasons for a crash can vary widely. Crashes often happen when users 
send more requests to the Web application than it can handle, or when 
there are critical errors in the application.

What is a Web 
application timeout?

• A Web browser waits for a specified amount of time for a response from 
a Web application; if it does not receive the response within the allotted 
time, it reports a timeout to the user, typically with a “Page cannot be 
displayed” message. This error often occurs if a Web application is too 
busy processing other requests to respond in a timely manner.
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What are errors 
related to Web 
technology?

• These errors can occur during Web page requests, within Web page 
content, and during Web page responses. Errors of this sort occur, for 
example, when Web pages cannot be found on the server, when 
hyperlinks to other pages do not work, or when a request encounters Web 
application access restrictions, such as password protection.

Traffic analysis

Why traffic is analyzed In a load test, it is essential that real users be simulated as accurately as 
possible. Test designers must carefully examine the traffic between actual 
users and the Web application to be load tested, and use the data gathered to 
create a load test that accurately mimics observed traffic.

Proxy recording One way to achieve this is to connect the Web browser through an 
intermediary – a proxy server – to the Web application. The proxy then 
captures and records all the traffic between the browser and the Web server. 
This is called proxy recording.

Application hooking If proxy recording is not possible, there is another way to capture and record 
Web traffic. Web browsers use standard functions to communicate with Web 
applications, and these functions can be hooked into in order to add the 
capability of capturing and recording traffic between the browser and the 
Web server. This technique is called application hooking. Both techniques – 
proxy recording and application hooking – can be combined.

Proxy recording

A proxy server acts as an intermediary between Web browsers and servers. 
Figure 2.9 illustrates a network with Web browsers and Web servers 
communicating through a proxy server. The proxy server presents two faces 
to the world. To Web browsers, it appears to be a Web server; to Web servers 
it appears to be a browser. To the user, the proxy server is virtually invisible. 
All interactions seem to occur directly with the addressed Web server. The 
proxy is not quite invisible, however: its Web address has to be specified as a 
configuration option in the Web browser.
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Figure 2.9
network with proxy

How a proxy server 
works

The proxy server receives a request for a Web page from a Web browser and 
checks whether the page is among previously downloaded Web pages in its 
cache. If it finds the page, it returns it to the browser without needing to 
forward the request to the Web server. If the page is not found, the proxy 
server, acting as a client on behalf of the browser, requests the Web page 
from the Web server. When the page is returned, the proxy server relates it to 
the original request and forwards it on to the browser.

Capturing and 
recording traffic

For the purposes of the load test, then, the proxy captures and records all the 
traffic exchanged between the Web browser and the Web server. The load 
test is based on this traffic – it will generate the same traffic, or traffic as 
similar to it as possible, and thus accurately simulate a real user.

Application hooking

What is application 
hooking?

Application hooking, a second method for capturing and recording the traffic 
between a Web browser and a Web server, uses, or “hooks into,” the function 
library – simply a collection of functions – that enables the Web browser to 
communicate with the Web server. This library contains functions to 
establish connections, send requests, wait for responses, receive responses, 
and close connections. When the Web browser is started, this function library 
is hooked into in a way that allows the functions to perform all their work 
while Web traffic is being captured and recorded in the background.

When application 
hooking is used

Application hooking, rather than proxy recording, is used when:

• The user cannot employ a Web browser to access the server, but has to 
use another application instead. This client application cannot be 
configured to connect to the server through a proxy.
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• The user does not want to modify the proxy settings in the Web browser 
every time he intends to record traffic. Application hooking is easier than 
proxy recording since the load-testing tool takes care of hooking into the 
function library to record and capture the traffic.

Proxy recording with hooking

A special way of capturing and recording Web traffic is available by 
combining application hooking with proxy recording. Here, the Web 
browser’s communication function library is hooked into so that the traffic 
can be redirected to a proxy. The proxy then captures and records the traffic. 
This method requires a protocol that allows any type of Internet traffic to be 
sent over a proxy. The SOCKS protocol fits this requirement perfectly.

SOCKS protocol The SOCKS protocol enables a client application – a Web browser in this 
case – to establish a connection to the server through a proxy, regardless of 
the Internet protocol being used. Instead of sending the data directly to the 
server, the client application “wraps” the data sequence to be sent in SOCKS 
protocol traffic and sends it to the proxy. The proxy unwraps the traffic and 
forwards it to the Web application with which the client wishes to connect. 
Once a connection between the client and the server has been established, the 
flow of traffic follows the usual protocol.

Using the SOCKS 
protocol to record 
traffic

SOCKS protocol traffic consists of the SOCKS protocol header and the 
actual data. Figure 2.10 shows the format of a SOCKS protocol header, and 
illustrates how the protocol works. When establishing a connection, the client 
sends this data sequence to the proxy, followed by the actual data. By parsing 
the “host” and “port” fields of the SOCKS protocol header, the proxy 
ascertains the destination address, and then forwards the traffic to that server. 
While doing so, the proxy captures and records the traffic.

Figure 2.10
SOCKS protocol 
header
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Why load tests use 
scripts

When the traffic between a Web browser and a Web server has been captured 
and recorded, it could then be used to run load tests. These tests, however, 
would reproduce exactly the behavior recorded on that one occasion, and 
thus would not provide very accurate results. The same user, performing the 
same transactions, would be sending exactly the same requests to the Web 
application over and over again. This is not how things happen in real life, 
where many different users browse in their own individual ways, entering 
personal information that differs for each user, in traffic patterns that ebb and 
flow in ever fluctuating waves. To create useful load tests, recorded traffic 
must be modified in scripts to emulate real-world variations demonstrated by 
actual users of the Web application being tested.

What is a
load-testing script?

A load-testing script is a specific set of operations for a virtual user to 
perform, designed to replicate real-world user activity on a Web application. 
The script is written in a scripting language – a language based on a 
computer programming language, complemented with extensions for load 
testing. A load-testing script has certain essential characteristics: it contains 
transactions that describe the work, function calls to easily communicate with 
a Web application, and random variables to vary the behavior of a virtual 
user. The benefit of a script is that it can be customized by the tester in many 
different ways in order to replicate the varied patterns of real-life Web traffic.

Transactions

What is a transaction? A transaction is the basic component of a load-testing script; it is a sequence 
of Web application accesses, involving user interaction and having a certain 
logical sequence, as shown in Figure 2.11.

Figure 2.11
typical transaction
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For example, a transaction might consist of the sequence of events where a 
user accesses an e-business application, browses its contents, orders a 
product, and then leaves the application.

User interaction User interaction happens when users are interacting with their Web browsers, 
but are not actually sending or receiving requests. Interaction time is the 
period from when users receive a Web page to when they send their next 
request – the time it takes them to read and absorb the contents of the page, 
including the time it takes them to decide what to do next.

Outcomes of 
transactions

Transactions have one of only two possible outcomes – they can either 
succeed or fail. Even if 90% of the individual actions within a transaction are 
successful, the 10% that fail will cause the entire transaction to fail. For 
example, when a user is ordering a product, a single error in entering credit 
card details will cause the transaction to fail.

Scripting functions

What is a
scripting function?

A scripting language needs to describe the behavior of a virtual user and the 
interaction between the user and the Web application to be tested. It thus 
needs a number of scripting functions to describe user actions and make 
communication possible. A scripting function is a named set of operations 
that performs a distinct action; the statement that invokes the function is 
called a function call.

The functions introduced in Table 2.1 illustrate in a general way how actions 
can be described in a load-testing script. Since this description is of a general 
nature, the functions and code examples given here are not specific to any 
scripting language; pseudocode is used instead.

Table 2.1
pseudocode scripting 
functions

Function Description

OpenBrowser This function indicates the beginning of a Web-
browsing session for the virtual user. It starts the Web 
browser emulation.

AccessPage This function sends a Web page request to the 
application, receives the response, parses the response 
for embedded items (like graphics, for example), and 
requests those items from the Web application. This is 
done by means of the HTTP GET method.
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Example given in 
pseudocode

The code example in Figure 2.12, given in pseudocode, shows a simple 
instance of an interaction between a virtual user and a Web application. At 
the beginning, the virtual user opens its Web browser, in this case 
Microsoft’s Internet Explorer. A Web page with the URL “www.shopit.com” 
is then accessed. The virtual user follows the “Product Order” link on the 
page, selects a DVD player from the product list, enters its name (“John 
Smith”) and address (“First Avenue, New York”), and submits the order. At 
the end of the Web-browsing session, the virtual user closes the Web 
browser.

Figure 2.12
code example:
ordering a product

transaction OrderProduct
begin
  OpenBrowser(InternetExplorer);
  AccessPage(www.shopit.com);
  FollowLink(ProductOrder);
  SubmitForm(Product=DVDPlayer, Name=JohnSmith,
             Address=FirstAvenue, City=NewYork);
  CloseBrowser();
end OrderProduct;

Random variables

Why random variables 
are required

Although any number of virtual users can be run in a given load test, the 
behavior of the users is usually described in only one test script. A load test 
that ran a number of virtual users who all did exactly the same work, 
however, would not be very useful. Varying the behavior of virtual users is 
made possible through the use of random variables in the test script. A 

FollowLink This function invokes the following of a link in a Web 
page. It thus sends the relevant Web page request to the 
application and downloads the new page with all its 
embedded items. This is done by means of the HTTP 
GET method.

SubmitForm This function posts the contents of a Web form in a 
page to the Web application by means of the POST 
method or the GET method.

ClearDocumentCache This function deletes the contents in the document 
cache of the emulated Web browser.

ClearCookieDatabase This function deletes the contents in the cookie 
database of the emulated Web browser.

CloseBrowser This function indicates the end of a Web-browsing 
session for the virtual user, and stops the Web browser 
emulation.

Function Description
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random variable provides a different value each time it is read. Its value is 
assigned to variables or passed to functions as a parameter, thereby 
randomizing important values in the script.

Distributions used for 
random variables

To make a load test as realistic as possible, load-testing scripts take 
advantage of random variables that generate values based on binomial, 
uniform, and exponential distributions.

Binomial distribution To randomize a virtual user’s choice between doing a specific task or not, a 
random variable is required that generates the Boolean values “true” or 
“false.” Random values like these are generated with the help of binomial 
distribution. In general, binomial distribution generates Boolean values with 
a certain probability. For example, if a 60% probability is specified for the 
value “true,” the corresponding probability value of 40% is assigned to 
“false.”

Figure 2.13 shows the probabilities of a Boolean random variable generating 
the values “true” and “false.” Here the binomial distribution parameters are 
those in the preceding example.

Figure 2.13
binomial distribution

Discrete uniform 
distribution

A random variable that generates values following discrete uniform 
distribution enables a virtual user to randomly select alternatives, for 
example, to decide which product to choose from a list. The discrete uniform 
distribution has the density function shown in Equation 2.1.

Equation 2.1
discrete uniform 
distribution

Here, N is the number of alternatives to select from; x may be any value 
between 1 and N inclusive.

Figure 2.14 shows the probabilities that a random variable will generate any 
of the values between 1 and N inclusive.

f x( ) 1
N
----=
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Figure 2.14
discrete uniform 
distribution

Exponential 
distribution

Randomizing the time for interaction between a virtual user and a Web 
browser requires a random variable that generates values by means of 
exponential distribution, the only continuous distribution that is 
“memoryless” – in predicting the next value, the distribution does not 
“remember,” or consider, the previously generated values. The exponential 
distribution function is defined as shown in Equation 2.2.

Equation 2.2
exponential 
distribution Here, x may be any value; λ (lambda – the exponential function parameter) is 

a floating-point value greater than 0; e, called Euler’s e, is the base of the 
natural logarithm.

Figure 2.15 shows, for the full range of values between 0 and n inclusive, the 
probability that a value will be generated by a random variable that creates 
floating-point values by means of exponential distribution. A set of values 
generated by means of exponential distribution contains many values slightly 
below the mean value and a relatively smaller number of values significantly 
higher than the mean value.

Figure 2.15
exponential 
distribution

How virtual user 
behavior can be 
randomized

The code example in Figure 2.16 illustrates how random variables can be 
used to vary the behavior of a virtual user. The script excerpt uses three 
different random variables:

f x( ) λ e
λ x⋅( )–⋅=
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• “decision” generates values by means of binomial distribution; the 
probability that the variable will contain the value “true” is 60%, and the 
probability that it will contain “false” is 40%.

• “productNumber” generates values between 1 and 5 inclusive, by means 
of discrete uniform distribution; the probability that any value will be 
generated is the same for all values.

• “interactionTime” generates floating-point values by means of 
exponential distribution; the mean value for the distribution used is 5.0.

At the start of the Web-browsing session, the virtual user accesses the Web 
page with an overview of the products the online shop offers 
(“www.shopit.com/products”). After a short interaction time, the user 
decides whether to order a product. The probability that the user will order a 
product is 60%. If the user decides to order a product (in other words, if the 
random variable generates the value “true”), the user selects one of the five 
products and sends the product number, and also the name (John Smith) and 
address (First Avenue, New York), to the Web application.

Figure 2.16
code example:
randomly ordering
a product

var
  decision        : Binomial(0.6);
  productNumber   : Uniform(1..5);
  interactionTime : Exponential(5.0);

transaction OrderProduct
begin
  AccessPage(www.shopit.com/products);
  Wait(interactionTime);
  if decision then
    SubmitForm(Product=productNumber, Name=JohnSmith,
               Address=FirstAvenue, City=NewYork);
  end;
end OrderProduct;

Summary

This chapter discussed how the performance of a Web application might be 
analyzed by means of load testing. The use of virtual users was described, as 
were the different types of load tests and of workload models used. Load-
testing goals were identified as the providing of information that would lead 
to ensuring the optimum stability, responsiveness, scalability, and throughput 
of a Web application. A detailed outline was given of the methods used in 
load tests for recording traffic and for customizing test scripts.
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Chapter 3 Reproducing Web Behavior

“Before everything else, getting ready is the secret of success.”

– Henry Ford

For a load test to be useful, it must produce accurate results. To do this, the 
test must realistically simulate the behavior of both e-business customers and 
the system that comprises the Web application with which these customers 
will interact. It must also generate meaningful and useful feedback from 
these simulations.

Testing requirements Three conditions must be met before load testing can begin: the load-testing 
environment – the Web application to be tested, the network, and the load-
driving machines – needs to be adequately equipped, the virtual users must 
be set up to perform tasks in the same way as real users, and the Web browser 
emulation used must be as accurate as possible.

This chapter outlines how load tests must be performed in order to obtain 
accurate test results.

Overview

A load-testing environment consists of the Web application to be tested and a 
number of driver machines, connected together through a local area network. 
Figure 3.1 shows a typical load-testing environment with a Web server, an 
application server, a database server, and four driver machines, each of which 
hosts and runs a number of virtual users.
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Figure 3.1
load-testing 
environment

Network

In a typical load-testing environment, the Web application and the driver 
machines are connected through a local area network, consisting of a series 
of nodes interconnected by communication paths. A local area network 
typically uses twisted pair wires, providing transmission speeds between 
100 Mbps (millions of bits per second) and 1 Gbps (billions of bits per 
second).

The network must not 
skew the test

It is vital to ensure that the network itself does not become the bottleneck of 
the load test. Therefore, the capacity of the network in relation to the traffic 
generated by the driver machines must be carefully examined. 

At the same time they are creating traffic with which to burden the Web 
application, driver machines will be generating network traffic as they 
communicate with each other for synchronization and data exchange. For the 
purposes of load testing, however, this traffic can usually be ignored since it 
constitutes only a tiny portion of the overall traffic. 

As a further safeguard, result data is usually kept on the driver machine until 
the load test has finished, and is only then sent to a central repository. Thus, 
even if large amounts of data are accumulated, data exchange between driver 
machines will not influence a load test.
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Bandwidth

What is bandwidth? A network’s bandwidth defines how much traffic the network can carry in a 
particular time period. The bandwidth can be quantified as the maximum 
number of bits that can be transmitted over the wire in one second. Because 
this value includes the network overhead traffic, the resulting throughput of 
data is slightly lower than the nominal value. The bandwidth depends on 
whatever network device is used, on the physical wire itself, and on the 
network structure.

Bandwidth must not 
skew the test

To ensure that the network bandwidth does not become the bottleneck in the 
load-testing environment, it must be significantly higher than the average 
amount of traffic transferred over the network per second.

How the actual 
bandwidth is 
calculated

Each network has a theoretical bandwidth, depending on the network 
medium. For example, one of the most popular network platforms (100T-
BASE Ethernet) has a theoretical, or nominal, bandwidth of 100 Mbps. The 
actual, or available, network bandwidth, however, does not correspond to the 
theoretical bandwidth. Several factors influence the amount of traffic that can 
be transferred over a network, principally:

• the number of computers connected to the network

• the number of nodes (hubs and switches) in the network

• the network utilization

These three factors determine the number of collisions that occur on a 
network. A collision happens when two or more computers try to send data at 
exactly the same time. The packets collide, and the network discards them 
both. The computers that send the packets are aware of the collision, and try 
again later.

Figure 3.2
collision levels
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Figure 3.2 illustrates how the frequency of collisions rises as network traffic 
increases. For test results to be reliable, the number of collisions must be 
within the “acceptable” area.

The actual bandwidth that is available for load testing is typically between 
10% and 35% of the theoretical network bandwidth. To calculate the amount 
of traffic that can be transferred over the network during a load test, the 
actual network bandwidth is multiplied by the duration of the load test. For 
example, a load test might be run for one hour (3,600 seconds) on a fast 
network with a theoretical bandwidth of 100 Mbps, 15% of which can 
actually be used. In this case, the amount of traffic that can be sent over the 
network during the load test is calculated as shown in Equation 3.1.

Equation 3.1
network capacity for
a sample load test

How the required 
bandwidth is 
calculated

The available bandwidth on the network should be comfortably greater than 
that needed for a given load test for the results to be reliable. To calculate the 
bandwidth needed for a load test, first a single virtual user is run and the 
amount of traffic the user sends to and receives from the Web application is 
measured. The sum is then multiplied by the number of virtual users run 
during the test. For example, a single virtual user might send 50 KB of 
request data to the Web application and receive 500 KB of response data, and 
5,000 virtual users might be run during the load test. In that case, the amount 
of traffic sent over the network during the test is calculated as shown in 
Equation 3.2.

Equation 3.2
network traffic during 
a sample load test If the duration allotted to the load test is one hour, the amount of traffic 

involved (2.6 GB) can easily be transferred over the network. However, if the 
load test were to last only half an hour, the network bandwidth might skew 
the load test. The network capacity (half of 6.58 GB, that is 3.29 GB in half 
an hour) is not sufficiently greater than the requirements for the test.

Network nodes

What is a
network node?

A network is a series of nodes interconnected by communication paths. A 
node is any connection point, and this may be either a redistribution point or 
an end point for data transmissions. At a distribution point, a node is a 
forwarding device for the data that flows through a network. It is able to 
recognize and forward transmissions to other nodes. Nodes use hubs and 
switches.

100 Mbps 0.15 3,600 sec⋅ ⋅ 54,000 Mbit 6.59 GB= =

5,000 users 50 KB 500 KB+( )⋅ 2,750,000 KB 2.6 GB= =
36 Load Testing for eConfidence



3  REPRODUCING WEB BEHAVIOR

Network
Hubs A hub is a convergence point, a place where data from many different 
directions comes together and from which it is forwarded to many other 
destinations. A hub is not an intelligent routing device; it simply forwards all 
data it receives to all the devices connected to it. Each hub has a defined 
bandwidth or rate at which it can process data, usually either 10 Mbps, 
100 Mbps, or 1 Gbps. When devices connected to a hub have a faster 
network connection than the hub has, the speed of the network is reduced to 
the bandwidth of the hub. Conversely, a fast hub offers no advantage when 
the network has a lower bandwidth.

Figure 3.3 illustrates network traffic between Web browsers and Web servers 
where the network includes a hub. A request for a Web page is sent from 
browser A to server A. However, when the request negotiates the hub, it is 
sent out to all the computers connected to the hub; this reduces the network 
availability for each computer to 25%.

Figure 3.3
network with hub

Switches A switch is a network device that selects a path for sending data to its next 
destination. The time a switch takes to figure out where to forward a data unit 
is called its latency. In relation to load testing, however, latency can be 
ignored, since the times involved are negligible.

Unlike a hub, a switch distributes network packets only to the network device 
a particular packet should be sent to. The bandwidth of a switch can be 
significantly higher than the bandwidth of some network connections 
because data packages are not distributed to every computer connected to the 
network. Thus, an example of an optimal arrangement would be where ten 
driver machines, each with a network connection capacity of 10 Mbps, were 
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connected to a 100 Mbps switch. Since the switch would route data 
intelligently (only to the computer to which it was addressed), the network 
capacity would be used to its full capacity, at optimum speed ratings.

Figure 3.4 illustrates network traffic between Web browsers and Web servers 
where the network includes a switch. A request for a Web page is sent from 
browser A to server A through a switch. At the same time, Web server B 
sends a response to Web browser B, without influencing the communication 
between the other computers. The switch sends data intelligently, that is, only 
to the appropriate computers.

Figure 3.4
network with switch
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Use of proxy servers

In a load test, the connection between the driver machines and the Web 
application being tested may be through a proxy server, as shown in 
Figure 3.5.

Figure 3.5
network with proxy

Where this happen, it is important to ensure that the use of the proxy server 
does not compromise the accuracy of the test. For test results to be valid, the 
speed of the proxy server must be at least equal to that of the Web server.

Driver machines

In order to measure the performance of a Web application, it is necessary to 
generate the appropriate load by using one or more driver machines.

Driver machines must 
not skew the test 
results

To ensure that the driver machines do not operate under overload conditions 
and thereby invalidate load test results, their operational status must be 
monitored. Special attention should be paid to driver machine 
responsiveness, processor utilization, and memory utilization.
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Responsiveness

What is
driver machine 
responsiveness?

The responsiveness of a driver machine describes how quickly the computer 
becomes available for a specific task. This is quantified by comparing the 
defined execution time for a task in ideal circumstances with its measured 
execution time. Responsiveness is then defined as the ratio between these 
two times, as shown in Equation 3.3.

Equation 3.3
driver machine 
responsiveness

In the case of a lightly loaded driver machine, the ratio will be equal to or 
very close to 100%. Responsiveness is poor when there is significant 
divergence between the defined execution time and the actual execution time. 
Table 3.1 shows how responsiveness relates to the driver machine load.

Table 3.1
driver machine 
responsiveness

The calculation and interpretation of driver machine responsiveness are 
illustrated here with the help of two sample driver machines, A and B. Both 
driver machines run a task whose execution should last exactly 1 second. 
During the load test, the execution of that task on driver machine A takes, on 
average, 1.05 seconds. The calculation of the responsiveness is shown in 
Equation 3.4.

Equation 3.4
responsiveness of 
driver machine A

The responsiveness of driver machine A, 95.2%, is quite good, so the load on 
the driver machine will not influence the test results. On driver machine B, 
however, the execution of that task takes, on average, 1.4 seconds. The 
calculation of the responsiveness for this driver machine is shown in 
Equation 3.5.

Equation 3.5
responsiveness of 
driver machine B

The responsiveness of driver machine B, 71.4%, is quite poor. The load 
generated by this driver machine will not correspond to a real-world load; 
thus the results generated by this machine will be invalid.

responsiveness
defined execution time [sec]
actual execution time [sec]

--------------------------------------------------------------------=

Responsiveness Load on driver machine Test results

> 95% Light Fully satisfactory

90%-95% Medium Acceptable

< 90% Heavy Undependable

responsiveness (A)
1 sec

1.05 sec
-------------------- 95.2%= =

responsiveness (B)
1 sec

1.4 sec
----------------- 71.4%= =
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Processor utilization

What is processor 
utilization?

Processor utilization defines the percentage of time that a processor is busy 
executing tasks. It can be quantified as the proportion of time spent doing 
useful work, as defined in Equation 3.6.

Equation 3.6
driver machine 
processor utilization

If the processor utilization is 100%, the computer has run out of available 
processing capacity. In a load test, this can happen if there are too many 
virtual users running at the same time. Table 3.2 shows how processor 
utilization relates to the load on the driver machine.

Table 3.2
driver machine 
processor utilization

The calculation and interpretation of processor utilization are illustrated here 
with the help of two sample driver machines, A and B. The processor time 
was measured for three seconds on each machine. Driver machine A hosts 
only a few virtual users, so during the measurement period the processor is 
busy for only 1.2 seconds. The processor utilization is calculated as shown in 
Equation 3.7.

Equation 3.7
processor utilization of 
driver machine A

The processor utilization of driver machine A, 40%, is quite low, so the 
machine certainly could host more virtual users. Driver machine B hosts a 
huge number of virtual users, so during the measurement period the 
processor is busy for 2.9 seconds. The processor utilization is calculated as 
shown in Equation 3.8.

Equation 3.8
processor utilization of 
driver machine B

The processor utilization of driver machine B, 96.6%, is very high; the 
machine is hosting too many virtual users. Therefore, some of the virtual 
users should be run on driver machine A instead.

processor utilization
processor busy time [sec]

processor observation time [sec]
-----------------------------------------------------------------------------=

Processor utilization Load on driver machine Test results

> 90% Heavy Undependable

70%-90% Medium Acceptable

< 70% Light Fully satisfactory

processor utilization (A)
1.2 sec
3 sec

----------------- 40%= =

processor utilization (B)
2.9 sec
3 sec

----------------- 96.6%= =
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Memory utilization

Random access 
memory and virtual 
memory

A computer’s total memory comprises its random access memory and its 
virtual memory. Random access memory (RAM) is where application data is 
kept while an application is running. RAM is much faster to read from and 
write to than the other kinds of storage in a computer, like the hard disk or a 
floppy disk. Virtual memory, on the other hand, is an arrangement that allows 
applications to use a range of memory larger than the actual amount of RAM. 
In this arrangement, memory is housed on the computer’s hard disk until it is 
needed; it is then copied temporarily into random access memory.

What is memory 
utilization?

Memory utilization defines the amount of memory allocated by the driver 
machine in relation to the available amount of RAM. This is shown in 
Equation 3.9.

Equation 3.9
driver machine 
memory utilization

Table 3.3 shows how memory utilization relates to the driver machine load.

Table 3.3
driver machine 
memory utilization

Swap files and disk 
swapping

High memory utilization indicates that the driver machine is low on available 
memory, and this can cause disk swapping. During disk swapping, a part of 
the data in RAM is removed to a swap file for storage. A swap file is a space 
on a hard disk used as the memory extension of a computer’s random access 
memory. Having a swap file allows a computer to pretend that applications 
have more RAM than the computer is actually equipped with. As mentioned 
earlier, hard disks are slower than physical RAM, therefore disk swapping 
degrades the overall performance of the computer. In a load test, this can 
happen when too many virtual users are running on a given machine.

The calculation and interpretation of memory utilization are illustrated here 
with the help of two sample driver machines, A and B, each of which is 
equipped with 256 MB of RAM. Driver machine A hosts only a small 
number of virtual users whose execution requires a total of 177 MB of 
memory. The memory utilization is calculated as shown in Equation 3.10.

Equation 3.10
memory utilization of 
driver machine A

memory utilization
allocated memory [MB]
physical memory [MB]
----------------------------------------------------------=

Memory utilization Load on driver machine Test results

> 150% Heavy Undependable

125%-150% Medium Acceptable

< 125% Light Fully satisfactory

memory utilization (A)
177 MB
256 MB
-------------------- 69.1%= =
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The memory utilization of driver machine A, 69.1%, is quite low, so the 
machine could host more virtual users. Driver machine B hosts a greater 
number of virtual users whose execution requires 405 MB of memory. The 
memory utilization is calculated as shown in Equation 3.11.

Equation 3.11
memory utilization of 
driver machine B

The memory utilization of driver machine B, 158.2%, is very high; the 
machine is hosting too many virtual users. Therefore, some of the virtual 
users should be run on driver machine A instead.

Client IP addresses

IP addresses and load 
balancers

Large server environments with multiple Web servers often use load 
balancers, electronic devices that distribute the requests to the various Web 
servers. Many load balancers use the clients’ IP addresses to distribute the 
requests. Furthermore, most load balancers maintain persistence in 
connections. This means that requests from a particular IP address are sent to 
the same server. This is useful when sessions need to be maintained.

When a load test is run against a server environment with a load balancer, it 
is important to avoid unevenly distributed load patterns. Without 
intervention, the requests sent by virtual users would betray the fact that they 
originate from the same computer because their IP addresses were the same. 
This could cause problems with load balancing; thus, different IP addresses 
need to be assigned to virtual users in load tests.

What is a network 
interface card?

Multiple IP addresses can be configured on a network interface card. The 
network interface card (NIC) is the circuit board installed in a computer so 
that the computer can be connected to a network. When multiple IP addresses 
are set up on one computer it is said to be multi-homed.

Multiplexing In load testing, multiple IP addresses are allotted to the network interface 
cards of the driver machines used, and these various IP addresses are 
assigned to virtual users. When the load test is run, all of the virtual users on 
one driver machine – with their many IP addresses – communicate over a 
single network connection to the Web application being tested. This is an 
example of multiplexing.

Figure 3.6 shows a load-test environment, with multi-homed driver machines 
communicating with a Web application by means of multiplexing.

memory utilization (B)
405 MB
256 MB
-------------------- 158.2%= =
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Figure 3.6
multi-homed
driver machines

User simulation

What is a simulator? The actions described in a load-testing script are performed by programs 
called simulators, one of which runs for each virtual user. A simulator is 
responsible for calling the transactions for the virtual user, managing the 
queue of waiting transactions, and performing measurements during a load 
test.

Transaction order

Randomizing 
transaction order

To make each user simulation as realistic as possible, a simulator usually 
employs a random algorithm for choosing the next transaction to be 
executed. The probability of a transaction being executed next depends on 
the number of times that transaction is scheduled to be executed during the 
load test. Equation 3.12 gives examples of how this probability is calculated. 
If a virtual user has to execute the transaction “Search” 100 times and the 
transaction “Buy” 10 times, P(X) gives the probabilities that each transaction 
will be executed next.
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Equation 3.12
probability ratings that 
transactions will be 
executed

Each time a transaction is executed, the probability that a given transaction is 
executed next changes, because the total number of transactions to be 
executed changes. If the transaction “Search” is executed first, the probability 
P(X) that a particular transaction will be executed next changes accordingly. 
This is shown in Equation 3.13.

Equation 3.13
probability ratings that 
transactions will be 
executed

Transaction execution interval

Randomizing the 
transaction execution 
interval

In real life, users do not access a Web application all at once. Nor do they 
perform transactions at regular intervals. There are mathematical models that 
are used to mimic this behavior. One such model is called the Poisson 
Distribution. To create as realistic a user simulation as possible, the simulator 
uses a Poisson Distribution to randomly generate values for the delays 
between the execution of the several steps of each transaction. The load test 
duration and the total number of transactions to be executed determine the 
mean execution interval between the transactions. This is shown in 
Equation 3.14.

Equation 3.14
transaction execution 
interval

For example, when the transactions described in the previous example are 
allotted a total load test duration of one hour (3,600 seconds), the mean 
transaction execution interval is calculated as in Equation 3.15.

Equation 3.15
sample transaction 
execution interval

Thus, a virtual user executes the transactions at average intervals of 
32.7 seconds. Within this mean interval, transactions are distributed 
randomly. Random values for the actual delays between transactions are 
generated by means of exponential distribution.

Transaction queues A transaction is placed in a queue if another transaction is being executed 
when the request is made, or if there are already other transactions in the 
queue awaiting execution. The queue operates on a “first in, first out” basis.

P X = Search( ) 100
100 10+
--------------------- 90.9%= =

P X = Buy( ) 10
100 10+
--------------------- 9.1%= =

P X = Search( ) 99
99 10+
------------------ 90.8%= =

P X = Buy( ) 10
99 10+
------------------ 9.2%= =

execution interval
load test duration [sec]
number of transactions
-------------------------------------------------------=

execution interval
3,600 sec
100 10+
---------------------- 32.7 sec= =
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Modem simulation

Modems and their use Home and small business computers are frequently connected to the Internet 
through a modem. A modem is an electronic device that is either built into a 
computer or attached to it, and enables people to access the Internet using 
standard telephone connections.

Why modems need to 
be simulated

The connection between a Web browser and a Web application is only as fast 
as the slowest component on the network. In the connection from a home 
user to the Internet, the modem is usually the slowest link in the 
communication chain. As load tests are usually conducted over high-speed 
connections, modems need to be simulated.

Modems relevant to 
load testing

The types of modems that are relevant to load testing are voice-line modems 
and high-speed modems. Other modem types do not need to be simulated in 
tests, because their connection speeds are so high that they do not slow the 
connection down. This type includes cable modems, for example, which 
provide Internet access on television supply cables.

Voice-line modems A voice-line modem converts digital signals from the computer to analog 
signals that can be sent through a telephone wire, and vice versa. The 
modulation process involves the conversion of the digital signals to analog 
audio-frequency tones. Digital highs are converted to a tone having a certain 
constant pitch; digital lows are converted to a tone having a different constant 
pitch. Typical connection speeds that modems support are 14.4, 28.8, 33.6, 
and 56 Kbps.

High-speed modems A high-speed modem connects a computer to the adapters that are required 
for new formats of digital transmission over ordinary telephone copper wire. 
The formats relevant to load testing are Integrated Services Digital Network, 
Digital Subscriber Line, and T1. Integrated Services Digital Network (ISDN) 
provides a connection speed of 128 Kbps, Digital Subscriber Line (DSL) 
provides a speed of 384 Kbps, and T1 provides a speed of 1.544 Mbps.

Wireless data 
transmission

Internet access by means of a mobile phone (using the Wireless Application 
Protocol, WAP) uses the low bandwidth of a wireless-handheld network.

Figure 3.7 illustrates the types of connections to the Internet in general use 
today that are relevant to load testing.
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Figure 3.7
Internet connection 
types

In a typical load-testing environment, however, the driver machines are 
connected to the Web application through a fast local area network. Without 
modem simulation virtual users would send and receive traffic much more 
quickly than would real users who employed modems.

Modem simulation in a 
local area network

Modems are simulated by slowing down the rate at which data is sent and 
received by virtual users. The data that users send and receive are 
interspersed with pauses of specified duration over a period of time. By 
simulating modem use in this way, the connection through a local area 
network can accurately represent the Internet connections achieved with 
modems.
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Figure 3.8 illustrates how modem simulation is performed. The local area 
network can transport the data packets far more quickly than can the 
telephone line. However, breaks – or pauses in transmission – are inserted 
between packets when they are sent on the local area network, thereby 
accurately reproducing the slower speed of the telephone line connection.

Figure 3.8
modem simulation

Web browser emulation

A real user accesses Web applications with the help of a Web browser. A 
browser, however, does much more than just send requests to a Web 
application, receive responses from the application, and display the resulting 
Web pages. The browser also uses many techniques to speed up the 
interaction between a user and the application and to make the Web-browsing 
session more comfortable for the user.

The many functions of 
Web browsers

These factors, like many others – the communication protocol, the way 
connections to the Web server are maintained, the execution of browser 
threads, the document cache, the cookie database, and the use of redirection 
to other Web pages – all have to be considered when running virtual users 
against a Web application. Chapter 4, “Emulating Web Browsers,” discusses 
in detail the factors most relevant to making Web browser emulation as 
accurate as possible.
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Summary

This chapter illustrated the requirements that must be fulfilled in order to 
obtain accurate test results from load testing. It introduced the components in 
a load-testing environment: the Web application to be tested, the driver 
machines, and the network. The status of driver machines was described in 
terms of responsiveness, processor utilization, and memory utilization. Also 
described were the network components that are decisive for accurate load 
test results, and how the network bandwidth and network nodes influence the 
speed of data transmission on the network. The necessity of creating virtual 
users that replicate the behavior of real users as accurately as possible was 
discussed. Finally, the need for faithful emulation of varied classes of Web 
browsers, a topic that will be covered in detail in Chapter 4, was discussed.
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Chapter 4 Emulating Web Browsers

“Everything should be made as simple as possible, but not simpler.”

– Albert Einstein

In the world of e-commerce, Web browsers are the point of contact both 
between users and the global shopping mall and between e-businesses and 
their customers. Browsers are the workspaces of e-commerce, where goods 
and services are displayed, information provided, and orders taken. Web 
browsers are so central to the performance of a Web application that it is 
absolutely vital to properly replicate them when conducting load tests.

This chapter discusses the issues involved in the accurate emulation of 
today’s Web browsers. This topic encompasses Web communication 
protocols, the execution of browser threads, the simulation of a document 
cache and a cookie database, and the use of redirection to other Web 
addresses.

Overview

A browser is a program that provides a way for users to look at and interact 
with the information on the World Wide Web. The word “browser” 
originated prior to the Web as a generic term for user interfaces that made it 
possible for simple text files to be read online.

Today’s Web browsers, of course, do far more than simply display text files. 
In fact, they have gone far beyond the functions that the user sees them 
perform – sending requests, and receiving and displaying responses. Current 
browsers run many background functions to make the user’s Web experience 
more pleasurable, and these expand greatly the opportunities for e-business.
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Components of a Web 
browser

Figure 4.1 shows the principal components of a current Web browser. The 
display window is where Web pages and their contents are displayed for the 
user. What appears in the display window is organized by the Web browser’s 
data-processing unit. This unit is the control center; it checks whether 
requested data is available in the browser’s document cache, sends requests 
to the Internet, receives responses, and updates the document cache. The 
document cache is an area where previously accessed documents are stored 
to save the time and effort involved in retrieving them repeatedly from the 
World Wide Web. 

Some of the cached objects received from the Web have an expiration date or 
a last-modified date: these are stored on a long-term basis, or persistently, on 
the hard disk. Other objects are kept only in memory, and are lost when the 
Web browser is closed. The cookie database stores server data on the client 
side. Cookies with an expiration date are stored persistently on the hard disk; 
other cookies are kept in memory only.

Figure 4.1
Web browser 
components

This chapter will look at each of these components in turn, and discuss how 
their behavior may be emulated by a load-testing tool.
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Communication protocol

Web browsers and Web servers communicate with each other using the 
HTTP protocol. As the Web grows ever more complex, HTTP is constantly 
being upgraded to provide the required efficiency of data transfer. Two 
versions of HTTP are currently in use, HTTP 1.0 and HTTP 1.1. When a 
connection is established between a Web browser and a Web application, data 
is exchanged to determine which version of the protocol is going to be used.

HTTP 1.0 In HTTP 1.0, the connection between the Web browser and the Web server is 
closed by default after each request-response transaction. However, Keep-
Alive semantics can be used to keep the connection open. Web browsers and 
servers indicate whether to use Keep-Alive semantics by setting the 
“Connection” field in the HTTP header to “Keep-Alive” instead of “Close.” 
If Keep-Alive is used, the connection is kept open until it is no longer 
required, at which point it can be closed by either the browser or the server.

HTTP 1.1 In HTTP 1.1, the network connection between the browser and the server is 
kept open throughout a series of request-response transactions, bringing far 
greater efficiency to Web traffic. The connection can be closed, if necessary, 
by setting the “Connection” field in the HTTP header to “Close.”

Browser threads

Web browsers can have several different activities – like downloading and 
displaying different Web pages and objects – happening at the same time. 
Each Web page may include any number of objects, like photographs, logos, 
or other graphic images; and sound or video files. In order that each page – 
and each object embedded in the page – can be downloaded at the same time, 
the Web browser launches one or more threads.

What is a thread? A thread is basically a path of execution through an application. In the case 
of Web browsers, this path consists of sending a request, receiving the 
response, and displaying the object. Each thread operates independently; it is 
the smallest unit of execution that an operating system schedules. If a Web 
browser requests more that one object at the same time, the browser creates 
and maintains a thread for each of them, establishing multiple connections to 
the server; this is called multi-threading. There are usually preset limits on 
the number of threads a Web browser can launch concurrently.
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Single-threaded mode

When single-threaded 
client mode is used

Single-threaded mode is used when a Web browser executes a Java script that 
communicates continually with a Web server, or, more generally, when a 
client application other than a Web browser is employed.

When users run their client applications in single-threaded mode, the 
application sends only one request at a time to the server. The sequence of 
requests and responses between a client application in single-threaded mode 
and a Web server is shown in the browsing session illustrated in Figure 4.2.

Figure 4.2
single-threaded mode

1 To start with, the user opens the client application and enters the Web 
address “www.shopit.com/animals” in the browser’s address bar. This 
requests the page from the Web server.

2 The Web server processes the request and returns the HTML code of the 
page to the client application.

3 When the page arrives at the user’s client application, the application 
parses the page, that is, examines its contents. It finds the references to 
the embedded images, and sends a request for the first image (the one of 
the bird) to the server.

4 The server returns the image, and the client application displays it.

5 The client application then sends a request for the second image (the cat) 
to the server.
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6 The server returns the image, and the client application displays it.

7 The client application finally sends a request for the third image (the 
monkey) to the server.

8 The server returns the image, and the client application displays it.

The procedure described here duplicates the user’s experience of 
downloading Web pages in single-threaded mode. The entire text of the 
requested page appears before the first image in the page begins to appear; 
that image fully downloads before the next one begins to appear, and so on.

Figure 4.3
single-threaded mode

Figure 4.3 depicts the sequence of network connections in single-threaded 
mode. An HTTP request is first sent from the client application. Then some 
time is spent transferring the data over the network and processing the 
request on the server. The response, including the HTML document, is then 
sent to the client application. The entire cycle has to be completed before the 
request for the image embedded in the Web page is submitted by the client 
application and the next cycle begins.

Multi-threaded mode

Web browsers usually run in multi-threaded mode; that is, they allow a 
number of different items to be requested from a server simultaneously.
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Figure 4.4
multi-threaded mode

Figure 4.4 illustrates the sequence of events during a Web-browsing session 
in multi-threaded mode.

1 The user opens a Web browser and enters the Web address 
“www.shopit.com/animals” in the browser’s address bar. This starts a 
browser thread that requests the page from the Web server.

2 The Web server processes the request and begins returning the HTML 
code of the page to the Web browser.

3 While the page is being received, the browser thread parses the HTML 
code and finds the references to the embedded images. Since the browser 
has additional threads at its disposal, it can launch more threads to 
request the images from the server.

4 The server returns the images, and the Web browser displays them.

Again, the above procedure describes the user’s experience, this time of 
downloading Web pages in multi-threaded mode. While the text of the 
requested page is being downloaded, the images are beginning to appear as 
well; everything happens simultaneously.

Figure 4.5 depicts the sequence of network connections in multi-threaded 
browser mode.
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Figure 4.5
multi-threaded mode

1 A Web browser thread opens connection A to the Web server and sends 
an HTTP request; this is followed by a time lapse due to network latency 
and the time that the server spends in processing the request; and then the 
response, including the HTML document, is sent to the browser.

2 While the HTML document is being received, it is parsed and the 
reference to the first image is located. The browser then starts a second 
thread, which opens connection B to the server and begins the procedure 
to request the image.

3 Meanwhile, the first thread has continued parsing the document and 
found the reference to the second image. The browser then starts another 
thread, and this opens connection C to request this image.

4 The first thread still continues to parse the HTML document, and finds 
the reference to the third image. The browser launches a fourth thread, 
which opens connection D to send this request.

5 The first thread, while continuing to parse the document, locates the 
reference to the fourth image. At this stage, the browser has used up all 
four threads and must wait until a thread can be launched.

6 As soon as the first thread has finished parsing the HTML document, the 
Web browser can launch another thread that then downloads the fourth 
image.

Since the browser can run four threads at a time, four requests can be sent 
simultaneously. The result is much better performance of the Web page, and 
greatly improved response times for the user. Of course, a Web application 
has to work far harder when dealing with browsers in multi-threaded mode, 
with requests flowing in much more rapidly.
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Load-testing tools need to have the ability to accurately emulate Web 
browsers in both single- and multi-threaded modes in order to apply realistic 
workloads to the Web applications being tested.

Redirections

Web applications use a technique called redirection to handle a variety of 
situations. Redirection refers to the process by which a page is sent to the 
browser with the sole intent of forwarding the user to another page or server. 
This technique is used to handle load-balancing or dynamic page generation, 
or simply to transfer users from an old server to a new one.

How redirection 
occurs

A redirection from one page to another can occur in various ways:

• The header of an HTTP response may contain a “Location” or a 
“Refresh” field that orders the Web browser to redirect the user to a 
different location.

• A Web page may contain an HTML tag that indicates a redirection.

• A Web page may invoke a JavaScript code that leads the user to another 
Web page.

Web browsers usually do not follow redirections more than five times, since 
a high number of redirections usually indicates an infinite loop.

“Location” field in the 
response header

If the status information in an HTTP response indicates that the requested 
Web page has been moved, the response header contains a “Location” field. 
This field points to the new address.

“Refresh” field in the 
response header

An HTTP response header may contain a “Refresh” field. This field usually 
serves to update a Web page with a specified frequency; however, it can also 
be used to invoke redirection.

If the status information in the HTTP response indicates that the requested 
Web page has been retrieved successfully, and the address in the “Refresh” 
field is different from that of the original Web page, redirection takes place.

“Refresh” tag in the 
HTML document

A “Refresh” tag in an HTML document usually serves to update a Web page 
with a specified frequency, as does the “Refresh” field in a response header. 
This tag can also act as a redirection mechanism by ordering the browser to 
replace the current page with a different one. This technique is often used to 
update stock quotes in Web pages.

Redirection must be emulated by the load-testing tool as it is an important 
and frequently used technique in Web applications.
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Document cache emulation

What is a
document cache?

A document cache is a location on the user’s computer where a Web browser 
temporarily stores downloaded Web pages. That way, when the user returns 
to a previously visited page, the browser can get it from the cache rather than 
from the server. This means that the request does not always have to be sent 
to the server, and it results in faster page loading times and less traffic on the 
network. Usually, a browser makes it possible to vary the cache size as well 
as to empty the cache.

Persistent and non-
persistent cache

A Web browser has both persistent and non-persistent document caches. In 
the persistent cache, a copy of the document is kept on the computer’s hard 
disk, so that the document is available every subsequent time the user opens 
the Web browser. In the non-persistent cache, the copy is held only in the 
computer’s memory and only for the duration of the Web-browsing session; 
when the user closes, the browser the copy is lost.

The browser decides which cache to use when storing a Web document by 
looking at some information that comes with the document. If the document 
from the Web application has an expiry date or a date that tells when the 
document was last modified, the Web browser will place the document in its 
persistent cache. Otherwise, the Web browser saves the document in its non-
persistent cache.

Settings for the 
document cache

Using the cache saves time. However, documents stored persistently on a 
user’s computer will become outdated if the original documents on the Web 
server change. To guard against this, Web browsers check whether a 
document in the cache is an up-to-date copy of the original on the server. 
Usually, the user can specify when the browser should check whether a page 
on the Web server has changed since last viewed – always check, check once 
per session, or never check.

How the document 
cache works

Figure 4.6 shows how the document cache works at the most popular setting 
for Web browsers today – that is, where the browser is set to check once per 
session whether a document on the server has changed since the user last 
viewed it. The disk symbol represents the Web browser’s persistent cache, 
and the rectangular symbol its non-persistent cache. The user is accessing 
this particular Web application for the first time; thus, the browser’s cache 
does not contain any pages from that application.
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Figure 4.6
document cache:
first-time visitor

1 The Web browser sends a request to the Web server for Web page A.

The server responds by sending Web page A. The information 
accompanying the page in its HTTP response header says that the page 
will expire on a specific date in the year 2010. The Web browser thus 
places the page in its persistent cache.

2 The Web browser sends a request to the Web server for Web page B.

The server responds by sending Web page B. The information 
accompanying this page says that the page was last modified on a 
specific date in the year 2000. The Web browser places this page in its 
persistent cache also.

3 The Web browser sends a request to the Web server for Web page C.
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The server responds by sending the page. Page C has no accompanying 
information relevant to its caching status, so the Web browser places this 
page in its non-persistent cache.

4 The user then wants to revisit the pages seen earlier, A, B, and C.

The Web browser recognizes that it has all of these pages in its cache, so 
it retrieves them from the cache and displays them for the user.

Figure 4.7 shows the sequence of events when this user returns to the same 
Web application during a subsequent browsing session. Web pages A and B 
are still in the cache since they were stored persistently, but C is no longer 
there because – being non-persistent – it was lost when the browser was 
closed.

Figure 4.7
document cache:
return visitor

1 The user wants to revisit page A.
Load Testing for eConfidence 61



4  EMULATING WEB BROWSERS

Cookie database emulation
Page A, in the persistent cache, has an expiration date that has not yet 
elapsed, so the browser displays the page to the user from the cache.

2 The user next wants to view page B.

The browser sees that the copy in its cache has a last-modified date, so 
the browser sends a conditional request to the server to check if the 
document on the server has been modified since that time. The server 
replies that the document has not been modified, so the browser retrieves 
it from the cache and displays it for the user.

3 The user now wants to view page C.

The page is not contained in the document cache, so the Web browser 
requests and receives it from the Web.

4 The user decides to revisit the pages seen earlier, A, B, and C.

The Web browser recognizes that it has all of these pages in its cache, 
and displays them for the user.

Emulating the 
document cache

Load-testing tools should allow the emulation of a Web browser’s document 
cache. In a load-testing tool that fulfills this requirement, the Web browser 
emulation parses the Web pages it downloads from the Web server. Then, 
behaving exactly as a real Web browser would, it decides whether to send 
requests for Web pages to the server in accordance with the cache procedures 
outlined.

During load tests, however, writing many documents to disk can take too 
much time and use an unacceptable amount of disk space on the driver 
machines, thereby endangering the validity of test results. For this reason, the 
Web browser emulation merely stores references to the documents in 
memory, and does not write the documents themselves to the hard disk.

Cookie database emulation

A growing trend in Web applications these days is to allow ever-greater 
levels of personalization. Personalization usually refers to allowing users to 
customize a Web site to suit their preferences. As a result, when users visit 
Web applications they have accessed before, they are recognized. The 
application may welcome them by name and perhaps remember something 
about their tastes.

Cookies Personalization is accomplished by means of cookies. A cookie is simply a 
piece of text stored on a client computer by a Web application. When an 
application sends a Web page to a user, it may also send a cookie, a package 
of information that the Web browser stores in its cookie database for a 
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specified amount of time. A cookie includes a description that defines a range 
of Web pages for which it is valid. When a Web browser connects to a page 
within this range, the contents of the cookie are submitted to the Web 
application in addition to the request. The cookie then provides the 
application with the information it needs to personalize the response.

Persistent and non-
persistent cookies

Cookies may be either persistent or non-persistent. Persistent cookies are 
stored in a cookie database on the client computer and are deleted only after a 
specified expiration date. Non-persistent cookies are maintained only during 
a particular Web-browsing session and are lost when the Web browser is 
closed.

Figure 4.8 illustrates the use of cookies for a new visitor to a Web 
application. The disk symbol represents the Web browser’s persistent cookie 
database, and the rectangular symbol its non-persistent database.

Figure 4.8
cookie database:
first-time visitor

1 At the beginning of the Web-browsing session, the user’s cookie 
database is empty. The browser accesses the Web application.

The application responds with its home page, accompanied by a cookie 
with an expiry date. This user identification cookie is valid for every 
page of this particular application. The cookie is persistent, so it is placed 
on the user’s hard disk.
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2 Next, the user wants to purchase some products, so the browser sends a 
request to the application for the relevant page. The cookie from step 1 is 
valid for this page, so the browser submits the cookie with the request.

The application responds with a page that includes a shopping cart, and it 
includes the relevant cookie for that page. This cookie is non-persistent, 
so it is placed in the computer’s memory.

3 The user then fills in some information on the purchase form, but soon 
requires more information and clicks on another link in the Web 
application. The Web browser sends the request for the new page to the 
application, this time accompanied by both cookies.

The application responds with the new page, which on this occasion is 
not accompanied by a cookie. The page is customized for the user with 
the information supplied by the cookies.

Figure 4.9 illustrates how cookies are used when the user from the previous 
example returns to the same Web application. The cookie for the user 
identification is still in the cookie database since it was stored persistently; 
the non-persistent cookie database, however, was emptied when the Web 
browser was closed.

Figure 4.9
cookie database:
return visitor
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1 The browser accesses the Web application. The cookie with the user 
identification is persistent, and thus still available on the user’s 
computer. The browser sends this cookie with the request.

The application responds with the home page.

2 The user wants to purchase some products, so the browser sends a 
request to the application for the relevant page. The cookie from step 1 is 
valid for this page, so the browser submits the cookie with the request.

The application responds with a page that includes a shopping cart; with 
it comes its cookie, which is non-persistent.

3 The user then fills in some information on the purchase form, but once 
more needs more information. The Web browser sends the request for 
the new page to the application, this time accompanied by both cookies.

The application responds with the new page, again customized for the 
user with the information supplied by the cookies.

Cookies in a load test To create as realistic a load test as possible, the browser emulation should 
administer a cookie database. During a load test, cookies should 
automatically be received into and sent from this database. Three 
characteristics are important for this database:

1 Each virtual user should have its own, unique cookie database.

2 To save time, the cookies on the driver machines should be kept only in 
memory; thus the cookies exist only as long as a load test is running.

3 Both persistent and non-persistent cookies must be supported.

Response verification

In load testing a Web application, it is important to make sure that all virtual 
users receive the correct responses from the server. To ensure this, the 
following methods of checking, called response verification, are used:

• Web page viewer: The Web browser emulation stores all the Web pages 
a virtual user receives during a load test on the hard disk. With the help 
of a Web page viewer, it is then possible to view the pages as with a 
standard browser and make sure that they have been received properly. 
However, when a large number of virtual users are run, this method is 
not practical, since storing the Web pages would take too long and thus 
falsify test results.
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• Interaction log checking: The messages exchanged between virtual users 
and the Web application are stored in order to later verify that the users 
have successfully downloaded Web pages. However, if a large number 
of virtual users were run in a load test, storing log messages would take 
too long and thus falsify test results.

• String matching: In this approach, the tester checks for specific pieces of 
text in a downloaded document. One example of how this can generate 
useful information would be to check for instances of “Document not 
found.” This would reliably detect instances of errors in Web application 
access.

• Document size checking: This method compares documents by size. In a 
load test, the size of a Web page (an HTML document) is noted during 
the recording phase; if the Web page is not found or the transmission 
fails, the size of the document retrieved then differs significantly.

• Tolerance digests: This is the most comprehensive method; its use is 
described in detail here.

Tolerance digests

What is a
tolerance digest?

Tolerance digests contain summary information about the responses from the 
Web application to both real and virtual users. These digests count how often 
different characters appear in the application’s responses.

How response 
verification with 
digests works

First, the recording facility in the load-testing tool generates a digest for the 
responses a real user received from the Web application while the traffic was 
being recorded. Then, during the load test, the browser emulation analyzes 
the responses the virtual user receives and generates a digest for that traffic. 
The load-testing tool finally compares the two digests and generates a report 
on the differences between them.

An effective way to store compact information about a response is to count 
how often different characters appear in it; the counts are known as 
occurrence counters. Here, it is important to build a certain level of tolerance 
into the checking system. Responses can sometimes contain variable content 
– like session IDs or personalized information – and without built-in 
tolerance levels these might generate error messages that do not, in fact, 
indicate a problem.

Use of tolerance 
digests

Table 4.1, Table 4.2, and Table 4.3 show how a load-testing tool can generate 
and compare digests. For reasons of simplification and illustration, these 
examples use letters of the alphabet instead of real HTTP responses.
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During the recording session, a real user sends a request to a Web application 
and receives the following response as reply:

A A B B B C C C C E F F G G G

The load-testing tool captures and records the traffic, and then generates a 
digest of the traffic, as in Table 4.1.

Table 4.1
real-user digest

Later, when a load test is run, a virtual user sends the same request to the 
Web application, and receives the following response as a reply:

A A B A B C C C C E F F F F G

Based on this response, the load-testing tool generates a digest, as in 
Table 4.2.

Table 4.2
virtual-user digest

After both digests have been created, the load-testing tool compares the 
corresponding digest entries and generates a report of the differences 
between them, as in Table 4.3. Finally, it adds up the differences to arrive at a 
final sum.

Table 4.3
response verification 
results

If the sum of differences exceeds a defined limit, the Web browser emulation 
reports a response verification error.

Summary

This chapter described the features that are necessary for accurate Web 
browser emulation. The important factors are the communication protocol, 
the execution of browser threads, the emulation of a document cache and a 
cookie database, and redirections to other Web addresses. To verify that 
virtual users receive the same responses from a Web application that real 
users do, a browser emulation uses response verification to make 
comparisons and generate reports.

A B C D E F G

2 3 4 0 1 2 3

A B C D E F G

3 2 4 0 1 4 1

A B C D E F G Sum

1 1 0 0 0 2 2 6
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Chapter 5 Administering Load Tests

“Measurements are not to provide numbers but insight.”

– Ingrid Bucher

If load testing is to deliver maximum benefit, the tests must be carefully 
designed and planned around the specific enterprise’s business goals and 
objectives. Test results must report relevant and useful data, and the data 
must indicate clearly where the Web application’s strengths and weaknesses 
lie. For large load-testing projects, responsibilities must be assigned to the 
appropriate personnel. These personnel might include a testing manager, a 
technical resources manager, and a testing engineer.

This chapter describes the planning phase of a load test, illustrates which 
components of a Web application need to be monitored during testing, 
outlines the results that a load test provides, and suggests some ways to 
improve the performance of Web applications.

Test design

Although the test-planning stage is one of the most crucial steps in load 
testing, it is often rushed through or overlooked entirely. Before running tests 
that produce useful results, it is necessary to identify and describe in detail 
the particular tests to be created and precisely what is to be measured. Equal 
attention must be paid to the required physical environment for the test.

Test requirements

To be able to define meaningful requirements for the load test, the testers 
must first look at the commercial goals set by the managers of the enterprise. 
Critical goals are spelled out in business projections that establish the number 
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of users to be served by the Web application and the levels of responsiveness, 
reliability, and scalability necessary for the given online business to be 
successful in its target market.

The tester should be provided with a quantified set of requirements for the 
performance of the e-business application. The load tests, then, must 
determine whether or not the application can deliver this level of 
performance. Each important performance requirement must be subjected to 
the appropriate test. From this point of view, the most important load tests 
are:

What is response time 
testing?

• The principal objective in load testing e-business applications is to 
ascertain the application’s response times. This factor, more than any 
other, will determine the user’s experience in interacting with the 
application. Response time testing helps predict how the application’s 
front end/back end combination will work under various user loads.

What is
reliability testing?

• Another crucial objective of load testing is to assess the reliability of an 
e-business application. Reliability testing forces the application to 
process in a dramatically compressed time period the activity it would 
normally experience over weeks, months, or years. Reliability tests can 
be conducted for both the complete application and for each of its 
components separately.

What is
throughput testing?

• It is often beneficial to determine the throughput of an e-business 
application by testing one or more specific components of the 
application, such as a Web server, an application server, or a database 
server. Throughput testing helps predict how a part of the application 
will behave under varied user loads. It does not, however, measure the 
impact of other components of the application on the one being tested.

What is
acceptance testing?

• It is always desirable to conduct a shakedown, or thorough test, of an e-
business application prior to its deployment. Acceptance testing is an 
excellent method for verifying an application’s stability and, thus, its 
ability to provide acceptable performance in its initial release. A 
satisfactory result from an acceptance test is often a stipulation in the 
contract between the provider of an application and the buyer.

The first step in test design, then, is to determine what tests are appropriate to 
the given Web application considering the goals set for it and its state of 
development at the time of testing.
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Test description

After determining what tests will be used, a detailed description of the entire 
e-business application must be generated. This usually takes the form of a 
flowchart or similar diagram, containing the application architecture and all 
possible interactions between a user and the application.

The following figures provide some sample flowcharts. Figure 5.1 shows the 
architecture of a simple e-business application – that is, all the Web pages 
that comprise the application and the links between the pages.

Figure 5.1
typical e-business
site architecture

For each type of user simulated, a workflow path through the chart is 
determined. For a user who accesses the Web application and searches for 
information, but leaves without making a purchase, the workflow path is 
diagrammed in Figure 5.2.
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Figure 5.2
workflow path:
search-only user

For a user who accesses the application, searches for information, and makes 
a purchase, the workflow path is as diagrammed in Figure 5.3.

Figure 5.3
workflow path:
search-and-purchase 
user
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Workload specification

Once the required flowcharts have been generated, the workload to be used in 
the test must be specified, using the requirements initially set for the load 
test. Important values that must be set typically include the number of users 
and the volume of transactions per user.

Performance requirements for an application often prescribe a certain number 
of users per day. When the laboratory resources available for the load test do 
not permit the full complement of users specified in the requirements to be 
run, an equivalent number of virtual users corresponding to a shorter period 
of time must be calculated. Table 5.1 gives a sample workload calculation for 
the number of virtual users run in a load test. In this case, resources allow an 
equivalent simulation using one sixth of the values specified in the 
requirement. This scaling down of requirements cannot always be achieved. 
Some Web applications experience load at varying intervals. In those cases, 
the scale may be calculated based on a peak workload interval rather than an 
average workload interval.

Table 5.1
workload calculation:
virtual users

Table 5.2 gives a sample workload calculation for the number of transactions 
executed in the preceding example.

Table 5.2
workload calculation:
transactions

Results specification

At this stage, decisions must be made as to precisely what will be measured 
by the load test. What specific sequences of events to be timed accurately? 
Which application performance measures need to be quantified? Which 
properties of virtual users need to be measured? Which transactions, 
connections, requests, responses, and throughput figures are of concern? The 
parameters established here will later be used to define load test scripts and 
functionality that can provide the needed measurements and results.

User Per day (24 hours) Per load test (4 hours)

Searcher 90,000 15,000

Buyer 30,000 5,000

Transaction Per day (24 hours) Per load test (4 hours)

Login 120,000 20,000

Search 105,000 17,500

Buy 30,000 5,000
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Test environment

Web application testing must never be done on the production version of the 
application. It is possible that very high test loads might cause the production 
systems to fail, and fictional transactions performed during a load test might 
result in incorrect orders being booked and shipped. Therefore, a separate test 
environment must be set up, and how completely this test laboratory 
replicates the production application will depend on the resources of the 
company. Three widely used test laboratory configurations are:

One-to-one replication • One-to-one replication of the production environment: This is the 
optimum solution, where the production version of the target Web 
application is replicated completely on separate equipment in the test 
environment. This is an expensive solution, and not always the most 
practical one.

Partial replication • Partial replication of the production environment: Here, the test lab is 
equipped with a scaled-down version of the target Web application. The 
most important features of the application to be tested are included in the 
laboratory version. This solution can be used where the resources 
available for the test are limited.

Full replication • Full replication on new production equipment: This solution is used by 
rapidly expanding e-business companies. A one-to-one replication of the 
target Web application is made on new equipment destined to become 
the production hardware. When load testing is complete and the 
modifications to the application have been incorporated, the test 
environment is then brought into service as the production version.

In the testing environment, test data need to be generated for the application 
components where necessary. For example, where the application being 
tested includes a database, a suitably large number of user accounts must be 
created in the database so that they may be used as test data in the load tests.

Test monitoring

To ensure the validity of load test results, the driver machines used in the test 
are monitored carefully. In addition, monitoring the Web application under 
test helps the tester to determine where the bottlenecks are.
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Driver machines

With driver machines, the major factors likely to the effectiveness of load 
testing are responsiveness, processor utilization, and memory utilization. A 
comprehensive account of how these factors can be monitored and the 
resulting data interpreted is given in Chapter 3, “Reproducing Web 
Behavior.”

Server operating system

Many tools exist to monitor the performance of an operating system running 
on a server computer, and these can be of great value in determining whether 
there are bottlenecks in a Web application.

Windows The Microsoft Windows NT and 2000 operating systems incorporate 
Performance Monitor, a graphical tool that can measure the performance of 
the local computer or of other computers on a network. For each computer, 
the status of system resources can be viewed, including processors, memory, 
caches, threads, and processes. Each of these resources has an associated set 
of counters that provide information about device usage, throughput, and 
delays.

UNIX The UNIX operating system is equipped with a range of system-monitoring 
tools, mainly small programs optimized for special tasks.

The most important factors to be monitored in server operating systems are:

How processors are 
monitored

• Processors: The main concern here is how busy they are.

On Windows, measurements are available of the percentage of time that 
the processor is busy. If this value is at or near 100%, the processor is 
overloaded.

On UNIX, monitoring tools can report statistics like major and minor 
faults, system calls, and the percentage of time the processor is occupied 
by the user mode, system mode, I/O mode, and wait time. In general, if a 
processor is in user mode, system mode, or I/O mode for more than 80% 
of the measured time, it is very likely that overall performance is 
suffering during these periods.

How processes are 
monitored

• Processes: For both Windows and UNIX, monitoring tools can provide 
information about active processes, like the proportion of processor use 
they take up, their priority, their total size in memory, and their 
cumulative execution times. The tools can uncover memory problems, 
processor hogging, and I/O problems connected with active processes.
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How memory is 
monitored

• Memory: On Windows, the Performance Monitor reports the amount of 
available RAM, as well as the amount of free virtual memory. If these 
values are consistently low, more memory should be added. In addition, 
the Performance Monitor reports the number of times the memory 
manager has to page to disk to resolve a memory reference. The more 
times paging occurs, the worse system performance is.

In UNIX, tools report memory statistics, giving information about the 
amount of RAM and swap space currently available. For each swap area, 
the amount of swap space currently allocated, reserved, used, and 
available can be reported. Information can also be provided about the 
memory consumption of active processes. If the system is having 
memory problems, the processes that are using the most memory can be 
identified.

How disks are 
monitored

• Disks: On Windows, disk performance can be monitored by measuring 
the percentage of time the disks are busy servicing read and write 
requests. If this value approaches or exceeds 70%, the disks may be a 
bottleneck on the servers that host the Web application.

On UNIX, several tools are used to evaluate the performance of the file 
system. For each disk, the operating system counts the number of reads 
and writes, along with the number of bytes transferred during each 
operation. In general, disks that are busy more than 30% of the time are, 
or will shortly become, performance bottlenecks.

How the network is 
monitored

• Network: On Windows, the Performance Monitor provides information 
about network statistics. Counters return the percentage of network 
bandwidth that is in use on a particular network segment. If this value is 
over 50%, the network may be a bottleneck in the application.

On UNIX, certain tools (such as netstate) monitor the network activity. 
They display a list of active connections for each protocol and statistics 
about each network interface card. If, for example, more than 5% of all 
outgoing packets cause collisions on the network, the performance on the 
network is significantly affected. In addition, tools provide information 
on whether the network connections work. If a remote host is available 
but does not respond to a request within a specific time period, it is likely 
that the network connection is not working.

Web server software

Many factors of particular significance in the performance monitoring of 
Web server software can be measured. Among them are:
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• Connections: Counters report the current number of connections to the 
Web server, the largest number of users simultaneously connected to the 
Web server since startup, and the total number of connections that have 
been closed due to errors.

• Requests: The number of requests that the Web server received is 
reported, as well as the rate at which requests are currently being 
handled.

• Errors: Information is available about the number of requests not 
fulfilled by the Web server because requested documents, for example, 
could not be found.

Results evaluation

Time periods in a load 
test

When a load test is begun, it usually takes some time for the test to reach a 
steady state, and at the end of a test there is a certain wind-down period. 
Measurements are not taken during those times because their reliability is 
suspect. The warm-up time specifies the time period from the start of the load 
test until the beginning of measurable activity. The shutdown time specifies 
the time period before the end of the load test during which no measurable 
activity takes place. The measurement time specifies the time period in 
between during which results are measured. This is illustrated in Figure 5.4.

Figure 5.4
load test phases

During the measurement period, two types of results may be generated: time 
series measurements and summary results.

Time series 
measurements

Time series measurements are taken at specified intervals, such as for each 
five-minute period. For each of these time periods, the minimum, maximum, 
average, and total values of a measurement are stored. These data help in 
analyzing the behavior of a Web application when the load on it changes 
from time to time – for example, when the number of users grows. It is then 
possible to pinpoint response times, server throughput rates, and the error rate 
in connection with the number of concurrent users.
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Figure 5.5 shows a typical set of time series measurements made during a 
load test. The graph displays the number of virtual users, the response time 
for the Web page they are accessing, and the number of errors that occur. In 
this example, time series measurements are performed every five minutes, 
beginning at 1:55 P.M.

Figure 5.5
time series 
measurements graph

Figure 5.6 shows an expanded view of a five-minute section from this graph.

Figure 5.6
time series 
measurements graph 
section

The time series measurements for this five-minute period appear as in 
Table 5.3. At 2:00 P.M. the load test is running two virtual users, whereas at 
2:05 P.M. there are six users – on average four users. The same calculations 
are made for the other measurements – the response time and the error rate.

Table 5.3
time series 
measurements figures

Measurement Average Minimum Maximum

Virtual user 4 2 6

Response time [sec] 5 2.5 9
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Summary results Summary results report the total values over the complete measurement 
period. They are useful for gaining summary information for a load test, like 
the total number of requests a Web application handled, the amount of 
request data it received, and the amount of response data it sent.

Active users

What is an
active user?

During each period in a load test, testers measure the number of currently 
active virtual users. A virtual user is active if it has been started and is 
currently performing a task, such as sending a request or receiving a 
response. When a stress test is underway, the number of active users at any 
time corresponds exactly to the number of users defined in the workload. In 
any other type of load test, the number of currently active virtual users will 
vary depending on the duration of the test, the number of transactions each 
user has to execute, and the time it takes for a user to execute the 
transactions.

Assessing the 
optimum number of 
users

Testers measure the number of active virtual users to determine the 
maximum number of users that can access the Web application concurrently. 
When this limit is exceeded, the Web application will no longer function 
properly. It might no longer accept new connections, unexpectedly close 
existing connections, or – in the worst case – crash.

Transactions

How transactions are 
measured

During every time period in a load test, testers measure the number of 
transactions executed, whether they were successful or not, and the response 
time for each transaction. A transaction is successful if none of the operations 
performed during the transaction resulted in an error message. If an error 
occurred during any one of the operations, the transaction failed.

Successful and failed 
transactions

Figure 5.7 is a typical graph showing successful and failed transactions as 
they relate to the number of currently active virtual users during a load test. 
At the beginning of a test the number of successful transactions usually 
grows in linear proportion to the number of active virtual users. However, as 
the number of users – and thus the load on the Web application – grows past a 

Errors 4 0 11

Measurement Average Minimum Maximum
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certain point the application can no longer handle all the requests. The 
number of successful transactions decreases proportionally as the number of 
failed transactions grows.

Figure 5.7
transaction 
measurements

Measuring 
transactions is crucial

Measuring the number of successful and failed transactions helps to 
determine whether users will find the given Web application trouble-free, 
and, if problems do occur, the percentage of user tasks that will be affected. 
The ultimate goal is to achieve a 100% success rate for critical transactions. 
Critical transactions are those that include a purchase or transactions upon 
which other tasks are based, such as the initial logon to an application. 
Obviously, less critical transactions should also show as high a success rate 
as possible.

Connects and concurrent connections

How connects are 
measured

During every time unit of a test, the number of successful and failed connects 
to the Web application is measured. Failed connects can be caused by a 
number of factors – an invalid host name, an invalid IP address, an invalid 
port number, a heavily loaded host, network-related problems, or 
authentication failures.

Connect attempts Web browsers will repeat connect attempts a specific number of times (the 
default is usually three attempts) before giving up. The three most common 
scenarios are:

• A Web browser connects on the first attempt. Total number of tries: 1.
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• A Web browser fails once at connecting, then succeeds on the second 
attempt. Such first-attempt failures are often the result of a maxed-out 
queue when users are waiting to access an overloaded Web application. 
A few tenths of a second later, at the second attempt, the queue would 
have opened up again. Total number of tries: 2.

• A Web browser fails to connect, having tried three times. The application 
might be overloaded or down, or there might be no route available to the 
server. Total number of tries: 3.

Connection measurements for a scenario where each of these three situations 
occurs once in a measurement unit are shown in Table 5.4. The virtual users, 
collectively, make six attempts to establish a connection to the Web 
application. Three of the six attempts are connect retries (a connect retry is 
where a browser has already unsuccessfully attempted connection, and tries 
again). In total, two connects succeed and one fails, and the maximum 
number of concurrent connections to the Web application is two connections.

Table 5.4
connection 
measurements

Connections in a load 
test

A load test helps testers determine the maximum number of concurrent 
connections a Web application can handle. Most applications can be 
configured to accept only a limited number of concurrent connections. Doing 
so has several advantages:

• There is no danger of the Web application crashing if too many users try 
to access it simultaneously.

• Administrators can tell from the application logs when more people than 
anticipated attempted to access the application, and may then plan for 
required expansion.

• Users who cannot access the Web application get a “page unavailable” 
message. It may not be what they want, but it is definitely better than no 
response at all or, worse still, a system crash.

Measurement Value

Connect attempts 6

Connect retries 3

Successful connects 2

Failed connects 1

Concurrent connections 2
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Requests sent

Why request data is 
measured

In a load test, the number of requests and the amount of request data sent to 
the server are measured for each time unit. These measurements help 
determine the number of requests and the amount of data a Web application 
can handle. Also, a Web application developer can calculate from these 
measurements the time it takes for the Web application to process one 
request.

Throughput rate

Why throughput is 
measured

Throughput rate measurements are used to analyze the performance of a Web 
application from the server’s perspective. Throughput goals often include 
requiring that an application be able to handle a specific number of requests 
per hour and that the processing time for a high percentage of requests be 
below a specific time limit.

Throughput 
measurements

Figure 5.8 shows a typical throughput measurement. At the beginning of the 
load test, with a low number of virtual users accessing the Web application, 
the throughput rate increases in proportion to the number of users. But as 
soon as the number of users exceeds a certain limit, the Web application is no 
longer able to handle all the requests efficiently, and the throughput rate falls 
off.

Figure 5.8
throughput 
measurements
82 Load Testing for eConfidence



5  ADMINISTERING LOAD TESTS

Results evaluation
Response time

Why response time is 
measured

For every time period in a test, response times for transactions and Web 
pages are measured. These measurements are useful when analyzing the 
performance of a Web application from the application user’s perspective. 
For example, a major goal might be to achieve a response time of less than 
eight seconds for each Web page of an application.

Scalability of a Web 
application

Figure 5.9 illustrates a common problem in Web application tuning. As the 
number of virtual users grows, the response times for the Web pages of an 
application may not grow in a linear fashion. In other words, the application 
is not scalable.

Figure 5.9
response time 
measurements

Response time measurement is a very critical part of load testing. The 
application’s responsiveness effectively defines the end-user’s experience. In 
the extreme case, if a Web page takes too long to load, users will lose interest 
and go to another site. Measuring response times serves two purposes – It 
tells the developers how long it takes to load each page, and indicates how 
the page loading time changes as the number of concurrent users rises.

Responses received

Why response data is 
measured

Response data measurement provides information about the number of 
responses and the amount of data received by virtual users from the Web 
application. These measurements helps determine the number of requests and 
the amount of data a Web application can handle.

Measuring response 
data

Figure 5.10 illustrates one of the ways testers can determine whether a Web 
application is overloaded. The diagram plots the number of virtual users who 
access the application concurrently, the number of requests the users send to 
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the application, and the number of responses the users receive. As long as the 
number of virtual users does not exceed a certain limit, the number of 
responses corresponds exactly to the number of requests. But when the limit 
is exceeded the Web application can longer handle all the requests, and some 
virtual users receive no responses to some or all of their requests.

Figure 5.10
data exchange 
measurements

Errors

Measuring errors in a 
load test

In every time period of a load test, the types of errors that occur are examined 
and counted, and specific details about every error are gathered. This 
information can help in pinpointing problems that occur as the number of 
users in a load test increases.

Figure 5.11
error measurements
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Figure 5.11 shows a typical load test result. As long as the number of virtual 
users accessing the Web application concurrently remains below a certain 
limit, the application can handle all the requests without any problem. But as 
soon as the number of users exceeds the limit, the application no longer 
returns valid responses to all users.

Performance improvements

Methods of improving 
Web application 
performance 

The easiest and most obvious way to improve Web application performance 
is to equip the servers with improved hardware – for example, with more or 
faster processors, with more memory, or with faster disks. This approach will 
produce immediate results, but there are pros and cons. One often used path 
to performance improvement is the employment of several processors, which 
allows a larger number of requests to be processed at the same time. 

Unfortunately, multiple processors do not simply multiply the performance 
of the system, because the application still uses the same memory, disk, and 
network connections. A server with multiple processors does not necessarily 
have faster network or disk access, both of which are critical to performance. 
Also, the extra tasks involved in coordinating several activities may add to 
overhead, a problem not encountered when using a single processor server.

Load balancing

What is a
load balancer?

In a large Web system environment, where many Web servers provide 
services to users simultaneously, the same content may be repeated on a 
number of different servers. In such cases, some mechanism is needed to 
route requests to the next available server. These large environments often 
use load balancers, electronic devices that evenly distribute requests to the 
system’s several Web servers. A load balancer actively monitors each Web 
server, and directs requests away from busy Web servers towards servers 
currently less loaded in an effort to serve users faster. In this manner, the load 
is distributed across all available servers.
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Figure 5.12 shows a Web server environment with three Web servers and a 
load balancer.

Figure 5.12
load balancing

Summary

This chapter described the planning phase leading to a load test, showed 
which components of a Web application need to be monitored during load 
testing, and illustrated the results generated by a load test. In addition, the 
chapter offered suggestions for improving Web application performance 
once weaknesses and bottlenecks have been detected and isolated. Load 
balancing, an effective method for improving the performance of a Web 
application, was described.
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Chapter 6 Load Testing Benefits and 

Drawbacks

“The important thing is to not stop questioning.”

– Albert Einstein

Most companies that have ventured into e-commerce are well aware that a 
poorly functioning Web site can have an extremely negative impact on their 
business. Nevertheless, it is often easier to get financial approval for a new 
analyzer or a debugging tool than for load-testing software. This attitude, that 
load testing is more of an add-on than an essential, can have a direct and 
immediate impact on a company’s bottom line. The cost of Web application 
problems, from both the marketing and the sales perspective, is so high that if 
load testing can reduce slowdowns and downtime by even a small 
percentage, the time and money spent on it is returned manifold.

This chapter discusses the benefits and drawbacks of using load testing to 
analyze and optimize Web application performance.

Overview

The payback for 
e-business

When provision is made to verify the performance of a Web application prior 
to its initial deployment on the World Wide Web, the effect on an 
organization’s bottom line is immediate and significant. In the design phase, 
any problems or bottlenecks that can be identified prior to launch can be 
corrected far more efficiently and rapidly. Once the application has been 
successfully deployed, an organized and focussed testing plan can 
dramatically reduce or even eliminate application slowdowns and downtime, 
again having an immediate and dramatic effect on the bottom line.
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Load testing allows Web application designers and systems administrators to 
anticipate when and why a Web application slowdown is likely to occur, to 
plan for any potential problems, and to schedule upgrading of the Web 
application before trouble strikes. 

It is imperative that an e-business know what kind of traffic its Web 
application is capable of sustaining when it is deployed, or it risks losing its 
customers to better-performing, more reliable sites. Continuous monitoring 
and maintenance are absolutely necessary to ensure that the Web 
application’s performance is maintained or improved throughout its life span.

Benefits

Maintaining optimum Web application performance is a top priority for 
application developers and administrators. Load testing enables them to do 
this in several ways: by predicting the performance of the Web application 
through intensifying the load artificially; by detecting bottlenecks early in the 
development phase; by predicting future capacity shortcomings; and by 
determining the most cost-effective way to upgrade the application in order 
to overcome performance problems and to cope with increasing workload 
demands.

• Proactive load testing during the design phase is a highly effective way 
for Web application designers to minimize the time needed to bring a 
reliable product online. Using load-testing scripts, a tester can describe 
and simulate expected workloads during the entire Web application 
development cycle, detecting and correcting weaknesses early in 
development and making important decisions about the Web application 
architecture quickly and efficiently.

Figure 6.1 illustrates the life-cycle model for a Web application, showing 
how performance analysis through load testing can be a part of the cycle 
from the very beginning. Conventional analysis, by contrast, can only be 
applied at the very end of the product-development cycle.
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Figure 6.1
Web application life-
cycle model

• Load testing is also a powerful method for the ongoing analysis and 
tuning of existing Web applications. By capturing traffic between a Web 
browser and an existing Web application, a tester can build a database of 
real-world interactions between users and the site to be tested. This 
reported traffic can then be assigned to hundreds or even thousands of 
virtual users, allowing the application to be tested under extremely 
realistic conditions.

• Finally, once a Web application has been deployed, load testing is a very 
effective way determine the precise impact new features and 
technologies, if added, would have on system performance.

Drawbacks

Load testing is a powerful and cost-effective technique for analyzing Web 
application performance. Nevertheless, there are many ways in which load 
testing can deliver inaccurate or misleading analyses of the systems on which 
they have been deployed. 

Load-testing software inaccuracy

Even the most carefully constructed load-testing environment cannot 
reproduce the real world perfectly. Some of the limitations include:
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• Network imitation: Load tests are executed in a local area network. Real-
world traffic, on the other hand, is sent over a wide area network, and can 
encounter many kinds of problems, from network latency to traffic 
surges.

• User simulation: Virtual users are only a simulation of real users. There 
is no way to make their behavior and actions perfectly mimic the human 
idiosyncrasies of real users at actual browsers exhibit the infinite variety 
of human behavior – no software tool can reproduce that variety.

• Browser emulation: Web browsers are very complex programs that use 
even more complex technologies like multi-threading and document 
caching. If browsers are not emulated accurately, the amount and types 
of requests virtual users send to the Web application being tested will not 
correspond to real-life traffic.

• Measurements: A truism in the sciences says that the act of observation 
alters the thing observed. When monitoring a Web application, care must 
be taken not to slow down the application and so influence its behavior.

• Random number generator: To simulate real users as accurately as 
possible, a load test requires the generation and assignation of random 
quantities. This can be an issue, since even well known random number 
generators have been known to have problems.

Difficulties in running load tests

Even beyond the foregoing technical limitations, the creation, running and 
evaluation of meaningful load tests is a complex and time-consuming task. 
Giving the frenetic pace of e-business expansion in today’s marketplace, 
there are many logistical problems that can act to compromise a company’s 
load-testing process, mostly in the areas of urgent time-to-market deadlines 
or the lack of human or physical resources. Logistical problems often 
encountered in load testing include:

• Understanding the problem and defining goals: Experienced testers 
know that a large share of the analysis effort has to go into defining the 
problem. There is no one, general-purpose testing plan. Each plan must 
be developed with a particular goal in mind. Since most performance 
problems are difficult to diagnose when they first appear, understanding 
the problem well enough to write a set of goals can be difficult.

• Level of detail: The level of detail used in describing a Web application 
has a significant impact on the formulation of the problem. Formulations 
that are either too narrow or too broad should be avoided. Where it is 
necessary to compare alternative configurations that are only slightly 
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different, a detailed model that incorporates the variations may be more 
useful than a high-level model. Where alternatives that are very different 
need to be compared, simple high-level models may allow several 
options to be analyzed rapidly and inexpensively.

• Determining a representative workload: The workload used to load test a 
Web application should be representative of the actual usage of the 
application in the field. The choice of workload has a significant impact 
on the results of a load test. An inappropriate workload will lead to 
inaccurate conclusions.

• Simulation: Care needs to be taken in simulation and measurement to 
avoid the kinds of errors that will occur if, for example, the average 
values of ratios are taken to represent typical values, or even if load tests 
are simply too short.

• Analysis: It is the nature of a load test to produce sometimes staggering 
amounts of data, which in and of themselves are meaningless. The 
analysis and interpretation of all this raw information is where results are 
finally generated. Flawed analysis produces flawed results. It takes 
experience and skill to extract meaningful conclusions from load testing 
data.

Summary

This chapter discussed the pros and cons of load testing as a means of 
analyzing Web application performance. On the plus side, load testing is a 
valuable design tool during the entire Web application development cycle, 
and invaluable in fine tuning the performance of existing Web applications. 
On the minus side, no load-testing tool can imitate real users perfectly. Load 
testing is not a cut-and-dried task, and there may be difficulties in planning or 
running a test, or in interpreting the results.
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Chapter 7 Case Study – Load Testing a

ColdFusion Application

“I hear and I forget. I see and I remember. I do and I understand.”

– Chinese proverb

We have painted in broad strokes the full canvas of load testing – the Web 
application technology in which it plays a crucial part, and the exacting 
requirements that present-day load-testing tools must address if they are to 
deliver what they promise. That is the theory: now it is time to see load 
testing in action.

This chapter provides a case study using Segue’s SilkPerformer to determine 
whether an e-business application can meet the performance goals defined 
for it. The application we will test is a sample that ships with ColdFusion, a 
comprehensive Web application server from the Allaire Corporation.

Overview

Netscape Enterprise 
Server, Allaire 
ColdFusion

The Web application tested in this case study consists of multiple tiers: an 
application server (Allaire ColdFusion), a Web server (Netscape Enterprise 
Server 3.0), and a Web browser. ColdFusion from Allaire Corporation is a 
cross-platform Web application server that also provides a facility for Web 
site design and development. An evaluation version of Allaire ColdFusion is 
available at http://www.allaire.com/download.

Netscape Enterprise Server is Netscape’s Web server software for deploying 
large-scale Web sites.
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ColdFusion 
application server

ColdFusion applications are developed as a collection of scripted pages. 
When a user accesses a ColdFusion application, the sequence of events 
depicted in Figure 7.1 takes place.

Figure 7.1
ColdFusion interaction 
diagram

1 The browser sends a request for a Web page over the Internet to the Web 
server.

2 The Web server recognizes that the user has requested a ColdFusion 
page and sends the page to the ColdFusion server to be processed.

3 The ColdFusion server processes the ColdFusion tags in the page, 
communicating with a database server to fulfill the request as necessary.

4 The ColdFusion server returns the dynamically generated Web page to 
the Web server.

5 The Web server sends the Web page back to the browser over the 
Internet.
94 Load Testing for eConfidence



7  CASE STUDY – LOAD TESTING A COLDFUSION APPLICATION

Sample application
Sample application

This case study is based on a fictional enterprise application called TACK2. 
TACK2 is an online storefront for windsurfing products, such as sails, masts, 
and the boards themselves. TACK2 can be downloaded at
http://download.allaire.com/Tack2_App.zip.

Users enter the application at the “Welcome” page, shown in Figure 7.2.

Figure 7.2
TACK2 “Welcome” 
page

After entering the application, users are guided to the “Product Overview” 
page. This offers a short description of each product that TACK2 stocks. By 
clicking on one of the “Browse” buttons, users can get detailed information 
about that product. The application provides a menu that floats over the Web 
page, so that users can easily get detailed information about a product, put 
products into their virtual shopping card, or place an order. Figure 7.3 shows 
a portion of the TACK2 “Product Overview” page.

Figure 7.3
TACK2 “Product 
Overview” page
Load Testing for eConfidence 95



7  CASE STUDY – LOAD TESTING A COLDFUSION APPLICATION

Sample application
TACK2 provides a page with detailed information for each product, 
including an exact description, the manufacturer, and the price. On each of 
these pages, users can add a product to their virtual shopping cart by clicking 
the “Add to Cart” button. Figure 7.4 shows a TACK2 “Product Information” 
page.

Figure 7.4
TACK2 “Product 
Information” page

After users have browsed for product information and selected a product, 
they are guided to the “Shopping Cart” page. The products in a user’s virtual 
shopping cart are listed here, and the total price for all the products in the cart 
is displayed. Here users can remove products from their shopping cart, 
change the mix of products they have ordered, and submit the order. 
Figure 7.5 shows the “Shopping Cart” page.

Figure 7.5
TACK2 “Shopping 
Cart” page
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Finally, at the “Product Order” page, users enter their personal data – first 
and last name, address, phone number, credit card number, and so on. The 
users then submit the completed orders to the Web application by clicking 
the “Continue” button. Figure 7.6 shows the TACK2 “Product Order” page.

Figure 7.6
TACK2 “Product 
Order” page

TACK2 thus displays all the standard functionality of a typical e-business 
application. To see whether this application will stand up to the pressures of 
business in the real world, we load tested TACK2 with the help of 
SilkPerformer.

Test plan

Creating the test plan Before planning the sequence of load tests to be performed on the TACK2 
application, we first identified specific performance goals based on business 
considerations. We then designed a set of tests to assess how well the 
application performed in light of these goals.
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Deciding the 
performance goals

For the TACK2 application, we established the following performance goals:

• No user should experience a response time greater than 5 seconds for any 
Web page of the application.

• During any 24-hour day, 50,000 users should be able to browse for 
product information and order products, with acceptable response times.

Designing the load 
tests

To determine whether the application was capable of fulfilling the 
requirements set for it, the following sequence of load tests was designed:

• To test for the first requirement – response times of 5 seconds or less – a 
set of stress tests was indicated. These were designed to tax the 
application as much as possible, and so determine the maximum number 
of users the application could sustain at any one time without showing 
unacceptable response times.

• To test for the second requirement – stable performance – a set of 
stability tests was indicated. The specific values targeted here 
(50,000 users in 24 hours) would have required at least 75 computers to 
test directly. As an accessible solution, we designed a test using a 
proportionally smaller load with approximately the same ratio of users to 
time.

Test script

Record traffic and 
generate the script

With the planning stage completed and the load test designs defined, we 
moved on to the practical phase of the load test by capturing and recording 
the appropriate kind and amount of Web traffic, which we then used to 
generate the test script.

Tasks allotted to the 
virtual user

The load-testing script prescribed the tasks a virtual user needed to perform – 
log on to the “Welcome” page, enter the “Product Overview” page, and 
browse for product information. Optionally, the user might then go on to 
select and order a product. In order to emulate the varied Web traffic of a 
large number of different users, critical values used in the transactions were 
then randomized. For each virtual user, the load-testing script prescribed how 
it would:

• randomly generate personal data,

• select an individual connection type,

• randomly select a Web browser,

• generate a unique user ID, and

• vary the products that the user would order.
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Random personal data

The TACK2 application allows users to make purchases by filling in an on-
site form, where they input their actual names, addresses, phone numbers, e-
mail addresses, credit card numbers, and so on. In the load-testing script, this 
personal data was assigned to virtual users by using the appropriate random 
variables.

Randomizing personal 
data in the script

Table 7.1 lists the random variables that were used in the SilkPerformer script 
to generate the random personal data for the virtual users.

Table 7.1
random variables

How personal details 
were randomized

The virtual user’s personal data were generated in the initialization 
transaction “TInit” and stored in global variables so that they were accessible 
from within all of the script functions and transactions. Some personal data – 
like the first and last name, the address, and the state code – were easy to 
generate since they are simply derived from ready-made files and need no 

Random variable Description

rFirstName These random variables drew from files containing 
random names, and selected a name of up to 32 characters 
for each characteristic of a virtual user.

rLastName

rAddress

rCity

rState

rCompany

rCardType This random variable generated one of the letters A, D, M, 
and V. Each letter was generated with a probability of 
25%.

rExpirationMonth This random variable generated a number between 1 and 
12 inclusive. Each value was generated with the same 
probability.

rExpirationYear This random variable generated a number between 2 and 8 
inclusive. Each value was generated with the same 
probability.

rThreeDigits These random variables generated random strings that 
consisted of three, four, and five digits, respectively.

rFourDigits

rFiveDigits
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further processing. Generating other data, such as phone numbers, e-mail 
addresses, and credit card expiration dates, however, required some 
programming. These personal details were generated as follows:

• The phone number was generated by concatenating a three-digit number, 
a hyphen, the “555” dialing code, another hyphen, and a four-digit 
number.

• The e-mail address was generated by concatenating the user’s first name, 
an “at” symbol (“@”), a company name, and the suffix “.com.” In 
addition, since spaces are not allowed in e-mail addresses, it was 
necessary to replace any spaces with underscores.

• The number for the month of the credit card expiration date had to be a 
two-digit number. When the random number generator created a value 
less than 10, it was necessary to create a preceding 0 for the month 
number.

• The credit card number was generated by concatenating two five-digit 
numbers and a four-digit number, and inserting a hyphen between each 
block.

The code section from the test script in Figure 7.7 shows how personal data 
were randomized for the virtual users using the mechanisms described.

Figure 7.7
code example:
randomizing personal 
data

dclrand
  rFirstName       : RndFile("efname.rnd", 32);
  rLastName        : RndFile("elname.rnd", 32);
  rAddress         : RndFile("address.rnd", 32);
  rCity            : RndFile("city.rnd", 32);
  rState           : RndFile("statecod.rnd", 2);
  rCompany         : RndFile("company.rnd", 32);
  rCardType        : RndInd("A"=0.25, "D"=0.25, "M"=0.25, "V"=0.25);
  rExpirationMonth : RndUniN(1..12);
  rExpirationYear  : RndUniN(2..8);
  rThreeDigits     : RndStr("0123456789", 3..3);
  rFourDigits      : RndStr("0123456789", 4..4);
  rFiveDigits      : RndStr("0123456789", 5..5);

var
  sFirstName, sLastName, sAddress, sCity, sState     : string;
  sZip, sPhone, sFax, sEMail, sCardType, sCardNumber : string;
  sExpirationMonth, sExpirationYear                  : string;

dcltrans
  transaction TInit
  var
    i: number;
  begin
    ...
    sFirstName       := rFirstName;
    sLastName        := rLastName;
    sAddress         := rAddress;
    sCity            := rCity;
    sState           := rState;
    sZip             := rFiveDigits;
    sPhone           := rThreeDigits + "-555-" + rFourDigits;
    sFax             := sPhone;
    sEMail           := sFirstName + "@" + rCompany + ".com";
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    for i := 1 to Strlen(sEMail) do
      if sEMail[i] = ’ ’ then sEMail[i] := ’_’ end
    end;

    sCardType        := rCardType;
    sExpirationMonth := string(rExpirationMonth);
    if Strlen(sExpirationMonth) < 2 then
      sExpirationMonth := "0" + sExpirationMonth
    end;

    sExpirationYear  := "0" + string(rExpirationYear);
    sCardNumber      := rFiveDigits + "-" + rFiveDigits + "-" +
                        rFourDigits;
    ...
  end TInit;

What did that script 
section produce?

Table 7.2 shows an example of personal data produced by this script section.

Table 7.2
sample personal data

Connection type

Modems and T1 lines In order to simulate real users, different kinds of connections were simulated 
in the load test. The script declared four different user groups, and the 
declarations for two of these are shown in Figure 7.8 – “Buyer_Modem” and 
“Buyer_T1,” The first group uses a modem and the other a T1 connection. 
Within the transaction “TInit,” each virtual user selected a connection to the 
Internet depending on which group it belonged to. A user belonging to the 
group “Buyer_Modem” called the transaction “TInit” with the parameter 
“WEB_SPEED_33,” whereas a user belonging to the group “Buyer_T1” 

Field Value

First name John

Last name McAllister

Address 2655 Richmond Avenue, Staten Island

City New York

State NY

ZIP code 10314

Phone 718-370-3529

Fax 718-370-3529

E-mail john@company.com

Card type Visa

Expiration date 12/03

Card number 4111-1111-1111-1111
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passed the flag “WEB_SPEED_T1” to the transaction. The transaction then 
called the function “WebSetSpeed” and passed the parameter along to the 
function.

Figure 7.8
code example:
setting individual 
connection speeds

dcluser
  user
    Buyer_Modem:
  transactions
    TInit(WEB_SPEED_33) : begin;
    ...

  user
    Buyer_T1:
  transactions
    TInit(WEB_SPEED_T1) : begin;
    ...

dcltrans
  transaction TInit(nSpeed: number)
  begin
    ...
    WebSetSpeed(nSpeed);
    ...
  end TInit;

Random Web browser selection

How browser choice 
was randomized

Load tests should simulate real users by using different Web browsers to 
access the Web application being tested. In the load test on the TACK2 
application, the script section in Figure 7.9 randomly selected a Web browser 
for the virtual user to employ, either Microsoft Internet Explorer or Netscape 
Communicator. To randomize how the Web browser was selected, a random 
variable called “rBrowser” was declared. Each time the random variable was 
accessed it contained a value from 1 to 4 inclusive. In the initialization 
transaction “TInit,” where the Web browser to be used is determined, the 
value was temporarily stored in the variable “nBrowser.” Depending on the 
value of the variable “nBrowser,” the virtual user selected a commonly used 
Web browser. The connection between the variable values and the Web 
browser selection is shown in Table 7.3.

Table 7.3
values for Web 
browser selection

Once a browser had been allotted to it, each virtual user accessed the Web 
application with that same browser for the duration of the load test.

nBrowser Web browser

1 Microsoft Internet Explorer 4.0

2 Microsoft Internet Explorer 5.0

3 Netscape Communicator 4.0

4 Netscape Communicator 4.5
102 Load Testing for eConfidence



7  CASE STUDY – LOAD TESTING A COLDFUSION APPLICATION

Test script
Figure 7.9
code example:
randomly selecting
a Web browser

dclrand
  rBrowser : RndUniN(1..4);

dcltrans
  transaction TInit
  var
    nBrowser : number;
  begin
    ...
    nBrowser := rBrowser;
    if nBrowser = 1 then WebSetBrowser(WEB_BROWSER_MSIE4)
    elseif nBrowser = 2 then WebSetBrowser(WEB_BROWSER_MSIE5)
    elseif nBrowser = 3 then WebSetBrowser(WEB_BROWSER_NSCOM4)
    elseif nBrowser = 4 then WebSetBrowser(WEB_BROWSER_NS45)
    end;
    ...
  end TInit;

Unique user identification

Users who access the TACK2 application for the first time are each given a 
unique user identification number, and this is stored as a cookie. Later, when 
users access the application again, the Web browsers send the cookies to the 
application so it can identify the users. The load test in the description 
simulated both kinds of users – first-time and return visitors.

Generating user IDs in 
ColdFusion

The script section in Figure 7.10 generated a unique user identification 
number for each virtual user. In ColdFusion applications, a user identification 
comprises the identification number “CFID” and a token, called 
“CFTOKEN,” consisting of an 8-digit number. To replicate this user 
identification, the script section identified the number of the agent computer 
(driver machine) on which the virtual user was running and the virtual user’s 
own number, then combined these two numbers to generate a unique user 
identification. 

The script gave an instruction to multiply the agent computer number by 
5,000, and then add the user number to that. The number so generated was 
unique since no agent computer can host more than 5,000 users. To create the 
token, the script section also added the number 10,000,000 to the 
identification number, and the entire process ensured that a unique, eight-
digit number was generated.

Finally, when it was necessary to emulate persistent cookies, they were set in 
the test script. Both the identification number and the token were stored in 
cookies that were valid for the address of the Web application being tested 
and that will not expire until February 2010.
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Figure 7.10
code example:
generating unique
user identifications

dcltrans
  transaction TInit
  var
    sId, sToken: string;
  begin
    ...
    sId    := string(GetAgentId() * 5000 + GetUserId());
    sToken := string(10000000 + GetAgentId() * 5000 + GetUserId());
    WebCookieSet("CFID=" + sId + "; expires=Wed, 24 Feb 2010 "
                 "08:00:00 GMT", "http://www.tack2.com/");
    WebCookieSet("CFTOKEN=" + sToken + "; expires=Wed, 24 Feb 2010 "
                 "08:00:00 GMT", "http://www.tack2.com/");
    ...
  end TInit;

User ID examples Table 7.4 shows some examples of user identifications that were generated 
for various virtual users running on different agent computers for the load 
test.

Table 7.4
user identifications

In the case of virtual users who had not yet accessed the Web application, and 
thus had not yet received new user identification numbers, this script section 
was simply omitted.

Random product selection

Products on offer There are several different products on show at the TACK2 Web shopping 
service – sails, masts, and boards. The application offers two different kinds 
of sail (AeroBolt II and CAAD4), a mast (RipperStik), and a board 
(MondoSlab). As Figure 7.11 shows, the user first selects a product category 
and then a product within that category.

Agent User CFID CFTOKEN

1 1 5,001 10,005,001

1 433 5,433 10,005,433

3 100 15,100 10,015,100

25 50 125,050 10,125,050

25 51 125,051 10,125,051
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Figure 7.11
product selection

In the load test, product orders varied from user to user. The script sections in 
Figure 7.12 made this happen. Each product group was identified through a 
constant whose value corresponded to the number of the link in the “Product 
Overview” page that guided the user to the selected “Product Information” 
page.

Figure 7.12
code example:
identifying product 
groups

const
  SAILS  := 2;   // link number for the "Sails Information" page
  MASTS  := 3;   // link number for the "Masts Information" page
  BOARDS := 4;   // link number for the "Boards Information" page

A product can also be designated as an identifier by means of a constant. 
These constants, with values from 1 to 4 inclusive, were associated with the 
products. This is shown in Figure 7.13.

Figure 7.13
code example:
identifying products

const
  SAIL_AEROBOLTII := "1";   // "AeroBolt II" product number
  SAIL_CAAD4      := "2";   // "CAAD4 product" number
  MAST_RIPPERSTIK := "4";   // "RipperStik" product number
  BOARD_MONDOSLAB := "3";   // "MondoSlab" product number

The script section in Figure 7.14 declared two random variables. “rCategory” 
randomly generated a number that corresponded to one of the three product 
category constants. In addition, if “rCategory” generated the value “SAILS,” 
the second random variable, “rDecision,” generated a Boolean value whereby 
the virtual user varied its choice of sail. The probability that a sail would be 
selected was 50% for each sail.

Figure 7.14
code example:
randomly selecting
a product

dclrand
  rCategory : RndUniN(SAILS..BOARDS); // "SAILS," "MASTS," or "BOARDS"
  rDecision : RndBin(0.5);            // "true" or "false"

With products being randomly selected in this way, the probability that a 
particular product would be selected was as shown in Table 7.5.

Table 7.5
products and their 
selection probability 
ratings

Product Probability

AeroBolt II 16.7%

CAAD4 16.7%
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After the virtual user had decided which category of products it was 
interested in, the link to the corresponding “Product Order” page was 
followed. The number of the product that a user ordered was sent to the Web 
application through a Web form. The script section in Figure 7.15 on 
page 106 stored the randomly generated product number in the global 
variable “sProduct.” It then assigned the value to the field “ItemID” in the 
“PRODUCT_SELECTION” form, and submitted this form to the Web 
application.

Figure 7.15
code example:
randomly ordering
a product

var   // variables are declared here
  sProduct: string;  // contains the number of the product to be ordered

dcltrans   // transactions are declared here
  transaction TBuy
  var
    nCategory: number;
  begin
    ...
    nCategory := rCategory;
    WebPageLink(NULL, "", nCategory);

    if nCategory = SAILS then
      if rDecision then sProduct := SAIL_AEROBOLTII
      else sProduct := SAIL_CAAD4
      end
    elseif nCategory = MASTS then sProduct := MAST_RIPPERSTIK
    elseif nCategory = BOARDS then sProduct := BOARD_MONDOSLAB
    end;

    WebPageSubmit("Add to Cart", PRODUCT_SELECTION);
    ...
  end TBuy;

dclform   // Web forms are declared here
  PRODUCT_SELECTION:
    "ItemID"    := sProduct;

Using a test script randomized as described above, it was possible to run 
accurate load tests against the TACK2 application. Each virtual user had a 
full set of personal data to submit to the application, used an individual 
connection to the Internet, and randomly selected a Web browser to access 
the application. Users were simulated as new or returning users, and they 
varied as to whether they completed the order process and, if so, in the 
products they ordered.

RipperStik 33.3%

MondoSlab 33.3%

Product Probability
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Text execution

To test the performance of the TACK2 application, workloads of virtual users 
were then run against the application. The server that hosted the application 
was equipped with a Pentium II processor (350 MHz), 256 MB RAM, 
512 MB virtual memory, Netscape Enterprise Server 3.0, and ColdFusion 
Application Server 4.0.

User groups

Simulating user 
groups

To obtain results for different types of users, the load test simulated various 
user groups. While some users just browsed for product information, others 
selected a product and submitted an order. Furthermore, some users accessed 
the Web application through modems, whereas others connected to the 
application through high-speed T1 connections. Table 7.6 provides an 
overview of the user groups that the load test simulated.

Table 7.6
user groups

Simulating interaction 
times

In order to run stability tests it was necessary to estimate the interaction times 
that the users required for communicating with their browsers – for example, 
the times needed for reading the product information or for entering personal 
data. The estimations for the virtual users are shown in Table 7.7.

Table 7.7
user interaction times 
in seconds

User group Description

Searcher_Modem Each user accessed the Web application through a modem 
and browsed the product information.

Buyer_Modem Each user accessed the Web application through a modem, 
browsed the product information, and submitted an order.

Searcher_T1 Each user accessed the Web application through a T1 
connection and browsed the product information.

Buyer_T1 Each user accessed the Web application through a T1 
connection, browsed the product information, and 
submitted an order.

Action Time

Reading the welcome text and entering the application 5

Browsing the product overview and selecting a product 15

Browsing the sails information 15

Browsing the masts information 10
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Workload

Using different 
workload types

Different kinds of tests, with different workload types, were needed in order 
to generate the information necessary to determine levels of performance for 
the TACK2 application. First, we ran a stress test with an increasing 
workload. This determined the maximum number of users who could access 
the application concurrently without response times exceeding the specified 
limit. 

Next, to gain detailed results, we executed three stress tests with steady-state 
workloads, simulating the critical numbers of concurrent users that were 
determined in the previous test. These tests simulated only users who 
accessed the application through a high-speed connection since the purpose 
of these tests was to tax the Web application as heavily as possible. 

After we had established the number of users who could access the 
application at the same time, we ran a test to determine what happened when 
multiple users accessed the application over a considerably longer time 
period. The duration of the test and the workload placed on the Web 
application are summarized in Table 7.8.

Table 7.8
load tests overview

Browsing the boards information 10

Adding a product to the virtual shopping cart 10

Entering personal data to submit an order 60

Action Time

Load test 1 2 3 4 5 6

Test type Stress Stress Stress Stress Stability Stability

Test duration 30 min. 20 min. 20 min. 20 min. 4 hours 4 hours

Searcher_Modem 1–25 0 0 0 1,000 1,000

Buyer_Modem 1–25 0 0 0 1,000 2,000

Searcher_T1 1–25 30 40 50 1,000 2,000

Buyer_T1 1–25 30 40 50 1,000 2,000
108 Load Testing for eConfidence



7  CASE STUDY – LOAD TESTING A COLDFUSION APPLICATION

Test results
Test results

After we had run all these tests to completion, we examined the results to 
assess the performance ratings of the application.

Stress test with increasing workload

Finding the maximum 
number of concurrent 
users

The first test was designed to determine how many concurrent users the 
application could handle while still keeping response times below 5 seconds. 
We designed a stress test with increasing workload. The test began by 
running four virtual users, and the number of virtual users was increased to 
100 in regular increments. In this kind of test, as soon as a virtual user is done 
performing its work, it starts over again to ensure that the application is 
burdened with the proper load. The results of this load test are shown in 
Table 7.9. These values represent maximum response times for all the Web 
pages that the users accessed.

Table 7.9
maximum response 
time in seconds

What do the
results mean?

The results make it clear that, as long as fewer than 50 users access the 
application at the same time, the response time for the Web pages remains 
below 3 seconds. Since a response time of 3 seconds is generally regarded as 
very acceptable, TACK2 is delivering “optimum” performance to 50 users or 
fewer. As the number of virtual users rises to 80, the response time 
approaches the defined limit, 5 seconds. This is a clear indication that a 
maximum of 80 concurrent users can access the application before Web page 
response times become unacceptable.

Concurrent users Maximum response time

10 0.8

20 1.5

30 2.0

40 2.6

50 2.9

60 3.6

70 4.2

80 4.9

90 5.4

100 6.2
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The subsequent stress tests simulated 60, 80, and 100 users – the numbers 
were chosen around the limit of 80 concurrent users – in order to get more 
detailed response time information.

Stress test with 60 concurrent users

Finding response time 
information

This stress test simulated 60 users accessing the application at the same time. 
Each of the users was “assigned” a high-speed connection so the Web 
application would experience as large a load as possible.

The load test results are shown in Table 7.10. Users who only search for 
information and do not buy a product access neither the “Shopping Cart” nor 
the “Personal Data” page, so response time information for these pages is 
available only from the “Buyer” user group.

Table 7.10
response time, in 
seconds, for 
60 concurrent users

This stress test reveals that the “Product Overview” page has the longest 
response time. This might be because of the large image embedded in the 
page. In improving TACK2 application performance, this page would be a 
priority. Nevertheless, the response time remains below the 5 second limit 
established by the “client”.

Stress test with 80 concurrent users

Finding the level 
where response times 
become unacceptable

To find out whether the response times climb to unacceptable levels as the 
number of users rises, we ran a stress test simulating 80 concurrent users. 
Again, all of the users accessed the application through a high-speed 
connection. Test results are shown in Table 7.11.

Searcher Buyer

Welcome 1.3 1.3

Product Overview 3.6 3.6

Sails Information 2.7 2.7

Masts Information 2.5 2.5

Boards Information 2.7 2.7

Shopping Cart – 3.5

Product Order – 3.6
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Table 7.11
response time, in 
seconds, for 
80 concurrent users

As expected, the “Product Overview” page again had the worst response 
time. This time it approached the limit of 5 seconds. To avoid performance 
problems, the Web application administrator would need to set the maximum 
number of concurrent users to 80. This is necessary in order to guarantee that 
response times will remain below 5 seconds for all of the Web pages.

Stress test with 100 concurrent users

Double-checking the 
response time 
information

To double-check that response times go on to unacceptable levels when more 
than 80 users access the Web application at the same time, we ran a stress test 
simulating 100 concurrent users. Test results are shown in Table 7.12.

Table 7.12
response time, in 
seconds, for 
100 concurrent users

The response time for the “Product Overview” page exceeded the allowed 
limit of 5 seconds. This page is obviously a bottleneck in the application.

Searcher Buyer

Welcome 1.8 1.8

Product Overview 4.9 4.9

Sails Information 3.6 3.7

Masts Information 3.5 3.5

Boards Information 3.7 3.7

Shopping Cart – 4.7

Product Order – 4.8

Searcher Buyer

Welcome 2.3 2.3

Product Overview 6.1 6.2

Sails Information 4.6 4.7

Masts Information 4.5 4.5

Boards Information 4.7 4.7

Shopping Cart – 5.8

Product Order – 6.0
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Stability test with 4,000 users running for 4 hours

Response times for 
large numbers of 
users

After running stress tests to determine the maximum number of concurrent 
users the application could support, we executed stability tests see the effect 
on response times of a large number of users accessing the application over 
an extended time period. 

In stability tests, interaction times are considered. These are the time periods 
that users require to communicate with their Web browsers – for example, 
the time it takes them to choose and click a link, or to enter personal data. 
During stability tests, the same number of virtual users is run consistently 
throughout the test, but they are not necessarily accessing the Web 
application for the entire test. In fact, many of these users may just be waiting 
between transactions.

A requirement for the TACK2 application was that it be able to support 
50,000 users during a 24-hour day. This translates to approximately 
8,000 users during a 4-hour period. The first stability test simulated half that 
number of users (4,000), each of which accessed the application through an 
individual connection and performed different actions. Transaction execution 
delays were simulated as well as user interaction periods. Test results are 
shown in Table 7.13.

Table 7.13
response time, in 
seconds, for 
4,000 users running 
for 4 hours

The results show that the response times remain below the specified limit, 
even for the “Product Overview” page. Users who accessed the application 
through a T1 connection, of course, experienced shorter response times than 
modem users.

Searcher
Modem

Buyer
Modem

Searcher
T1

Buyer
T1

Welcome 1.2 1.2 0.8 0.7

Product Overview 2.4 2.4 1.6 1.6

Sails Information 1.9 1.9 1.2 1.2

Masts Information 1.9 2.0 1.3 1.3

Boards Information 1.9 1.9 1.3 1.2

Shopping Cart – 2.3 – 1.5

Product Order – 2.4 – 1.5
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Stability test with 8,000 users running for 4 hours

Further large-scale 
response time test

This stability test then simulated 8,000 users in order to test whether the 
application supported 50,000 users during a 24-hour day. Again each user 
accessed the application through an individual connection and performed 
different actions. Test results are shown in Table 7.14.

Table 7.14
response time, in 
seconds, for 
8,000 users running 
for 4 hours

Test results validity

The accuracy of load-testing results may be influenced by a number of 
factors: for example, overloaded agent computers or insufficient network 
bandwidth.

Agent computers

Each agent computer was equipped with a Pentium II processor (400 MHz), 
512 MB RAM, and 768 MB virtual memory. SilkPerformer incorporates 
automatic health control for agent computers, and this monitored the 
condition of all agent computers used in the load test. In these tests, 
SilkPerformer consistently reported that the agent computers were in good 
condition.

Searcher
Modem

Buyer
Modem

Searcher
T1

Buyer
T1

Welcome 2.5 2.5 1.6 1.5

Product Overview 4.9 4.9 3.2 3.2

Sails Information 3.8 3.8 2.5 2.5

Masts Information 3.9 4.0 2.6 2.6

Boards Information 3.9 3.9 2.6 2.5

Shopping Cart – 4.6 – 3.0

Product Order – 4.8 – 3.1
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Assessment
Network

Whether the 
bandwidth was 
sufficient

The results of the stability tests might not have been valid if the network 
bandwidth was not sufficient to transfer the requests sent and responses 
received by 8,000 users. To find out whether the network bandwidth was 
sufficient, the amount of traffic exchanged between the virtual users and the 
Web application was examined and compared with the capacity of the 
network. Since SilkPerformer displays the amount of traffic sent and 
received for each virtual user, the relevant data was easily accessible. These 
results are shown in Table 7.15. Since a “Buyer” visited more Web pages 
than a “Searcher,” the “Buyer” also exchanged more data with the 
application.

Table 7.15
network traffic in KB

The stability test simulated 8,000 users – 4,000 “Searchers” and 
4,000 “Buyers” – so the total amount of traffic exchanged between the agent 
computers and the Web application was calculated as shown in Equation 7.1.

Equation 7.1
traffic exchanged 
during the load test The agent computers were connected to the Web application through a 

100BASE-T Ethernet. The stability test lasted 4 hours (14,400 seconds), so 
that the network could transfer 175.8 GB in this time period. This number 
was calculated as shown in Equation 7.2.

Equation 7.2
theoretically possible 
amount of traffic It is clear that the network bandwidth was easily sufficient for transferring the 

traffic between the virtual users and the Web application. The test results 
were therefore perfectly valid.

Assessment

Running the load tests has furnished information of great value to the 
fictional e-business enterprise hosting the TACK2 application. The tests 
established conclusively that the performance targets set for the application 
were reachable, under certain conditions. This mission-critical information 
could only have been arrived at by means of load tests.

User group Request data sent Response data received

Searcher 5.1 79.0

Buyer 9.9 183.4

traffic 4,000 users 5.1 KB 79.0 KB 9.9 KB 183.4 KB+ + +( )⋅ 2.1 GB= =

traffic 100 Mbps 14,400 sec⋅ 1,440,000 Mbits 175.8 GB= = =
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Summary
The first performance target set for the application required response times of 
no more than 5 seconds for all users. This was shown to be achievable, 
provided no more than 80 users accessed the application at the same time. 
The application administrators can accommodate this easily by setting an 
upper limit on the number of users to be allowed concurrent access to the 
TACK2.

The second performance target required that 50,000 users be able to access 
the TACK2 in any 24-hour period, with acceptable response times. It was 
shown that the application could achieve this goal as designed. A potential 
bottleneck in the application (the “Product Overview” page) was identified, 
giving the administrators a concrete target for improving application 
performance.

Other targets, other 
tests

Bear in mind that this was just a “case study” to illustrate the procedures of 
load testing. Only a small proportion of the kinds of tests that could be run on 
the application were demonstrated, and only a subset of the kinds of results 
that could be generated were discussed. Other tests could ascertain, for 
instance, what the throughput of the application server is, and whether these 
values meet performance and production targets.

Summary

This chapter presented a case study of Segue’s SilkPerformer being used to 
test a Web application. Allaire ColdFusion, a widely used Web application 
server, was introduced, as was a sample application, TACK2, that 
accompanies it. A detailed account was given of how this sample application 
was load tested using SilkPerformer. The results of the tests were outlined, 
and a potential bottleneck identified by the tests was described.
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Afterword

The World Wild Web — 
A New Paradigm for Deploying Web Sites

by Jenny Jones
Director, eSegue

The shifting paradigm

Software organizations face a paradigm shift in order to adequately address 
the radically new needs represented in the World Wild Web. Increasingly 
sophisticated users are demanding ever-higher levels of reliability and 
responsiveness in this new medium, and are showing themselves to be 
intolerant of previously acceptable levels of software “glitches” and systems 
unreliability.

Most software organizations have their own release process deeply rooted in 
a long-term cost model where a single, basic assumption is made: as the 
releases roll and the software “matures”, the design and testing cycle will 
(paradoxically, it seems) grow shorter and more extensive as time goes on. 
Active design work is traditionally plugged into an existing model and active 
testing incorporates existing regressions and new testing. Reuse of past work 
allows the body of work to grow, but each iteration of this cycle grows 
shorter and shorter. 

This model makes one very important assumption: that the software interface 
is a part of the system that changes very little. In the Web community, which 
expects and demands fast-paced site updates with a constant flow of newer 
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and “better” ways to get and give information, the model is no longer valid – 
since the user interface, the Web page itself, is constantly changing, 
traditional software development strategies fall apart.

The necessity of 
change 

We often assume – particularly for new product ideas – that the target 
customer base will tolerate a certain amount of poor performance or 
inconvenience of use if a new product offers a few key features that no one 
else has. Traditional software projects based on this assumption work to 
improve usability as a part of the software maturation process. 

But the Web site is not a typical software product, although the workflow for 
creating and updating the site goes through software engineering teams. A 
Web site not only must push its content and pull in visitors – it must do so 
without fail and without surprises.

In many ways, a Web site is analogous to a traditional store. In the brick-and-
mortar world, window dressings and displays are constantly changing. 
Specific merchandise moves out. Sales are held. Seasonal changes take place. 
On the Internet, front pages constantly change, as do the inside formats. 
Content moves and evolves. Notices go up. Sales and promotions happen.

With a store, you can intuit the basic, underlying structure that doesn't 
change. You can imagine how one might build a store and make sure that it 
functions without needing to check every window display or sale process. 
The same sort of paradigm can be applied to designing and testing a Web 
site: there will be an underlying structure of activity and technology that will 
persist throughout all the cycles of changes. 

This is very different from what software teams are accustomed to producing 
rough interfaces that accompany some powerful process under the hood. 
Traditionally, usability is something to consider for following releases. On 
the Web, with few exceptions, if you cannot make it usable from the 
beginning, then you had better not put it up at all.

The simple reality of it is this – there are very large costs generated by site 
downtime, by poor functionality, and by generally not meeting visitor 
expectations. eBay's highly publicized 22-hour crash in June 1999 is reputed 
to have cost the company more than $5 million in returned auction fees. 
ESPN, which lost its fantasy baseball site for three days beginning July 11, 
1999, conceded that it will have to compensate some of its 260,000 online 
players, who pay $30 each to play in the league, at an approximate total of 
$7.8 million. 

In both cases, more up front design, performance testing and ongoing 
integrity testing would have revealed the configuration and design 
bottlenecks that caused these crashes. But, beyond that there are subtler, 
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more common, and more important risks than large-scale crashes that bring 
down a site. Such pervasive problems as slow-loading pages and online 
forms that don’t perform can drive away customers and ruin a site’s 
reputation. 

Zona Research reported, in 1999, that the average Web buyer will wait about 
eight seconds for a page to download before looking for alternative sites. At 
the same time, Zona found the average download time across a backbone 
connection to be 9.93 seconds. Clearly, there is a problem and an opportunity 
here.

The old order is no 
longer applicable 

eBusiness has created a wild new world of software deployment with new 
product specifications driven by the customer and changing at a rate never 
before considered in any engineering project. There are no generalized 
testing methodology courses, no industry-wide best practices, no technology 
or architecture standards for this new eBusiness world. Customers expect 
flash, freebies, newness, and speed. Web Developers expect maximum room 
for creativity and quick turnaround for testing. Everyone expects tremendous 
performance integrity with no downtime and responses in the milliseconds.

As if a radically different development standard and incredible end user 
demands were not enough, IT Departments have a plethora of choices for 
machine configurations. On any given day, IT can change environment 
settings for databases, Web servers, clients, connections, and many other 
areas that affect the functional performance of your Web site. 

Meanwhile, the software engineering process is mired in an old paradigm 
that is geared neither towards a changing front-end nor towards a usability-
first, functionality-last development model. Marketing Requirements Docs, 
Product Specs, Design and Functional Specs are all most frequently 
addressed through front-end primitives – the basic GUIs for an application. 
Standard development and testing cycles revolve around a stable GUI. In this 
methodology, basic hardware and software configurations are assumed from 
the onset of the development process. The end users are controlled through 
the flow of activity at design time, rather than viewed as the group that 
defines activity. 

The old model looked past an upcoming release to the planned evolution of a 
system. The primary objective of designing and testing was to speed up 
deployment for each successive release of an application or system. There is 
an implicit bottom-up approach to producing software here: production and 
testing of a component, integration among related components, creation of a 
hierarchy based on minimal interaction between components, and finally an 
end-to-end integration test of all components. 
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Sometimes, at the very end of the release cycle, we make a cursory attempt to 
check interoperability with outside systems/software. This means that the 
release model most software teams employ does not put usability first, cannot 
accommodate a changing interface, and does not incorporate flexibility for 
end user systems or production systems.

New methodologies 
for an evolving 
environment

The Web turns this methodology inside out. On a Web site, all the major 
activities for a user are displayed at all times. No window or access hierarchy 
protects the system from any flows outside the scope of anticipated, hence 
designed, activity. As a result of this basic lack of well-defined and structured 
activity flow and the sheer pace of expected updates, we must create a new 
methodology: a “simulation” approach that focuses on the reliability of an 
impending release. 

In other words, design and testing efforts for the Web focus around 
prioritizing to maximize reliability, then simulating online processes to verify 
that reliability, rather than running the traditional model where design is 
complete and testing is an iterative process of catching more and more. 

The goal of this approach is ensure that a site's most critical processes 
function and perform to expectation on a release-by-release basis. 
Functionality that hasn't been thoroughly tested for usability is not 
incorporated into a public release. New functionality that anticipates a great 
increase in traffic on the site is not added until the software team verifies that 
the current configuration can handle the additional load without downtime or 
great increase in overall response times. 

This approach is top-down, enumerating and prioritizing functions in relation 
to impact on reliability. You turn those functions into transactions (i.e. 
functions that can be performed at any point in the use of a site) and create 
your design and testing plan from performing these basic tasks through the 
eyes and access privileges of the target users. 

In conjunction with this activity-based transaction testing scheme, you also 
form a battery of operability standards. These standards form a base of tests 
aimed at catching obvious defects that, because of their simplicity, would 
reflect negatively on the business the site is representing. 

How do you organize 
this effort if traditional 
methods are not 
effective?

Traditional methods are inapplicable because they do not map to the parts of 
the Web site that stay the same. All of the front-end change that any given 
Web site undergoes over time epitomizes the antithetical nature of the 
relationship between producing reliable, quality Web sites and the standard 
software product development cycle. The concepts of site maps and user 
profiles are the pieces of the puzzle that do persist from “release” to “release” 
of a Web site. These two tools can be used to define a new way of deploying 
a site.
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The site map The site map, the first organizing component, is a multi-dimensional 
representation of the activity flows the Web site is expected to facilitate, and 
the connections among those activities. You can manage all phases of the 
Web site release cycle – design, implementation, test, deployment, and 
ongoing updates – using this primary tool for the organization of information. 

The site map identifies all the logical paths a user can follow when 
navigating through the Web site. It describes all paths that you've created, 
and can be used to define or refine the user profiles (which we will discuss 
later) for the site's target audiences. The site map should extend down to the 
page or CGI level of the site so that testers have a map of how the application 
works. 

The site map is something akin to a blueprint or specification of a system, 
except that site maps by nature will have logic branches that change 
frequently, while overall components or areas of interest will not. The pace 
and nature of changes on a Web site make an explicit map essential for the 
Web world. 

A site map comprises the following components:

• A functional representation of the main components of the site. 
(Essentially, this is a flow chart of all the activities a user can initiate on 
your site.)

• Machine information and mapping to main components each machine 
will carry. (IT Departments have a plethora of choices in a multitude of 
levels that can affect site performance and functionality. Mapping this 
accurately and keeping that map up to date are essential for pinpointing 
problems in your system.)

• Software/technology information of the machines that manage, house, or 
interact with functional parts of the Web site. (This is where you clearly 
note and religiously update those notes that detail your server software 
and hardware configurations.) 

• Representations for various users that will hit the Web site. (Users will 
have different categories of privileges that change the process that's 
exposed to them. Mapping the different user views of the Web site is the 
only concrete way to track the effect and risk of proposed changes 
without having to know the construction of the entire site.) 

Like a mission statement, the site map guides and aligns the entire team of 
people needed to launch and maintain your Web site. An accurate site map 
will draw attention to design bottlenecks, as well as component or machine 
bottlenecks if you keep the machine specs updated. The site map also points 
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out gross design flaws very early in the initial or ongoing release cycle – for 
instance, when a critical process like online purchasing is not visible from the 
front page. 

User profiles User Profiles, the second organizing component, define how you will 
navigate your site, set the mark for expected volume of use, and ultimately 
define your design and testing efforts. The components from the site map 
should start out as the basic set of activities you want the Web site to perform 
at the highest level – for example, research technical information, purchase, 
browse offerings, update customer records. Each user profile will then access 
different combinations of components, pages, and controls of the site. 
Different classes of users will have very different loads on the system. 

For example, surfers who hit your home page and a few second-level links 
will have little impact on performance despite high numbers. In contrast, a 
relatively small number of customers logging into your site and each 
conducting more involved transactions (like purchasing or updating records) 
can have a significant impact on your Web server. You need to make explicit 
lists of users for sites and expected activities. Each profile should correspond 
to a general activity set that your site supports. 

Examples of common profiles are these: 

• Surfer: someone who loads the home page, hits a few links, and leaves.

• Customer: someone who engages in information gathering or whom your 
business wants to capture information about.

• Buyer: someone who purchases from your site, if you offer online sales.

Summary The user profiles define activities and access. The site map documents how 
those users navigate the system to execute those activities. Management 
prioritizes the activities on an ongoing basis to ensure that business 
objectives are met without risking unsatisfactory visitor perception of the 
site's reliability.

Development's task is to map out and verify that persistent system, that 
structure, which defines your Web site. This structure must work hand-in-
glove with the short list of critical tasks that must function perfectly and 
consistently on your site all day, every day. You can map the backbone and 
the critical functions effectively, efficiently and easily by creating and 
updating your site map and user profiles. 
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Conclusion

The paradigm shift is in methods of design and execution, not in the basic 
motivation of a release strategy. In other venues, the GUI is the organizing 
principle for design and prototype, and hence is assumed to be one of the 
most stable parts of a non-Web piece of software. Therefore, testing in 
general revolved around stable portions of the system. That still holds true in 
the Web world, but which parts of the system are stable and should be tested, 
and how they are tested, differs. 

In the Web world, site maps and user profiles are the pieces of the puzzle that 
persist from “release” to “release”. They are the major components of the big 
picture that your organization creates when adding Web site accessibility to 
the business plan, and ultimately form the measures for success of your Web 
site. 

Use site maps and user profiles to plan, guide, test, and measure your Web 
site effort. These two tools will be instrumental in both your functional 
testing and performance testing. Site maps and user profiles will be the 
guides you use for deciding what you must test, and will lead you in the 
direction of total application reliability and maximum system uptime.
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The glossary provides introductory information on terms and abbreviations 
commonly used in connection with the analysis of Web application 
performance. Only in that context is a term’s usage given.

Application server An application server is a back-end service that provides the business logic 
for a Web application. The application server is frequently part of the middle 
section of a multi-tier system. In many uses, an application server combines 
or works with a Web server, and is thus called a Web application server.

Artificial workload In a load test, an artificial workload is a workload type used primarily in 
isolation tests, where the causes of a particular problem must be diagnosed. 
In an artificial workload, virtual users are run in a way that forces the 
problem to occur repeatedly.

Back-end A process is back-end if it is not directly accessed by users. A Web server, 
for example, is a back-end component, because the user does not interact 
with it directly. Users work directly with Web browsers, which are thus said 
to be front-end.

Many requests made by users through their browsers require extensive 
further communication between back-end components before the request can 
be fulfilled. Among typical back-end components are Web servers, 
application servers, and database servers.

Bandwidth A network’s bandwidth is the maximum number of bits that can be 
transmitted over the wire in one second. Bandwidth decides how much traffic 
a network can carry. The bandwidth depends on the physical wire itself and 
on whatever network device is used.

Bottleneck A bottleneck is a point in a Web application where congestion and delay 
occur, slowing down the processing of requests and causing users to 
experience unacceptable service delays. One of the primary goals of load 
testing is to identify bottlenecks.
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Browser See Web browser.

Business transaction See Transaction.

Business-to-business Business-to-business (B2B) trading is that sector of e-business where 
businesses trade directly with other businesses rather than with consumers. 
Though less publicly visible, business-to-business trading on the Internet far 
exceeds business-to-consumer trading in money volume, and is anticipated to 
be even more important in the future.

Business-to-
consumer

Business-to-consumer (B2C) trading is the sector of e-business where 
businesses sell their goods or services directly to consumers by means of the 
World Wide Web.

Cookie Cookies are pieces of text placed by Web applications on client computers in 
order to store and retrieve information about the client. This information is 
then used by the Web application to personalize the responses to clients 
during Web sessions.

The Web browser stores the cookie in a cookie database for a specified 
amount of time. The cookie includes a description that defines a range of 
Web addresses for which it is valid. The next time a Web browser reconnects 
to a page within this range, the contents of the cookie will be submitted to the 
Web server alongside the request.

Crash A crash is the sudden, complete failure of a computer hardware or software 
system.

Database server A database server is a service that provides access to a collection of data that 
is held in a database. A database is a repository of information that is 
organized so that it can be easily accessed, managed, and updated. A 
database server typically holds business information about products, orders, 
and so on, and provides this information to application servers when 
requested.

Digital Subscriber 
Line

Digital Subscriber Line (DSL) is a technology for bringing high-bandwidth 
information to homes and small businesses over standard telephone lines, 
bringing high speed Internet access to a wide public. There are several 
variants, the most widely used being Asymmetric Digital Subscriber Line 
(ADSL).

Document cache A document cache is a place where Web pages are stored temporarily on a 
user’s computer, to save having to download them repeatedly. This way, 
when the user returns to a page, the browser can retrieve it from the cache 
rather than from the server, saving considerable time.
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Driver machine In a load test, a driver machine is a computer used to host the functions of the 
virtual users defined in the test. Driver machines can each run as many as 
several hundred virtual users.

E-business E-business, also known as e-commerce, is the buying and selling of goods 
and services on the Internet, particularly on the World Wide Web. The terms 
are abbreviations of “electronic business” and “electronic commerce.” The 
most publicized sector of e-business is e-tailing, the Web’s equivalent of 
retailing, where firms sell their wares directly to the public.

E-commerce See E-business.

Electronic business See E-business.

Electronic commerce See E-business.

Ethernet Ethernet is the most popular technology in use in local area networks. The 
most commonly installed Ethernet system today, formerly called fast 
Ethernet, provides transmission speeds of up to 100 Mbps. Gigabit Ethernet 
provides even higher transmission speeds, at up to 1 Gbps (1,024 Mbps).

Firewall A firewall is a security device consisting of software and/or hardware that 
protects a private network from intrusion from other, larger networks it may 
be connected to. Firewalls typically protect an enterprise’s own local network 
by preventing unauthorized access to it from the Internet.

Front-end A program or process is front-end if it is accessed directly by users. A Web 
browser, for example, is a front-end component, because the user interacts 
actively with it. Other components then brought into play by the browser, for 
example a Web server, are back-end components.

Hyperlink A hyperlink, or hypertext link, is a pointer within a Web page that leads to 
other Web pages. The use of hyperlinks is one of the most characteristic 
features of the Web.

Hypertext link See Hyperlink.

Hypertext Markup 
Language

The Hypertext Markup Language (HTML) is the set of markup symbols or 
codes inserted in a document intended for display in a Web browser. The 
markup symbols tell the Web browser how to display the text in a Web page, 
and also how to display any other objects contained in a page, such as graphic 
images.

Hypertext Transfer 
Protocol

The Hypertext Transfer Protocol (HTTP) is the set of rules observed by 
computers when they exchange data on the World Wide Web. The Hypertext 
Transfer Protocol runs on top of the Internet Protocol (IP) and Transmission 
Control Protocol (TCP).
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Increasing workload In a load test, an increasing workload is a type of workload used to find the 
limit of a Web application’s work capacity. Virtual users are added to the test 
load until the application is stressed to the failure point.

Integrated Services 
Digital Network

Integrated Services Digital Network (ISDN) is a set of standards for the 
transmission of digital data over ordinary telephone wire. Home and business 
users can be provided with ISDN facilities by their phone companies and 
Internet service providers, thereby gaining data access at 128 Kbps.

Internet The Internet is the worldwide arrangement of interconnected computer 
networks that makes many kinds of communication and interaction possible. 
The Internet is host to the World Wide Web.

Internet Protocol See Transmission Control Protocol/Internet Protocol.

Internet Protocol 
address

See IP address.

Internet Service 
Provider

An Internet Service Provider (ISP) is a commercial enterprise that supplies 
customers with access to the Internet. Usually, an Internet Service Provider 
has the equipment and telecommunication line access required to have 
points-of-presence on the Internet for the geographic area it serves. Large 
Internet Service Providers have their own high-speed lines so that they are 
less dependent on the telecommunication providers and can supply their 
customers with better service.

IP address An Internet Protocol address (IP address) is a number that identifies a 
computer on the Internet. The IP address consists of two parts – the identifier 
of a particular network on the Internet and the identifier of a particular 
computer within that network. For example, in the IP address 
“192.168.40.12,” the first section, “192.168.40,” identifies the network that 
the computer is part of, and the last part, “12,” identifies the individual 
computer.

Isolation test An isolation test is a type of load test used to focus in on a particular problem 
in a Web application. It is used once a number of load tests have identified 
that a problem actually exists in the application. Isolation tests often execute 
specific sets of transactions over and over again in order to precisely identify 
a problem. These tests can help in pinpointing, for example, which set of 
requests caused a Web server to send back an error message or caused a 
deadlock on the database server.

Latency Latency is the time delay involved in transmitting data over a network. It is 
quantified as the amount of time it takes for a data packet to travel from one 
designated point on a network to another.
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Load test A load test is a replication of the real-life use of a Web application, 
performed in order to assess how the application will work under actual 
conditions of use. The test is performed under expected conditions, most 
often prior to application deployment. It should measure the stability, 
responsiveness, and throughput of the application. 

To guarantee a realistic simulation of the workload created by real users, the 
test environment must be as close to the actual environment as possible. A 
good load test should generate the different types of traffic expected, in the 
volumes expected, using actual computer hardware and software.

Modem A modem is an electronic device that converts outgoing digital signals from a 
computer to analog signals so that the data can travel along a conventional 
telephone line. It also converts incoming analog signals to digital data that 
can be interpreted by the computer. Modems are commonly used in home 
computers to access the Internet.

Multiplexing Multiplexing happens when a number of messages or signals are transmitted 
simultaneously over a single network connection. In a load test, many virtual 
users (with various IP addresses) communicate with the Web application 
being tested over a single network connection. This arrangement is an 
example of multiplexing.

Performance The performance of a Web application denotes how well it fulfills the tasks 
expected of it. An application with good performance is one that is stable, 
responds quickly to browser requests, and has acceptable throughput levels.

Protocol A protocol is a set of rules used in computer networks so that reliable 
communication can take place. The rules of a protocol prescribe formats for 
messages so that data can be recognized and interpreted correctly. Protocols 
essential to the working of the Internet include Transmission Control 
Protocol/Internet Protocol (TCP/IP) and Hypertext Transfer Protocol 
(HTTP).

Proxy server A proxy server is a server that acts as an intermediary between a user and the 
Internet in order to ensure security, administrative control, and caching 
service. A proxy server is associated with or part of a gateway server that 
separates the enterprise network from the outside network and a firewall 
server that protects the enterprise network from outside intrusion.

Reliability See Stability

Response time Response time is the time from when a Web browser has finished sending a 
request to when it starts receiving the response from the Web application; this 
time is also called the round-trip time. The perceived response time is the 
time from the beginning of the user action that generates a request to the end 
of the receipt of the response.
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Responsiveness The responsiveness of a Web application denotes how quickly it replies to the 
requests sent to it by users. Responsiveness requirements set for a Web 
application often include a minimum response time. For example, a delay of 
more than five seconds before a user gets a reply to a request is generally 
considered unacceptable.

Scalability The scalability of a Web application is its capacity to deal with increasing 
traffic from users without showing any deterioration in performance. The 
scalability of a Web application is related to both its stability and its 
responsiveness.

Scenario-based 
workload

A scenario-based workload is the most complex workload type. The 
objective is to replicate real-world conditions by varying the number of 
virtual users run during a load test, depending on the time of the day. This 
workload type is used for stability tests that run for extended periods of time 
– 24 hours, a few days, or even a week.

Simulation Simulation is the process of using a computer program to model the actions 
of a user or system. In a load test the real user of a computer program is 
simulated, or modeled, by creating a virtual user, which then emulates the 
interactions of a real user with the system or program during the test.

Site See Web site.

SOCKS protocol The SOCKS protocol enables a client application, for example, a Web 
browser, to establish a connection to the server through a proxy, regardless of 
the Internet protocol being used. Instead of sending the data directly to the 
server, the client application “wraps” the data sequence to be sent in SOCKS 
protocol traffic and sends it to the proxy. The proxy unwraps the traffic and 
forwards it to the Web application that the client application wants to connect 
to. Once a connection between the client and the server has been established, 
the flow of traffic follows the usual protocol.

Stability The stability, or reliability, of a Web application denotes how robust and 
dependable it is. A stable Web application should continue to provide service 
even if many users access it concurrently or it is heavily used for a long time. 
Good stability is a prerequisite for good Web application performance.

Stability test A stability test is a type of load test that assesses how dependable and robust 
a Web application is, rather than its responsiveness or throughput. This kind 
of test places a consistent workload on the application being tested for a 
considerable period of time.
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Steady-state workload In a load test, a steady-state workload is a workload type where a consistent 
number of virtual users are run for the entire duration of the test. The use of a 
steady-state workload provides exact response time and throughput 
information for a given number of users. This type of workload is often 
employed for stress and stability tests.

Stress test A stress test is a type of load test designed to determine how much load a 
Web application is able to handle. In the test, a considerable load is generated 
as quickly as possible in order to stress the application to its limit. To 
intensify the load on the application, the time between transactions is 
minimized and the modem simulation speed is set to the maximum possible. 
A stress test helps in ascertaining, for example, the maximum number of 
requests a Web application can handle, and when an application will break 
down because of the load.

T1 line A T1 line is a wide-area network cable with a transmission rate of 
1.544 Mbps. T1 lines are in common use today in Internet Service Provider 
connections to the Internet.

Test script In a load test, a test script is a set of instructions carried out to simulate users 
of a Web application. The script looks like a program written in a 
conventional programming language, complemented by some specific 
instructions for load testing.

Thread A thread is basically a path of execution through an application. In the case 
of Web browsers, this path consists of sending a request, receiving the 
response, and displaying the object. Each thread operates independently; it is 
the smallest unit of execution that an operating system schedules. If a Web 
browser requests more that one object at the same time, the browser creates 
and maintains a thread for each of them, establishing multiple connections to 
the server; this is called multi-threading. Limits are usually set to the number 
of threads a Web browser can run simultaneously.

Throughput rate The throughput rate is the average rate at which a Web application processes 
requests. Throughput rates are an important factor in the performance of a 
Web application. Common throughput goals include that the application be 
able to handle a specific number of requests per hour and that the processing 
time for a high percentage of requests be below a specific time limit.

Transaction A transaction is a sequence of Web application accesses, interspersed with 
user interaction, and having a certain logical unity. For example, a 
transaction might consist of a user visiting an e-business application, 
browsing its contents, ordering a product, and then leaving the application.
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Transmission Control 
Protocol/Internet 
Protocol

The Transmission Control Protocol/Internet Protocol (TCP/IP) is the basic 
communication protocol of the Internet. It can also be used as a 
communications protocol in private networks (or intranets). A computer set 
up with direct access to the Internet uses the TCP/IP protocol to send and 
receive data.

TCP/IP is a two-layered program. The lower layer, the Internet Protocol, sets 
the basic rules by which data is sent from one computer to another. To 
facilitate sending and receiving, messages are divided into little chunks 
called packets. The higher layer, the Transmission Control Protocol (TCP), 
is a set of rules used along with the Internet Protocol. While the Internet 
Protocol handles the actual delivery of the data, the Transmission Control 
Protocol keeps track of the individual packets for efficient routing through 
the Internet.

Uniform Resource 
Identifier

A Uniform Resource Identifier (URI) is the name of any file or resource 
available on the Internet, whether the content is a page of text, a video or 
sound clip, a still or animated image, or a program. The most common form 
of URI is the Web page address, which is a particular form or subset of URI 
called a Uniform Resource Locator (URL). A URI typically describes the 
mechanism used to access the resource, the specific server that the resource is 
housed on, and the specific name of the resource on the server.

Uniform Resource 
Locator

A Uniform Resource Locator (URL) is the address of a resource accessible 
on the Internet. URLs are the most commonly used form of Uniform 
Resource Identifier (URI). Many different types of resource are capable of 
being transferred and displayed by Internet protocols. When the World Wide 
Web’s protocol (the Hypertext Transfer Protocol, or HTTP) is used, the 
resource can be an HTML page, an image file, a program such as a CGI 
application or Java applet, or any other file supported by HTTP. The URL 
contains the name of the protocol required to access the resource, a domain 
name that identifies a specific server on the Internet, and a hierarchical 
description of a file location on the server.

User In the context of e-business, a user is a person who accesses the World Wide 
Web by means of a computer and a Web browser. Users are the customers, or 
potential customers, of e-business applications. The Web behavior of real 
users is simulated in load testing through the use of virtual users.

User group In a load test, a user group is a number of virtual users regarded as a single 
unit. The virtual users in a user group all carry out similar transactions with 
the Web application under test.

User transaction See Transaction.
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Virtual user Load tests run a number of virtual users. A virtual user is a program that acts 
just like a real user would in making requests to a Web application. During a 
load test, a considerable number of virtual users can be run on one computer, 
in this context called a driver machine.

Web browser A Web browser is a software program that enables users to look at and 
interact with the information available on the World Wide Web. Widely 
known examples are Microsoft Internet Explorer and Netscape Navigator. A 
Web browser is a client program, and uses the Hypertext Transfer Protocol 
(HTTP) to make requests of Web servers throughout the Internet on behalf of 
the user. It receives and interprets the replies, and displays the results for the 
user.

Web server A Web server is a program that provides Web pages to users over the 
Internet. Web servers use the client/server model and the World Wide Web’s 
Hypertext Transfer Protocol (HTTP) to fulfill requests, which come from 
users through their Web browsers. The term Web server is also used to refer 
to the computer that the Web server program and content material reside on.

Web site A Web site is a separate presence on the World Wide Web, having a logical 
unity in that it is published by a single individual or organization, and is 
accessible to users from a single Uniform Resource Locator (URL). Web 
sites can range from being simple collections of a few interconnected pages 
to being large, corporate presences running mission-critical business 
applications.

Wireless Application 
Protocol

The Wireless Application Protocol (WAP) is a protocol used to provide 
services from the Internet to users of mobile phones.

Workload In a load test, the workload is the total amount of simulated activity to which 
the Web application being tested is subjected. A workload consists of a 
designated number of virtual users who process a defined set of transactions 
in a specified time period. Workloads can be of various types, depending on 
the requirements of a particular load test. The principal types are steady-state 
workloads, increasing workloads, artificial workloads, and scenario-based 
workloads.

World Wide Web The World Wide Web (WWW) is the enormous, worldwide collection of 
information – text, graphics, and multimedia – available on the Internet. This 
information resource is distributed on millions of Web servers, and is 
accessed by hundreds of millions of users by means of Web browsers.
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