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Creating an Availability Group
Note that this chapter was added as in-depth information for the reader who 
might be interested in using the Availability Group feature in his MS SQL 2012 
environment. If you have no special interest in the Availability Group feature, you 
may skip this chapter and continue with the next one: 
Data Protector and MS SQL Integration

Specify Availability Group Name
This slide and the following three ones show screenshots from Availability Group 
creation wizard of the SQL 2012 Management Studio. 
The first step is to 'Specify the Availability Group Name', AG3 in our example.

Select the participating databases
Second step – Select Databases - is to select the user databases the availability 
group will consist of. The GUI shows you the databases it finds on the system, 
therefore you must start the wizard on the server that will become the primary 
availability replica. And the user databases must exist already. These are test30 
and test31 in our example.
The databases must meet some prerequisites, one is that their recovery model 
must be type Full, and a first full backup must have been done (that’s an SQL
internal, non DP backup).
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Specify Replicas
In this step of the wizard, you first see a row for the Server Instance on which 
you are running the wizard. It has the initial role 'Primary' because the selected 
user databases are currently running on it.

When clicking on the button 'Add Replica', SQL Server lets you choose one or 
more suitable servers for the 'Secondary Replica' roles.

Besides the 'Server Instance' and 'Initial Role' columns, on the screen you see 
columns and selection fields for 'Automatic Failover', 'Synchronous Commit' and 
'Readable Secondary'. If you don't click 'Automatic Failover' for a replica server, 
then you must always do the failover manually. If you click 'Automatic Failover' 
then the wizard also selects the 'Synchronous Commit' field because automatic 
failover requires synchronous commitment for the transactions on the primary and 
secondary replica. You may then deselect 'Automatic Failover', which means 
you want manually do the failover; however the 'Synchronous Commit' will stay 
selected.
Deselecting 'Synchronous Commit' always also deselects the 'Automatic 
Failover', because failovers to asynchronous secondary replicas can only be 
done manually.

Finally, concerning the rightmost column 'Readable Secondary', if you leave it on 
default 'No', then this replica will not allow any connections. It can only be used 
for switchover in a disaster case. In order to use a secondary replica for reading 
or backup purposes, you must change it to readable 'Yes' or 'Read-intent only'.

This allows offloading read-intent applications and backup jobs to secondary 
replicas, which helps to improve performance on the primary replica. 
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For more information on the read-only connection, allowing to read a 
replica's databases when it is running as a secondary replica, see  
Active Secondaries: Readable Secondary Replicas (AlwaysOn 
Availability Groups). 
About performing backup operations on the databases when it is 
running as a secondary replica, see Active Secondaries: Backup on 
Secondary Replicas (AlwaysOn Availability Groups).
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Backup Preferences
Performing backups on a secondary replica to offload the backup workload from 
the primary production server is a great benefit.
On the slide you see the 'Backup References' tab on which you can select the 
policies that will be used for the decision on what system a backup will be 
performed:

Prefer Secondary (default)
Automated backups for the availability group should occur on a secondary 
replica. If there is no secondary replica available, backups will be performed on 
the primary replica. Selection among the secondary replicas is based on backup 
priority and whether the replica is configured for automatic failover and whether 
it is online and accessible.
If no secondary matches the above criteria, and then the primary replica is 
chosen for backup.

Secondary only
All automated backups for the availability group must occur on a secondary 
replica. The selection process is the same as for 'Prefer Secondary', however if 
secondary replicas are not accessible then the backup will fail. 

Supported backup types on secondary replica are 
-  Copy backup (if full backup is requested) 
-  Incremental (transaction log) backup

Primary
All automated backups for the availability group must occur on the current 
primary replica.
Supported backup types primary replica are
-  Full backup
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- Copy backup
-  Incremental (transaction log) backup
-  Differential backup 

Any replica  
Backup can occur on any replica in the availability group. 

Supported backup types are 
- Copy backup
-  Incremental (transaction log) backup

In the pane 'Replica backup priorities', you can specify an ordered preference 
sequence among secondary replicas for running backup jobs. 
Specify a value from 1 to 100. Where100 is the highest priority.
You can also exclude a replica from being a source for a backup.

The following table briefly lists the backup and recovery features available in an 
Availability Group setup:  

Backup type Primary replica Secondary replica
Full backup Yes No 
Differential Backup Yes No 
Incremental/Transaction log Yes Yes 
Copy only full backup Yes Yes 
Copy only trans backup Yes No 

If a secondary replica does not allow client connection (no connection role), then 
backups will fail. This is the case if during creation of the replica, the 'Readable 
Secondary' option was not set to 'Yes' or 'Read-Intent only'. 

Following table lists the backup remapping for databases belonging to an AG.
Requested backup type Actual backup type

if backup requested
on a Primary

Actual backup type
if backup requested
on a Secondary

Full Full Copy 
Differential Diff Copy 
Incremental \ Transaction log Trans Trans 
Copy Copy Copy 
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Listener
The next step is to specify a Listener for the Availability Group.
An is a server name to which clients can connect in 
order to access a database in a primary or secondary replica of an AlwaysOn 
availability group. Availability group listeners direct incoming connections to the 
primary replica or to a read-only secondary replica.
A listener is no must, but it provides fast application failover after an availability 
group fails over. Without a listener the reconnection after failover is a manual 
step.
For the listener one must provide a name, a port number – where the default 
from SQL is 1433 – and a free IP address in the same domain as the AG. Note 
that the listener will become an entry in the Active Directory. It must have the right 
to create new objects in the AD. If you run the AG creation wizard as Domain 
Administrator, then the listener will inherit this right. If you have created the 
listener entry in the AD earlier it may miss these rights and they must be granted 
to it by an AD/Domain Administrator.

For more information, see Availability Group Listeners, Client Connectivity, and 
Application Failover (SQL Server).

Initial Data Synchronization
The creation of an Availability group always starts with the existing primary 
databases. If you select the Full option on the 'Data Synchronization Preference' 
screen, then first SQL performs a full backup of the primary databases to a 
simple network share which must be setup by the user and must be accessible to 
all systems that are to become secondary replicas.
The backup is then restored to the replicas. When a secondary database joins 
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the availability group, data movement begins between the corresponding 
primary database and the joined secondary database.  
The databases switch to the 'Synchronized' state and they are constantly 
updated through log files put from the primary on the network share and applied 
by the secondaries. 

Note: AlwaysOn Availability Groups does not depend on any form of shared 
cluster storage.[ http://msdn.microsoft.com/en-us/library/ff929171] 

These are the 3 options available on the screen:  
Full 
Join Only  
Skip Initial Data Synchronization 

Full means that the wizard will take a Full Database Backup, and a Transaction 
Log Backup, and will restore both backups with NO RECOVERY on the 
Secondary Replicas. This is the preferred option for very small databases, but 
doesn't really work with larger databases. Of course, it will take some time to do 
the full backup, copy the backup through the network, and finally restore it on 
the Secondary Replicas. In that case you can already prepare the databases on 
the Secondary Replicas and use the option Join Only.  Join Only assumes that 
the database on the other replicas is restored with the NO RECOVERY option. 
You can prepare your database for example through Log Shipping or Database 
Mirroring on the other replicas, and then join it finally to your AG.  

There are tons of valuable information for your first steps to install and set up an 
SQL 2012 AlwaysOn environment on the internet. For example:
How to Set Up SQL Server 2012 AlwaysOn Availability Groups 

or 'SQL Server 2012 AlwaysOn Availability Groups – Part 1 and 2':
http://www.sqlservercentral.com/blogs/aschenbrenner/2012/03/21/sql-
server-2012-alwayson-availability-groups-part-1/
http://www.sqlservercentral.com/blogs/aschenbrenner/2012/07/19/sql-
server-2012-alwayson-availability-groups-part-2/

 


